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Abstract

The high performance and low cost of 802.11 WLANs have led to the widespread
adoption of this technology. However, the large set of communication features, the
dynamic and unmanaged network topologies, and the unpredictable behavior of the
wireless channel result in ever-increasing complex systems. These issues contribute
to the creation of intractable networks that are hard to characterize by means of
accurate yet scalable analytical models. Instead, sophisticated and efficient learning
approaches are increasingly being considered in literature to perform this task.
In this thesis, we exploit machine learning techniques to address relevant performance issues in the context of two prominent 802.11 amendments, namely 802.11 p
and 802.11 ac. The first was developed to support reliable vehicular communications,
while the latter pursues the goal for high throughput in indoor environments.
To achieve high throughput, 802.11 ac uses channels of larger bandwidth than its predecessors. The resulting higher data rates come at the cost of an increased frequency
variability, which is known to degrade the communication. Our first contribution is
a scheme that compensates for the frequency variability by disabling highly attenuated OFDM subcarriers and dynamically distributing the power among the active
ones. The lack of a close-form solution to the throughput maximization problem increases the complexity, especially when jointly selecting the transmission rate, and
limits the applicability of the method. We then propose an approach that learns
the structure of previously computed solutions and applies the gathered knowledge
to provide accurate solutions at runtime.
Vehicular communications require reliable message delivery, particularly in the context of road safety applications. While the enhancements introduced in 802.11 p
increase the robustness to multi-path fading, it is unclear how well vehicular communications can cope with jamming. In our second contribution, we characterize
the performance of 802.11 p devices in relevant vehicular environments under the
impact of jamming and identify the potential of the latter to disrupt communication over large areas thereby compromising road safety. These findings motivate our
third contribution, namely a jamming detection tool based on machine learning. We
capture relevant metrics from 802.11 devices and learn their behavior in different
scenarios and subject to various jamming patterns, which can be later applied to
accurately detect jamming attacks in indoor and vehicular environments.
In the future, users will transfer their requirements for high throughput to their vehicles. While rate adaptation provides means to achieve high throughput in vehicular
environments, it is known to be a challenging task due to the fast changing channel.
However, in car-to-infrastructure communications, the surroundings of the access
point feature recurring characteristics that result in specific patterns of the signal
strength over time. Our fourth contribution is a learning algorithm that identifies
these patterns buried in empirical data and combines them with GPS information,
to accurately select the rate according to the predicted future channel conditions.
In general, this thesis contributes various learning approaches to address relevant
problems of different nature, that is, optimization, classification, and prediction, in
802.11 wireless networks.

Contents
1 Introduction
1.1

1

Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2

1.1.1

Large Bandwidth Transmission in 802.11 ac Networks . . . . .

2

1.1.2

Jamming Attacks in 802.11-based Vehicular Networks . . . . .

3

1.1.3

Rate Adaptation in 802.11-based Vehicular Networks . . . . .

4

1.2

Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . .

5

1.3

Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

6

1.4

Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

8

2 Background
2.1

2.2

2.3

11

Wireless Channel . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.1.1

Propagation Loss Attenuation . . . . . . . . . . . . . . . . . . 11

2.1.2

Propagation Phenomena . . . . . . . . . . . . . . . . . . . . . 13

2.1.3

Multi-path Propagation and Shadowing . . . . . . . . . . . . . 13

2.1.4

Statistical Modeling of Fading Channels . . . . . . . . . . . . 17

2.1.5

Selected Wireless Channel Models . . . . . . . . . . . . . . . . 19

IEEE 802.11 Networks . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.2.1

Network Architecture . . . . . . . . . . . . . . . . . . . . . . . 22

2.2.2

Physical Layer . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.2.3

Medium Access Control Sublayer . . . . . . . . . . . . . . . . 27

2.2.4

Introduction to IEEE 802.11 ac . . . . . . . . . . . . . . . . . 30

2.2.5

Introduction to IEEE 1609 WAVE

. . . . . . . . . . . . . . . 38

Machine Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
2.3.1

Fundamentals . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.3.2

Statistical Learning . . . . . . . . . . . . . . . . . . . . . . . . 42

2.3.3

Support Vector Machine . . . . . . . . . . . . . . . . . . . . . 49

2.3.4

Combined Learners . . . . . . . . . . . . . . . . . . . . . . . . 53

3 Optimizing Large Bandwidth Transmissions in 802.11 ac

59

3.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.2

Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.3

Large Bandwidth Channel Analysis . . . . . . . . . . . . . . . . . . . 62

3.4

3.5

3.6

3.7

3.8

3.9

3.3.1

Modeling Indoor Wireless Channel . . . . . . . . . . . . . . . 62

3.3.2

Frequency Variability Characteristics . . . . . . . . . . . . . . 63

Communication over Large Bandwiths . . . . . . . . . . . . . . . . . 65
3.4.1

Models and Methodology . . . . . . . . . . . . . . . . . . . . . 66

3.4.2

Simulation Results . . . . . . . . . . . . . . . . . . . . . . . . 68

3.4.3

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

Loading Algorithms for 802.11 . . . . . . . . . . . . . . . . . . . . . . 71
3.5.1

Power Loading . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3.5.2

Adaptive Modulation . . . . . . . . . . . . . . . . . . . . . . . 78

3.5.3

Bit Loading . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

3.5.4

Comparison Loading Algorithms . . . . . . . . . . . . . . . . . 79

Subcarrier Switch-Off . . . . . . . . . . . . . . . . . . . . . . . . . . . 84
3.6.1

General Idea . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

3.6.2

Performance Evaluation . . . . . . . . . . . . . . . . . . . . . 85

3.6.3

Machine Learning Heuristic . . . . . . . . . . . . . . . . . . . 89

Increasing Evaluation Realism . . . . . . . . . . . . . . . . . . . . . . 96
3.7.1

Protocol Overhead . . . . . . . . . . . . . . . . . . . . . . . . 96

3.7.2

Header and Control Frame Errors . . . . . . . . . . . . . . . . 97

3.7.3

Outdated Channel State Information . . . . . . . . . . . . . . 97

3.7.4

Simulation Model and Methodology . . . . . . . . . . . . . . . 97

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
3.8.1

Impact of MIMO Transmit Beamforming . . . . . . . . . . . . 109

3.8.2

Impact of Perfect Rate Adaptation . . . . . . . . . . . . . . . 111

3.8.3

Computational Complexity . . . . . . . . . . . . . . . . . . . . 112

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

3.10 Summary and Conclusions . . . . . . . . . . . . . . . . . . . . . . . . 119

4 Vehicular Communication Reliability under Jamming Attacks

121

4.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

4.2

Characterizing Communication under Jamming . . . . . . . . . . . . 123

4.3

4.4

4.2.1

Hardware Equipment . . . . . . . . . . . . . . . . . . . . . . . 123

4.2.2

Indoor Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . 130

4.2.3

Outdoor Evaluation . . . . . . . . . . . . . . . . . . . . . . . . 137

4.2.4

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

4.2.5

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

Jamming Detection in 802.11 Vehicular Networks . . . . . . . . . . . 142
4.3.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143

4.3.2

Designing Jamming Detection Strategies . . . . . . . . . . . . 143

4.3.3

Machine Learning-based Jamming Detection . . . . . . . . . . 147

4.3.4

Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

4.3.5

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162

4.3.6

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 169

4.3.7

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171

5 Rate Adaptation in VANETs

173

5.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

5.2

Problem Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175
5.2.1

5.3

5.4

5.5

5.6

Vehicular Wireless Channel . . . . . . . . . . . . . . . . . . . 175

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
5.3.1

Classical Rate Adaptation Approaches . . . . . . . . . . . . . 176

5.3.2

Rate Adaptation in Mobile Environments . . . . . . . . . . . . 177

Random Forests Rate Adaptation Algorithm . . . . . . . . . . . . . . 178
5.4.1

General Idea . . . . . . . . . . . . . . . . . . . . . . . . . . . . 179

5.4.2

Algorithm Design . . . . . . . . . . . . . . . . . . . . . . . . . 179

5.4.3

Parameter Study . . . . . . . . . . . . . . . . . . . . . . . . . 184

Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189
5.5.1

Comparison Schemes and Performance Metrics . . . . . . . . . 189

5.5.2

Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

Discussion and Limitations . . . . . . . . . . . . . . . . . . . . . . . . 195

5.7

5.6.1

Storage and Computational Resources . . . . . . . . . . . . . 195

5.6.2

Channel Usage Restrictions in 802.11 p . . . . . . . . . . . . . 197

5.6.3

Performance Anomaly . . . . . . . . . . . . . . . . . . . . . . 197

5.6.4

Impact of Inaccurate GPS Information . . . . . . . . . . . . . 198

Summary and Conclusions . . . . . . . . . . . . . . . . . . . . . . . . 198

6 Summary and Conclusions

201

6.1

Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 201

6.2

Challenges and Limitations

6.3

Future Investigations . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

6.4

. . . . . . . . . . . . . . . . . . . . . . . 204

6.3.1

Implementing Subcarrier Switch Off . . . . . . . . . . . . . . . 205

6.3.2

Network Wide Jamming Detection and Localization . . . . . . 205

6.3.3

Implementing Random Forests Rate Adaptation . . . . . . . . 206

Final Remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 206

Glossary

207

Bibliography

209

1
Introduction
The deployment of 802.11 WLANs has experienced a widespread acceptance in the
recent past, a trend that is expected to continue [ISu]. Key factors for this success are
the high performance, albeit the low cost of the technology. Nowadays, ubiquitous
access to the Internet is taken for granted, while user demands continuously rise [Eri],
mainly driven by video and audio applications [dV09, Cis]. To cope with the current
and upcoming user requirements, the performance of 802.11 systems needs to be
improved at an extremely fast pace, which is a research and engineering challenge.
We identify three main aspects that hinder the analysis and design of 802.11 wireless
systems. First, the number and density of wireless nodes has been pushed by the
popularity of 802.11 networks during the last decade. In the recent years, the widespread adoption of 802.11 capable smartphones has been maintaining this trend. In
the near future, machine-to-machine applications will further result in an increased
number of devices. Under these conditions of unmanaged, heterogeneous, and dense
network deployments, interference and collisions will have a large and unpredictable
impact on the communication performance. Second, the user demands for higher
throughput and better quality-of-experience, mainly driven by multimedia applications, pose a continuous challenge to network designers. As a consequence, state-ofthe-art (802.11) communication systems incorporate a large set of complex features
(Multiple-Input Multiple-Output (MIMO) techniques, highly efficient modulations
and forward error codes, among others) to support the user demands. Third, the
high mobility of wireless devices exacerbates the, already unpredictable, fluctuations
of the wireless channel.
These issues contribute to the creation of intractable networks, that are hard to
characterize and optimize by means of accurate yet scalable mathematical models.
Instead, in the past years sophisticated learning approaches are increasingly being
considered in literature to address this task [Mir12, Dan11].
By means of learning techniques not only single devices but whole networks can be
characterized from a high level perspective based on data extracted directly from
measurements. The expertise of the network designer is still required, as important
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parameters need to be selected for the data to be valuable. Nevertheless, there
is no need to accurately model every single factor impacting the network or make
simplifying assumptions. The main idea is that data implicitly accounts for all these
factors. Hence, learning (appropriate) training data provides the complete view of
the system or network as a whole.
Learning algorithms identify structural patterns buried in the data connecting instances of selected input variables to specific values of the output variables. Their
use is particularly indicated when there is no evident or simple mathematical relationship between inputs and outputs. Once the learning is completed, the obtained
knowledge can be used for prediction and optimization. Prediction refers to the
ability of the learning approach to accurately estimate the most probable output
resulting from a specific configuration of new (previously unseen) inputs. Optimization is conducted by appropriately configuring the inputs so as to maximize the
objective function represented by the output variables.
In this work, we address various relevant open problems in current and upcoming
massively deployable 802.11 networks taking advantage of suitable learning techniques.

1.1

Problem Statement

Despite the maturity of the 802.11 technology and the, in general, good performance
provided by these systems, there are multiple issues that are not directly addressed
by the standard that offer room for improvement. To this end, we first present the
problems that we identify in current and foresee in upcoming 802.11 systems. These
problems have been selected based on (1) their expected large potential of affecting
the communication performance of the considered system or network and (2) the
potential of the underlying 802.11 technology to reach a large number of end-users.
Finally, we highlight the research questions addressed by this thesis and summarize
our main contributions.

1.1.1

Large Bandwidth Transmission in 802.11 ac Networks

Currently at the end of the standardization phase, 802.11 ac [IEE] is being designed
to yield a very high user throughput [LC11]. Basically, 802.11 ac carries over most
mandatory and optional features from 802.11 n [IEE09]. In particular, it extends
the mandatory 20 MHz transmission bandwidth up to 80 MHz and, optionally, up to
160 MHz [Car10]. While the main goal of this amendment is to meet the very high
throughput requirements of multimedia applications [dV09], reliability is expected to
be satisfied by means of MIMO techniques [PGNB04] and efficient error correction
codes [PBSD04].
Large bandwidths allow the transmitter to convey more bits per channel access,
which directly leads to higher data rates. A downside to it is the increase in perceived frequency variability of the wireless channel, which results in a significantly
different attenuation across the individual Orthogonal Frequency Division Multiplexing (OFDM) subcarriers [CLE+ 12, HHSW10, PG11]. In addition, the use of large
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bandwidths magnifies the frequency scarcity problem, which can lead to a higher
amount of interference between neighboring networks. A further non-negligible issue is the lower transmit power available per subcarrier [DGVB+ 11], since the total
power budget per device is not expected to scale with the frequency bandwidth.
In 802.11 ac, power and modulation resources are distributed homogeneously among
the OFDM subcarriers. Hence, the high attenuation of certain subcarriers is not
compensated and their contribution to the error rate cannot always be balanced
by the subcarriers experiencing better channel conditions. This is known to have a
negative impact on the communication performance [AT06, HHSW10]. In addition,
classical rate adaptation schemes [KM97, KKCQ06] tend to select low bit rates to
compensate for high packet error rates, which further prevents the system from
achieving the expected throughput.
Alternatively, so-called loading schemes can be applied to adapt the power [HD03,
Erm06, AOT05] and/or the modulation [GEPW07a, Czy96, FH96] per OFDM subcarrier to their individual channel state, so as to balance or exploit the frequency
variability of the wireless medium. While the distribution of power is strongly limited by highly attenuated subcarriers, the distribution of modulation introduces a
significant amount of overhead and transceiver complexity. We propose a hybrid algorithm that disables attenuated subcarriers and dynamically distributes the power
among the active ones. Finding the optimal number of subcarriers to disable requires
iterative search, as no close-form solution for the goodput maximization problem can
be found. This stems from the complex relationship between the bit error rate of
individual subcarriers, the impact of forward error coding, and the resulting packet
success rate. Finally, the selected transmission rate to be applied on the active
subcarriers cannot be determined independently from the previous solution. Hence,
this joint problem (i.e., subcarrier, power, and transmission rate) features a high
complexity and limits the applicability of the approach.
The lack of an accurate analytical expression that characterizes the joint problem,
allows only for exhaustive search solutions, whose complexity increases linearly with
the bandwidth and the available transmission rates. Furthermore, every iteration
step requires a set of computations to determine, based on performance models, the
expected goodput. This classical approach requires a large amount of computation
resources and the provided solution may not only be delayed but also inaccurate,
which depends on the accuracy of the performance models themselves. Instead,
the capabilities of current radio platforms offer means to prototype the envisioned
transmission system and obtain solutions to the considered problem [NW13]. This
enables the application of machine learning to learn or characterize the structure
of previously obtained solutions and later apply the gathered knowledge to provide
good approximations to the optimal solution at runtime.
This investigation is presented in Chapter 3 and confirms the suitability of learning
techniques to overcome the complexity of particular optimization algorithms by
exploiting the knowledge of previously obtained solutions.

1.1.2

Jamming Attacks in 802.11-based Vehicular Networks

Wireless access in vehicular environments is supported by the 802.11 technology as
specified by the 802.11 p amendment [IEE10]. As safety-critical and traffic man-
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agement applications constitute the driving force in vehicular networks [Pro05], the
main focus of 802.11 p Vehicular Ad-Hoc Networks (VANETs) is on reliable car-tocar communications. Robustness against multi-path fading and co-channel interference has been addressed by reducing the frequency bandwidth down to 10 MHz in
the dedicated 5.9 GHz DSRC frequency band [IEE10] and the recommended use of
robust and fixed data rates [JCD08a].
Safety-critical applications will warn drivers about imminent dangerous situations,
for instance, the sudden brake of a preceding car [SLC11], slippery asphalt, or virtual traffic lights at a crossroad [Pro05], among others. However, malicious interference, also known as jamming, has the capacity of disrupting successful communication, which may render these applications useless [HH10]. This is a potential risk for an accident, particularly if drivers blindly rely on these warnings.
Although jamming has been intensively studied in the context of classical 802.11
networks [BS03, KSHH04, NRST11, HPP11], there is little knowledge of the communication impairments caused by jamming in 802.11 p networks. It is important
to understand and characterize the threat of different types of jamming on warning
message dissemination in outdoor propagation environments [SKL07, SKL+ 09] to
determine the real need for jamming-aware communications in 802.11 p.
Despite the robustness enhancements introduced by 802.11 p at Physical Layer
(PHY) and Medium Access Control (MAC) layers, none of the classical techniques
to overcome jamming attacks (i.e., frequency hopping and spread spectrum) are
available. In this context, reliable and fast jamming detection techniques could trigger appropriate countermeasures, such as timely warnings to the drivers about the
probable misbehavior of on-board safety applications. Detection capabilities could
reduce the probability and the severity of accidents [DMSS04]. However, the identification of jamming attacks is a challenging task, as the resulting communication
performance strongly depends on multiple factors of different nature. For instance,
the received signal strength, the employed modulation, and the packet length have
a large impact on the transmission success. In addition, the communication impairments caused by jamming depend on the interference signal type and the distance
to the communicating nodes, among others. Therefore, an accurate characterization
of the communication behavior under expected operational conditions is required to
identify the presence of an attacker.
The multiple performance metrics provided by current 802.11 devices, their not
always evident interdependencies, as well as their different reaction to jamming attacks, call for efficient and powerful classification methods. While machine learning
has been used for quite some time in the anomaly detection domain [SP10], approaches to jamming detection in wireless networks traditionally rely on the manual
setting of thresholds to the selected metrics. We claim that this complex multidimensional classification problem can be more efficiently addressed by sophisticated
machine learning techniques, which is confirmed by the investigations presented in
Section 4.3.

1.1.3

Rate Adaptation in 802.11-based Vehicular Networks

802.11 p communications are mainly intended for the support of safety-critical and
traffic management applications. However, users that are accustomed to ubiquitous
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broadband access to the Internet will transfer these expectations to the interior of
their vehicles. In the near future, vehicular networks will have to face user demands
for high throughput [Pro05]. To this end, schemes that adapt the data rate provide good means to cope with these demands. However, this is a challenging task
due to the dispersive characteristics of the vehicular channel [MMK+ 11]. In addition, the high mobility of the nodes results in fast channel and network topology
changes [CK10, CGQ09]. Hence, the algorithm for adapting the rate needs to be
robust and feature short convergence times.
Fortunately, the surroundings of the access point feature site-specific characteristics
that can be exploited. First, the movement of vehicles is limited in space by the
length and width of the roads and regulated by traffic lights and speed limitations.
In addition, the characteristics of the signal propagation are scenario-dependent to
some extent, which can be combined with valuable information provided by GPS
devices to ease the task of adapting the transmission rate. While a few efforts
from literature confirm the suitability of context-awareness for the rate adaptation
problem [XPH09, DD12, SNRI08], we believe that there is room for improvement.
In particular, more efficient techniques are required to enhance the characterization
and later prediction of the wireless signal propagation in the time domain. Efficient
predictions of future channel states can be ultimately applied to select the most
suitable rate in a proactive and timely manner.
The investigations conducted in Chapter 5 demonstrate the potential of learning techniques to predict the achievable performance by efficiently combining and
weighting multiple channel and context variables. The performance prediction is
the first step in the considered two-stage approach to the rate selection problem for
goodput maximization.

1.2

Research Questions

We formulate the previous problems as four different research questions.
Question Q1 - How to exploit large bandwidth transmissions in 802.11 ac?
We identify the drawbacks and limitations of existing techniques that dynamically adapt modulation and power resources with OFDM subcarrier granularity. To overcome the identified problems, we propose novel lightweight
approaches that increase the communication throughput and robustness. The
proposed schemes are able to exploit the large bandwidths available in 802.11 ac
at the cost of a modest increase in protocol overhead and computational as
well as transceiver complexities.
Question Q2 - How severe is the threat that jamming poses to VANETs?
We conduct extensive measurements to characterize the threats that various
jamming attacks pose to the communication performance of 802.11 p devices.
Our experiments suggest that the feasibility of road safety applications over
VANETs can be severely hampered by jamming.
Question Q3 - How to efficiently detect jamming attacks?
Earlier findings call for suitable jamming detection approaches to trigger appropriate countermeasures. We build a jamming detection tool that learns the
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behavior of commodity 802.11 devices under different operational conditions.
By means of extensive measurements we demonstrate an extremely high jamming detection accuracy in indoor and vehicular communication environments.

Question Q4 - How to select the data rate in vehicular environments?
With the goal of maximizing the throughput in vehicular networks, we develop
a novel approach to accurately adapt the data rate. The approach exploits
context-awareness and site-specificities to identify recurrent mobility and signal propagation patterns. The obtained knowledge yields valuable information
to improve the accuracy and robustness of the data rate selection.

1.3

Contributions

To address the aforementioned problems and provide an answer to the presented
research questions, we propose solutions most of which are borrowed from the machine learning domain. In particular, we apply machine learning approaches for
several reasons: First, because the complexity of the considered communication systems, propagation environments, and network behavior can hardly be represented
by mathematical models. Second, empirical data characterizes the performance of a
system or network, thereby implicitly accounting for all the aspects that affect their
performance. In particular, we make four distinct contributions in this thesis:
i) An evaluation of approaches that balance the expected frequency variability
in upcoming 802.11 communications [PEG11, EA11]. After identifying their
drawbacks and limitations, we develop novel lightweight schemes that exploit
large bandwidth transmissions to improve the throughput and reliability of
upcoming 802.11 ac transmissions [PG11, PEG12, EA11]. Finally, we propose a
learning method that exploits knowledge from existing solutions to significantly
reduce the computation time.
ii) A thorough characterization of the impact of various RF jamming signals on the
performance of 802.11 p communications and a viability study of safety critical
applications over VANETs in the presence of jamming [PAG12, Kot12].
iii) A jamming detection scheme that exploits information available at commodity
802.11 devices by means of machine learning approaches and achieves a remarkable accuracy in both static indoor and vehicular scenarios [Sch13, Abi13,
PAS+ 14].
iv) An accurate method for adapting the transmission rate in 802.11-based vehicular networks that combines the history of measured signal strength with GPS
information by means of a sophisticated learning algorithm [PZG13, Zha12,
Wer13].
Contribution C1 - Power Loading and Subcarrier Switch Off
We perform a thorough analysis of the frequency variability experienced over
80 and 160 MHz 802.11 ac wireless links by means of reference channel models [PEG12]. Even in indoor scenarios of small dimensions, the variability of the
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channel gains across subcarriers is expected to increase dramatically [PG11].
We evaluate the benefits of various existing approaches to the dynamic distribution of power and/or modulation per subcarrier compared to the default
static approach [PEG11]. While the dynamic adaptation of power maintains
compliance with the standard, it yields only moderate gains [PEG11] due to
the impairments caused by highly attenuated subcarriers [PG11]. We propose
to deliberately switch off these subcarriers by not assigning power to them
nor using them for transmission. Furthermore, the saved power is distributed
among the active ones [PG11]. This approach is able to efficiently reduce the
error rate at the cost of reducing the number of subcarriers available for transmitting the payload. We formulate this trade-off as a goodput maximization
problem and propose binary search to optimally solve it, since no close-form solution can be found for the combined problem. The downside to the algorithm
is a moderate increase in signaling overhead and in both, computational and
hardware complexity. Although the hardware complexity is unavoidable, the
impact of signaling and computational overhead can be significantly reduced
by exploiting the coherence time of indoor channels [PEG12]. By means of
simulations, we show that the proposed approach outperforms related work
significantly [PG11]. Nevertheless, the selection of the most efficient data rate
is strongly coupled with the number of disabled subcarriers. Hence, the first
task cannot be determined without the prior specification of the latter. The
search of the optimal solution to this joint problem significantly increases the
computational complexity thereby reducing its practical applicability. We address this issue by means of a learning approach that learns and exploits the
characteristics of previously computed optimal solutions. The proposed approach does not only determine the number of subcarriers to disable, but it
also automatically chooses the most appropriate transmission rate. In addition, it largely reduces complexity at the cost of a marginal performance loss.
Contribution C2 - Characterization of Jamming Attacks in VANETs
In a controlled environment, we study the impact of various jamming patterns
on the communication performance of 802.11 p devices [PAG12]. In addition,
we evaluate the impact of jamming in typical vehicular environments and show
its potential to completely disrupt the communication over large propagation
areas. Our observations suggest that jamming can render safety-critical applications useless and severely compromise road safety [PAG12].
Contribution C3 - Jamming Detection for 802.11 with Machine Learning
Avoiding a jammer is unlikely to happen in 802.11 p communications. First,
safety-critical applications operate on a fixed control channel [Eic07, IEE10],
such that frequency hopping [PKK09] is not feasible without requiring changes
to the amendment. Second, jamming-robust spread spectrum techniques [CH11]
are simply not compatible with the OFDM PHY defined in 802.11 p. Therefore,
we develop a novel algorithm that enables the autonomous and fast detection
of jamming attacks with high reliability. The algorithm relies on metrics (e.g.,
signal strength, channel busy ratio, measured noise, inactive time) that exhibit
a reaction to jamming attacks and are provided by the driver of commodity
802.11 devices. Low-overhead active probing is introduced to compute the
packet success probability metric and to enable cooperative jamming detec-
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tion. We use sophisticated supervised machine learning algorithms to combine
and weigh these metrics, so as to decide on jamming activity. By means of
extensive experiments, we demonstrate a remarkably high detection accuracy
in both static indoor and mobile outdoor environments. In addition, we confirm the potential of cooperative jamming detection to improve the detection
accuracy.

Contribution C4 - RFRA: Random Forest Rate Adaptation
In vehicular networks the channel conditions tend to change very fast, hence,
adapting the transmission rate is a challenging issue. However, in car-toinfrastructure communications, the surroundings of the access point typically
feature certain recurring characteristics, such as node density, vehicle speed,
and propagation loss, among others. These characteristics result in specific
patterns of the signal strength evolution over time. We propose a learning
algorithm to identify these signal strength patterns buried in empirical data
and to, additionally, combine them with available GPS information, so as to
efficiently predict the best performing rate for the expected upcoming propagation conditions. By means of network simulations, we show that the proposed
scheme significantly outperforms classical and learning-based rate adaptation
schemes [XPH09, SNRI08].
This thesis further provides a superordinate contribution, namely a feasibility analysis of machine learning techniques to address complex problems of distinct nature
(e.g., classification, regression, optimization, prediction) in the area of (802.11) wireless communication and networking. Given the ever-increasing complexity of communication systems, the applicability of classical analytical approaches is likely to
decrease in the future. We expect a growing importance of learning approaches, as
the latter are particularly well-suited when no evident or simple (analytical) relationship between inputs and outputs is available. They further allow for the combination
and joint consideration of multiple variables, which is particularly relevant given the
increasing amount of context information provided by built-in sensor devices.
The cooperation with talented students in the context of their Bachelor’s and Master’s theses [Abi13, Sch13, Zha12, Kot12, EA11] has been fundamental for the development of these contributions.

1.4

Outline

The structure of this thesis is as follows. In Chapter 2 we provide background information. First, we introduce wireless propagation phenomena and their impact
on wireless communications in general. Afterwards, we provide the fundamentals
of 802.11-based wireless communications. Finally, we introduce machine learning
concepts and algorithms that are relevant for the proper understanding of later
chapters. Chapter 3 addresses the issue of large bandwidth transmissions in upcoming 802.11 ac networks. In particular, we characterize the increase in frequency
selectivity over the foreseen large bandwidths and their negative impact on the
communication performance. In addition, we evaluate different state-of-the-art approaches that dynamically distribute power and/or modulation resources so as to
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compensate for the channel impairments. To overcome the limitations and drawbacks of related work, novel lightweight approaches are developed and thoroughly
evaluated by means of simulations. Chapter 4 investigates, by means of measurements, the threats that jamming attacks pose to safety-critical applications over
802.11 p VANETs. We show that jamming has the potential to severely disrupt the
communication in urban scenarios and, especially, in open space environments. Furthermore, in this chapter we present a machine-learning-based jamming detection
framework that achieves a remarkably high accuracy both in indoor and vehicular
scenarios. Chapter 5 addresses the challenging problem of adapting the transmission
rate in vehicular scenarios. The proposed approach is based on machine learning
to characterize the propagation environment around the access point. With the
gathered knowledge the algorithm can anticipate the channel state evolution and,
hence, accurately select the most adequate rate. By means of simulations in different scenarios and under different propagation conditions, we show that the proposed
algorithm outperforms related work significantly. Finally, in Chapter 6 we conclude
this thesis.
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2
Background
This chapter introduces background issues that lay the foundations of the main topics addressed by this thesis. Section 2.1 discusses the propagation phenomena affecting the wireless transmissions. Besides the theoretical fundamentals, also prominent
channel models are presented. Section 2.2 introduces the basic characteristics of
the 802.11 standard, focusing on network architecture, PHY, and MAC details. A
particular emphasis is given to the OFDM transmission technique. The specialties
of the 802.11 ac and 802.11 p amendments are also discussed in this section. Finally,
Section 2.3 provides a brief introduction to machine learning in general, and a more
detailed description of some of the machine learning algorithms used in this thesis.

2.1

Wireless Channel

The topics addressed by this thesis are strongly coupled with the behavior of signals transmitted over the wireless medium. It is hence important to understand the
main characteristics of the phenomena that have an impact on wireless communications. This section provides an introduction to these effects, thereby focusing on
the behavior, in the time and frequency domains, of a wirelessly transmitted signal.
Finally, this section briefly discusses some prominent channel models that are used
in this thesis.

2.1.1

Propagation Loss Attenuation

Any electromagnetic wave propagating isotropically in free space suffers a deterministic attenuation that depends on the traveled distance d as
hfree-space =

1
.
4πd2

(2.1)
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Figure 2.1 The signal strength of a propagating signal decreases with the communication
distance and with the carrier frequency.

However, practical communication systems feature antennas with specific radiation
patterns. Therefore, the power that reaches the receiver has to be expressed as
1
Prx = Ptx Gtx ·
· AEf f ,
(2.2)
4πd2
where Ptx is the transmit power, Gtx the transmit antenna gain in the direction of
the receiver, and AEf f the effective area of reception [ST97]. Given that
λ2
Grx ,
4π
the received power in free space can be expressed as
AEf f =

Prx = Ptx Gtx Grx

λ
4πd

(2.3)

!2

,

(2.4)

where λ = c/f is the wavelength in [m], c the speed of light in [m/s], and f the
frequency of operation in [Hz]. Equation 2.4 is commonly known as Friis’ law. Figure 2.1 shows the free space attenuation (typically represented as negative gain) as
function of the distance and for three different frequencies of operation. Specifically,
they correspond to the carrier frequencies within the 2.4 GHz Industrial, Scientific,
and Medical (ISM) band, the 5.2 GHz Unlicensed National Information Infrastructure (UNII) band, and the 5.9 GHz Dedicated Short-Range Communication (DSRC)
band, respectively. It is important to note that the validity of Friis’ law is limited to
situations where the receiver is in the far-field region of the transmit antenna [Mol05].
The far-field condition is satisfied when the propagation distance between transmitter and receiver is much larger than the largest dimension of the antenna and much
larger than the signal wavelength [Mol05].
In general, it is convenient to express the received power as a constant term and a
term that exclusively depends on the propagation distance. The constant term can
be defined as
Prx (dref ) = Ptx Gtx Grx

λ
4πdref

!2

λ
= Ptx |dBm + Gtx |dB + Grx |dB + 20 log
4πdref

!

.
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For convenience dref is typically selected to be 1 m and then we have
Prx (dref

λ
= 1 m) = Ptx |dBm + Gtx |dB + Gtx |dB + 20 log
4π · 1

!

.

(2.5)

Hence, Friis’ law can be alternatively represented as
Prx (d) = Prx (dref

d
= 1 m) − 20 log
dref

!

= Prx (dref = 1 m) − 20 log (d) .

In most
 real
 propagation environments, the received power does not always decrease
1
as ∼ d2 . Depending on the characteristics of the environment, the propagation
loss, commonly known as path loss, follows a different profiledetermined
by the

1
path loss exponent α. Hence, the received power decreases as ∼ dα . The path loss
exponent can be determined by empirical measurements and typical values for α are
between 2 and 5 [Wal01].

2.1.2

Propagation Phenomena

Most wireless communication systems choose omnidirectional antennas for transmission, which radiate homogeneously on the horizontal plane. This design criterion is
required for successful communication when the position of the receiver is unknown
or when there is no direct Line-of-Sight (LOS) with the latter. Hence, the transmission of a single signal results in multiple waves propagating in diverse directions.
The propagation of these waves is affected by path loss and several other phenomena, such as reflection, absorption, refraction, diffraction, and scattering, among
others. Some of these phenomena are briefly introduced below. For a more detailed
information we refer the interested reader to [Mol05, TV05].
In general, transmitter and receiver do not communicate in an isolated environment, but are rather surrounded by other objects. When a transmitted wave hits
the surface of an object, the energy of the wave is partially reflected and partially
absorbed, see Figure 2.2(a). In addition, depending on the roughness of the surface,
the wave may be split into multiple waves (reflected and scattered components),
see Figure 2.2(b). Furthermore, when a wave traverses two mediums characterized
by different refractive indexes, the propagation speed changes and the direction of
travel is altered, see Figure 2.2(a). Finally, diffraction happens, for instance, when
a wave hits the edge of an object that leads to a change in the direction of travel,
see Figure 2.3.

2.1.3

Multi-path Propagation and Shadowing

The omnidirectional transmission of a signal combined with the presented propagation phenomena leads to the generation of multiple copies of that signal. The copies
that reach the receiver have followed propagation paths of different length and attenuation as illustrated in Figure 2.4(a). Thus, each copy sn (t) is characterized by
a specific amplitude An and phase shift k · dn
sn (t) = An cos (2πfc · t − k · dn ) ,

(2.6)
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(a) A propagating wave that hits a surface is
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is absorbed. If the absorbed wave traverses
mediums with different refractive indexes,
the direction of travel is altered.

(b) A propagating wave that hits a rough surface is
scattered into multiple low-energy waves with
various departure angles.

Figure 2.2 Wave propagation phenomena: Reflection, absorption, refraction, and scattering.
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Figure 2.3 A propagating wave that hits the edge of an object suffers a change in the
direction of travel due to diffraction.

where k = 2π/λ is the wavenumber and dn the length of the path followed by signal
n [Mol05].
Multi-path fading, also known as small-scale fading, results from the superposition
of multiple signal copies at the receiver. The incoming signal S(t) consists of a sum
of N signals:
S(t) =

N
X
n=1

sn (t) =

N
X
n=1



An cos 2πfc · t −

2π
dn .
λ


(2.7)

Hence, depending on the traveled distance d, the signal copies combine in a constructive or destructive manner at the receiver. Even small movements (in the order of one
wavelength) of transmitter, receiver, or surrounding objects may lead to completely
different overlapping patterns. As a result, the signal strength due to multi-path
fading changes fast (in the order of ms) and exhibits pronounced fluctuations. The
time variability of the signal is illustrated in Figure 2.4(b) and Figure 2.7(a).
If there is mobility in the environment, the characteristics of the propagation environment change with time. Shadowing refers to changes in the environment that
shift the received power away from the expected value based on the path loss attenuation. The duration of these changes depends on the dimensions of the objects
and the movement speed, but is typically in the order of a few seconds. Examples
of shadowing are an object of large dimensions temporarily blocking the direct path
between transmitter and receiver, or a large object redirecting signal copies to the
receiver that would otherwise get lost. These examples are illustrated in Figure 2.5.
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Figure 2.4 Multi-path or small-scale fading.
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Figure 2.5 Shadowing or large-scale fading: Large objects are able to block or redirect
propagating waves over large time spans.

In addition, mobility adds a shift to the carrier frequency of the received signals,
which is known as Doppler frequency shift [TV05]. Due to movements in the environment, the propagation distance dn (t) of a wave changes with time and the phase
of the wave changes accordingly. This is analytically represented as
2π
2π
v
2π
sn (t) = An · cos 2πfc · t −
dn (t) ±
vt = An · cos 2πt fc ±
−
dn (t) ,
λ
λ
λ
λ
(2.8)
where v is the movement speed in [m/s] of the objects interacting with the wave and
fD = v/λ the Doppler frequency shift. If the receiver moves away from the transmitter, the Doppler shift reduces the carrier frequency and vice versa. Equation 2.8
reflects the frequency shift when the interacting objects move in the same direction
as the propagating wave. When this is not the case, the projection of the movement onto the direction of propagation is considered instead, which is illustrated in
Figure 2.6. The resulting Doppler shift is then given by
v
fD = cos(γ) .
(2.9)
λ
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Figure 2.6 The propagation distance of a wave changes with time if the communicating
nodes move, which results in a shift of the carrier frequency known as Doppler
frequency shift. The latter depends on the relative velocity of the communicating
nodes and the angle of incidence of the received signal.

The state of the wireless channel changes over time when there is mobility in the
environment. In addition, the channel gains vary across the frequency. The larger
the time dispersion of the multi-path signals, the larger the frequency variability.
This can be understood by inspecting the channel impulse response of the channel
H(f, ti ) in the frequency domain at a given time instance ti assuming different
propagation paths with different delays dn (ti )
H(f, ti ) =

N
X

An (ti )e−j2πf dn (ti ) .

(2.10)

n=1

Basically, the channel impulse response characterizes the behavior of the wireless channel and is obtained by transmitting a delta signal and observing the received signal. The differential phase between two paths i and j corresponds to
2πf (di (ti ) − dj (ti )) and results in varying channel gains for different frequency components. The frequency range over which the channel can be considered static or
flat is commonly known as coherence bandwidth. Various definitions of coherence
bandwidth can be found in the literature. For instance, in [TV05] it is defined as
Bcoh = 1/2τmax . The maximum delay spread of a channel τmax is defined as the
arrival time difference between the last and first propagation paths
τmax = max | di (t) − dj (t) | ,
i,j

(2.11)

where only the propagation paths with noticeable incoming power at the receiver
are considered. Alternatively, the Root Mean Square (RMS) delay spread τRM S is a
widely used parameter to define the time dispersion of a channel and is given by
τRM S =
where

v
u
u
t

1

N
X

PN

n=1 Pn

d2n Pn − τw2 ,

(2.12)

n=1

PN

dn Pn
.
n=1 Pn

τw = Pn=1
N

(2.13)

2.1. Wireless Channel

17
10

Channel Gain [dB]

Channel Gain [dB]

10

0

−10

−20

−30
0

High Mobility
Low Mobility
200

400

600

800

1000

Time [ms]

5
0
−5
−10
−15
−20
0

2

4

6

8

High Delay Spread
Low Delay Spread
10 12 14 16

Frequency [MHz]

(a) Channel gain fluctuations in the time domain
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(b) Channel gain fluctuations in the frequency
domain due to multi-path fading. Environments characterized by a large delay
spread result in high fluctuations of the signal strength for a given transmission bandwidth.

Figure 2.7 Multi-path fading behavior in time and frequency domains under different propagation conditions.

In Equation 2.12, dn and Pn correspond to the delay and the received power of the
n-th signal copy, respectively.

2.1.4

Statistical Modeling of Fading Channels

First-Order Statistics
Due to multi-path propagation, a large number N of signal copies reaches the receiver
with a certain attenuation An , frequency shift, and phase shift φn . The resulting
signal S(t) can be represented as
S(t) =

N
X

An cos (2πfc · t − 2πfD · t + φn )

n=1
N
X

v
S(t) =
An cos 2πfc · t − 2π cos(γn ) · t + φn ,
λ
n=1




which can be rewritten as
S(t) = I(t) cos (2πfc · t) − Q(t) sin (2πfc · t) .

(2.14)

The in-phase component I(t) is defined as
N
X

v
I(t) =
An cos −2π cos(γn ) · t + φn ,
λ
n=1




(2.15)

and the quadrature component Q(t) as
N
X

v
Q(t) =
An sin −2π cos(γn ) · t + φn .
λ
n=1




(2.16)

18

2. Background

The sum of a large number of independent random variables can be modeled by a
normal distribution following the central limit theorem. The in-phase and quadrature components of the signal generally (depending on the number of signal copies
N ) consist of such a sum. The normal distribution can be assumed if none of the
present random variables dominates over the others. In the case of multi-path propagation, this requires the absence of a LOS component or that the amplitude of the
LOS component is not significantly larger than the delayed multi-path copies. A
zero-mean normal probability distribution function has the form
fX (x) = √

x2
1
· e− 2σ2 ,
2πσ

(2.17)

where σ is the standard deviation.
When the real and imaginary components of random complex numbers are zeromean independently and identically distributed Gaussian with the same variance,
as it is the case with the in-phase and quadrature components of the signal, the
absolute value of the complex number follows a Rayleigh distribution. Hence, the
amplitude of the received signal follows a Rayleigh distribution. The corresponding
probability density function is given by
fX (x) =

x − x22
· e 2σ .
σ2

(2.18)

In addition, the phase of the signal is uniformly distributed between [0, 2π).
In case there is a dominant component (e.g., a strong LOS component), the phases
maintain their distribution but the amplitude is no longer Rayleigh distributed.
Instead, Rice or Nakagami distributions are typically assumed [Mol05].
From measurements it is known that shadowing attenuation follows a zero-mean
lognormal distribution, which is a normal distribution in the logarithmic scale with
the form
2
− x2
1
2σ
sh
q
·e
[dB] ,
(2.19)
fX (x) =
2
2πσsh
2
where σsh
is the variance of the distribution (in dB).

Second-Order Statistics
In order to describe a Gaussian random process it is sufficient to know its mean and
its autocorrelation function or, alternatively, the power spectrum. The mean has
been already discussed. In the following we focus on the second-order statistics of
fading channels.
Jakes’ Doppler Spectrum: Is a widely used model to define the Doppler shift
distribution of the multi-path components in the frequency domain. The model
assumes the horizontal propagation of waves and an omnidirectional antenna at
the receiver. Furthermore, the angle of arrival of the signal copies is assumed to
be uniformly distributed between [−π, π] (i.e., a propagation environment where
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Figure 2.8 Comparison between Jakes’ and bell-shaped Doppler spectra and the resulting
autocorrelation function.

the receiver is homogeneously surrounded by reflecting objects). Under these assumptions, the distribution of Doppler shifted signals over the frequency, known as
Doppler spectrum or power spectrum density can be represented as [Gan72]
S(f ) =

1
r

πfD 1 −




f 2
fD

, |f | ≤ fD .

(2.20)

The singularities at f = fD are exclusively valid from a theoretical perspective, as
an infinite number of signal copies would be required for Equation 2.20 to be true.
The Doppler spectrum is related to the time variability of the channel by the Fourier
transformation, which provides the autocorrelation function in the time domain:
R(τ ) =

Z ∞
−∞

S(f ) · e2πf τ df .

(2.21)

In Jakes’ Doppler spectrum model, the autocorrelation of the signal envelope corresponds to J02 (2πfDmax ∆t), where J0 is the Bessel function of first kind and first
order. Figure 2.8 illustrates both, the power spectrum density and the autocorrelation obtained with Jakes’ power spectrum model.

2.1.5

Selected Wireless Channel Models

In the following we discuss some prominent channel models that are relevant in the
context of this thesis.

2.1.5.1

Tapped-Delay Line Model

The tapped-delay line model describes the multi-path channel as a set of discrete
taps or impulses:
h(t, τ ) =

N
X
n=1

cn (t)δ(τ − τn ) ,

(2.22)
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Figure 2.9 Modeling multi-path fading:

The tapped delay-line profile or SalehValenzuela [VS87] cluster model assumes that the arrival of signal copies happens
in clusters. Multiple copies of the signal are contained within a cluster.

where the amplitude coefficients cn (t) and, hence, the impulse response h(t, τ ) vary
with time. Every tap n is characterized by a different amplitude cn (t) and delay τn .
If the LOS component is available, Equation 2.22 can then be expressed as
h(t, τ ) = c0 δ(τ − τ0 ) +

N
X

cn (t)δ(τ − τn ) .

(2.23)

n=1

Typically, the amplitude of the different taps (except for the LOS component) is
Rayleigh distributed, so that the power of the taps decays exponentially with their
delay. Furthermore, measurements have shown that the multi-path copies of the
signal reach the receiver in groups or clusters, where a cluster contains a set of
taps. Depending on the dimensions and structure (i.e., position and roughness of
objects and surfaces) of the propagation environment, the number and amplitude
of clusters and taps vary significantly. The Saleh-Valenzuela [VS87] model is a well
known tapped-delay model. It assumes that the arrival time of the clusters and that
of the taps within a cluster follow a Poisson distribution, since the structure of the
propagation environment, which is the process that generates the signal copies, can
be assumed to be random. Clusters and taps are characterized by different arrival
rates. Furthermore, the model assumes that the amplitudes of clusters and taps are
Rayleigh distributed. Hence, their power decays exponentially but with different
mean values. The Saleh-Valenzuela model can be expressed as
h(t) =

N X
M
X

cm,n (τ )δ(τ − ∆Tn − τm,n ) ,

(2.24)

n=0 m=0

where ∆Tn refers to the arrival time of cluster n, and τm,n the delay of tap m within
cluster n (i.e., the time span between the beginning of cluster n and the arrival of
tap m).
TGn Channel Model
In 2004, the IEEE 802.11 Task Group N (TGn) presented a channel model [Ee04]
upon which the performance evaluation of the 802.11 n/ac amendments was/is based.

2.2. IEEE 802.11 Networks
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Table 2.1 TGn/TGac Channel Types.

Shadowing

Table 2.2 TGn/TGac Path Loss and Shadowing.
The model is an extension of the Saleh-Valenzuela model [VS87], where neighboring
clusters partially overlap. There are several channel types defined in [Ee04] that reflect indoor propagation environments of different dimensions and characteristics, see
Table 2.1. In addition, the authors propose a bell-shaped Doppler power spectrum,
which is better suited for indoor environments than Jakes’ Doppler spectrum [Ee04]
and is given by
C
  , |f | ≤ fD ,
(2.25)
S(f ) =
1 + A ffD
√

where A is the constant obtained after solving S(fD ) = 0.1 and C = πfAD . The
autocorrelation function (not normalized) of the bell-shaped power spectrum is given
by


2πf
− √ D ·∆t
πfD
A
R(∆t) = √ · e
.
(2.26)
A
The model also defines the path loss and shadowing attenuation for the different
channel types. If the propagation distance is below the so-called breaking point, then
free-space propagation is assumed and a shadowing variance of 3 dB regardless of the
channel type. Table 2.2 provides the breaking point values, the path loss exponent,
as well as the shadowing variance under Non Line-of-Sight (NLOS) conditions (i.e.,
for distances larger than the breaking point).

2.2

IEEE 802.11 Networks

The high data rates and low-cost deployment of 802.11 Wireless Local Area Networks (WLANs) are key factors for its widespread acceptance and popularity. The
802.11 standard was released in 1997 [IEE97]. It specifies the MAC layer and three
different PHYs, namely Infrared, Frequency Hopping Spread Spectrum (FHSS), and
Direct Sequence Spread Spectrum (DSSS). All three PHYs operate in the 2.4 GHz
band and support 1 Mbit/s and 2 Mbit/s transmission rates. As a consequence of
the growing throughput demands, the standard was extended in 1999 [IEE99a].
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Figure 2.10 Network architecture in IEEE 802.11.

The main improvements took place at the PHY, where two new PHYs were standardized: In the 2.4 GHz band, 802.11 b extends the DSSS PHY, by means of
the Complementary Code Keying (CCK) modulation, to provide data rates up to
11 Mbit/s [IEE99b]. IEEE 802.11 a [IEE00] offers transmission rates up to 54 Mbit/s
by employing OFDM and highly efficient modulation types in the 5 GHz band. IEEE
802.11 g [IEE03a] was released in 2003 maintaining backward compatibility with
802.11 b in the 2.4 GHz band, while at the same time employing the OFDM PHY to
provide higher throughput. Over the years new standard amendments have been developed to provide extra services and functionalities that the first amendments were
lacking. For instance, 802.11 e [IEE05] introduced new MAC features to offer Quality
of Service (QoS) and 802.11 h [IEE03b] defined mechanisms for dynamic frequency
selection and transmit power control. A breakthrough was achieved in 2009 with
802.11 n [IEE09]. This amendment achieves a throughput of about 600 Mbit/s by
means of MIMO transmission techniques, channel bonding (i.e., using two contiguous 20 MHz channels for transmission), and extended MAC protocol functionalities,
among others. Currently in finalization phase, 802.11 ac and 802.11 ad are being
developed to provide even higher throughput (i.e., 3 to 4 Gbit/s) in the bands below
6 GHz and in 60 GHz, respectively.

2.2.1

Network Architecture

The 802.11 WLAN architecture is based on the so-called Basic Service Set (BSS).
A BSS consists of several stations that communicate with each other. If a BSS is
not connected to a wired network, the BSS is said to be independent and is called
Independent BSS (IBSS). If a BSS contains an Access Point (AP) that provides
wired access to the Internet, the BSS is considered to be in infrastructure mode.
Different BSSs with infrastructure can be connected via the corresponding APs
through a wired or wireless link know as the Distribution System (DS). Multiple
inter-connected BSSs form the so-called Extended Service Set (ESS). Figure 2.10
illustrates the 802.11 network architecture.
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Infrastructure Mode

In infrastructure mode, the wireless stations are controlled by an AP. Furthermore,
all the transmissions within the BSS, even between two nodes of the same BSS, go
through the AP. Hence, the AP either forwards transmissions to the wired network
or to other nodes within the BSS. In order for a node to become a member of a
BSS, it typically has to authenticate and associate with the AP. In addition, the AP
provides time synchronization to the associated stations by the periodic broadcast
of beacon frames.
2.2.1.2

Independent Ad-hoc BSS

In an IBSS, the nodes are responsible for keeping time synchronisation. The first
active station in an IBSS transmits a beacon frame, thereby indicating a preferred
beacon period. In an active IBSS, every station attempts the transmission of a beacon frame in each beacon period. However, to reduce the impact of collisions, every
station chooses a random delay from transmission. Once a station has accessed the
medium and transmitted a beacon, the other nodes reset their timers and attempt
a transmission in the next period.

2.2.2

Physical Layer

Multiple physical layers have been defined in the 802.11 context, however, the OFDM
PHY provides the highest throughput and is the only PHY that is being considered
for upcoming amendments. Hence, in the following we provide a detailed overview
of the 802.11 OFDM PHY.
2.2.2.1

Orthogonal Frequency Division Multiplexing

OFDM is a transmission technique that splits the total frequency bandwidth into
multiple narrower channels also known as subcarriers. Instead of using a single
carrier transmitting symbols at a high rate, OFDM employs narrowband subcarriers
that transmit information in parallel at a lower rate.
Single-carrier wideband systems feature a symbol time that may be as long as the
delay spread of the channel or even smaller. In such situations, Inter-Symbol Interference (ISI) can dramatically impair the communication as illustrated in Figure 2.11(a). In OFDM, since the bandwidth of each subcarrier is small compared
to the total available bandwidth, the symbol time increases, which increases the
robustness of the system against ISI, see Figure 2.11(b).
Furthermore, in order to enhance the spectral efficiency, the OFDM subcarriers
are designed to overlap in an orthogonal manner, which avoids Inter-Carrier Interference (ICI), see Figure 2.12. Specifically, the orthogonality is achieved by using
a rectangular pulse of symbol time Ts to modulate each subcarrier, which in the
frequency domain has the shape of a sinc function, see Equation 2.27. This function presents zero amplitude at all frequencies which are integer multiples of 1/Ts
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Figure 2.11 Illustration of the inter-symbol interference problem.
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Figure 2.12 OFDM signal orthogonality achieved by means of frequency shifted sinc functions. The peak of every single sinc function corresponds to the points, where
the other functions are zero.

and a maximum at frequency zero. Orthogonality is achieved by choosing 1/Ts as
subcarrier separation.
The normalized sinc function is obtained as the Fourier transformation F of the
rectangular pulse ΠT (t) of width T as
F{ΠT (t)} = sinc (πf T ) =

sin (πf T )
.
πf T

(2.27)

However, if the maximum delay spread is larger than the symbol time, ISI may still
appear and degrade the performance. For further mitigating these effects, redundancy is added at the beginning of each symbol by means of the Cyclic Prefix (CP).
Basically, this technique copies the last samples of a symbol (after the Inverse Fast
Fourier Transform (IFFT)) and places them at the beginning of the symbol just
before they are carrier-frequency modulated and transmitted, see Figure 2.13. The
CP has two major benefits: First, it reduces the impact of inter-symbol interference
if the length of the CP is larger than the maximum delay spread τmax of the channel.
Second, the CP avoids ICI [Eng02]. From signal transmission theory it is known that
the incoming signal at the receiver r(t) can be expressed as the linear convolution
of the transmitted signal s(t) with the impulse response of the channel h(t) as
r(t) = s(t) ∗ h(t) =

Z ∞
−∞

s(τ ) · h(t − τ )dτ .

(2.28)
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Figure 2.13 OFDM transmitter structure. Adapted from [Eng02].
By adding the CP, the samples of the transmitted signal feature a periodic pattern
of period T
sT (t) =

∞
X

s(t − kT ) ,

(2.29)

i=−∞

and the linear convolution can be converted into a circular convolution. Thus,
r(t) = sT (t) ∗ h(t) =

Z ∞
−∞

sT (τ ) · h(t − τ )dτ =

Z ti +T
ti

sT (τ ) · hT (t − τ )dτ ,

(2.30)

where hT (t) is a periodic summation of h(t). The cyclic convolution is convenient, since in the frequency domain a simple scalar multiplication (i.e., element-byelement) between the transmitted signal and the channel transfer function H(f, t) is
required to obtain the received signal. This important property allows the separation
of the orthogonal subcarriers without undesired distortion [Eng02].
OFDM PHY in 802.11
IEEE 802.11 devices featuring an OFDM PHY divide the total available bandwidth
into N orthogonal subcarriers. Table 2.3 provides a summary of the mandatory and
optional bandwidth defined by different OFDM-based amendments, as well as the
number of subcarriers composing that bandwidth, among others.
The OFDM PHY is currently used in the 802.11 a/g/n amendments and will further
be used in the upcoming 802.11 ac/ad/ah. Figure 2.14 shows a schematic representation of the OFDM transceiver chain. First, the data bits are scrambled, convolutionally encoded, and interleaved, which increases the robustness against channel errors
and reduces the probability of error bursts. Afterwards, the bits are mapped to
complex symbols and spread over the payload subcarriers. For instance, 802.11 a/g
split the 20 MHz channel into 64 subcarriers (4 pilot, 48 payload, and 12 guard band
subcarriers). Each subcarrier transmits at a fixed baud rate of 2.5·105 symbols per
second (i.e., with a symbol time Tsymbol of 4 µs). During a symbol time a certain number of bits is transmitted using different Modulation and Coding Schemes (MCSs),
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802.11 a/g

802.11 n

802.11 ac

Bandwidth [MHz]

20

20, (40)

20, 40, 80, 160

Payload subcarriers

48

48, (108)

48, 108, 234, 468

Pilot subcarriers

4

4, (6)

4, 6, 8, (16)

Guard subcarriers

12

12, (14)

12, 14, 14, (28)

Symbol Time [µs]

4

4

4

0.8

0.8, (0.4)

0.8 (0.4)

CP [µs]

Table 2.3 Details of the 802.11 OFDM PHY.
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Figure 2.14 OFDM transceiver structure.
which are summarized in Table 2.4. The complex symbols of all subcarriers are
multiplexed into time domain using the IFFT. After the addition of the CP, the
resulting OFDM signal is up-converted to carrier frequency fc and transmitted over
the air. At the receiver side the complex symbols are recovered by applying the Fast
Fourier Transform (FFT) and the corresponding inverse operations as illustrated in
Figure 2.14.
In 802.11 systems, the user information is transmitted as a series of packets or
frames, which consist of control information and data. The PHY Protocol Data
Unit (PPDU) frame depicted in Figure 2.16 corresponds to the general 802.11 frame
format. Each PPDU frame features a preamble, a Physical Layer Convergence
Protocol (PLCP) header, a MAC header, and a Frame Check Sequence (FCS). In
addition, payload frames encapsulate a variable number of data bits. The PLCP
preamble consists of ten short training symbols, a guard interval, and two long
training symbols and has a total duration of 32 µs as shown in Figure 2.15. During
the short training phase, a known bit sequence is transmitted with a periodicity of
1.6 µs over 12 subcarriers evenly distributed over the bandwidth. This information
is exploited to detect the signal, calibrate the Automatic Gain Control (AGC),
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MCS

Modulation

Code Rate

1, 2

BPSK

1/2, 3/4

3, 4

QPSK

1/2, 3/4

5, 6

16-QAM

1/2, 3/4

7, 8

64-QAM

2/3, 3/4

Table 2.4 Modulation and coding schemes defined in the 802.11 OFDM PHY.
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Synchronization

T1

T2

PLCP header

GI

Channel Estimation,
Fine Frequency Offset Estimation
Fine Time Synchronization

8μs

SIGNAL
RATE, LENGTH

4μs

Figure 2.15 Format of an 802.11 a/g preamble and PLCP header.
perform coarse frequency offset estimation, and synchronize the clocks of sender and
receiver. The two long training symbols employ 52 subcarriers to transmit a different
bit sequence that is used to estimate the channel state and perform a fine frequency
offset estimation and a fine time synchronization. The preamble is followed by the
PLCP header which contains information about the modulation used to transmit
MAC header and payload (i.e., the RATE field). It further informs the receiver
about how much the remaining transmission is going to last (i.e., the LENGTH
field). A parity bit is also available to detect errors in the previous PLCP header
fields. If the parity bit indicates that the PLCP header is free of errors, the receiver
continues decoding user data for the time indicated in the LENGTH field. Some
of these operations are discussed in more detail in Section 4.2.1.2. The signal field
(4 µs long) is transmitted at the base rate (i.e., Binary Phase Shift Keying (BPSK)
with convolutional rate 1/2) and carries control information about the length of the
PHY Service Data Unit (PSDU) and the rate used for the transmission of the latter.

2.2.3

Medium Access Control Sublayer

In the following, the basic functionalities and relevant characteristics of the 802.11
MAC sublayer are presented.
2.2.3.1

Carrier Sense Medium Access with Collision Avoidance (CSMA/CA)

The default mechanism for regulating access to the medium in 802.11 is determined
by the Distributed Coordination Function (DCF) based on the CSMA/CA algorithm, which is illustrated in Figure 2.17. Basically, any station willing to transmit
has to first sense the medium idle during Distributed Inter-Frame Spacing (DIFS)
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Figure 2.16 Format of an 802.11 PLCP frame.
time. There are two methods for determining a busy medium, namely carrier sensing and virtual sensing. The carrier sensing method compares the measured energy
on the medium against the carrier sensing threshold. In addition, virtual sensing is
based on the duration field located in the MAC header of every transmitted frame.
The format of the MAC header is illustrated in Figure 2.20. This time information,
which is known as Network Allocation Vector (NAV), indicates the remaining time
for the ongoing communication to be finished. Every node that processes the header
has to refrain from accessing the medium during the time indicated by the NAV.
After the DIFS waiting time, the probability of collision is further reduced by delaying an additional random time following the exponential backoff procedure. Specifically, a random integer value is obtained from a uniform distribution between zero
and the so-called contention window. This resulting value corresponds to the number of slots that have to elapse before a node can initiate the transmission. The slot
time is amendment-specific and some typical values are shown in Table 2.8. The
countdown is stopped if ongoing transmissions are detected. On the other hand, if
no activity is sensed during DIFS, the countdown is resumed. Finally, the node is
allowed to transmit when the counter reaches zero.
Once a node gains access to the medium, it can choose to use a two-ways or fourways handshake. In the first case, it directly transmits a data packet with the format
illustrated in Figure 2.20. In case of correct transmission, the receiver answers, after
Short Inter-Frame Spacing (SIFS) time, with an Acknowledge (ACK) frame, whose
format is shown in Figure 2.21. If the transmission fails, no ACK frame is sent. In
this case, after an ACK timeout, the transmitter assumes an erroneous transmission
and starts the retransmission of the frame following the same CSMA/CA rules.
Typically, the maximum number of retransmissions per frame takes values between
four and seven [OP99]. Alternatively, the transmitter can start with a Request to
Send (RTS) frame, which is answered by a Clear to Send (CTS) frame after SIFS
time. These two control frames, illustrated in Figure 2.21, are employed to reduce
the impact of collisions on the communication, as the latter can be detected earlier
by means of short control frames rather than with large data frames. Both frame
exchange methods are illustrated in Figure 2.18.
If the transmission fails, which can happen due to frame collisions or channel errors,
the value of the contention window is doubled to reduce the collision probability.
This method assumes that failed transmissions are exclusively caused by collisions.
This results in an unfair medium access regulation, as nodes that suffer bad channel
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Figure 2.17 CSMA/CA medium access procedure. Every station that wants to transmit a
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Figure 2.18 Two ways (i.e., DATA, ACK) and four ways (i.e., RTS, CTS, DATA, ACK)
handshake.

conditions will, on average, wait longer before they are allowed to transmit [OP99].
The RTS/CTS handshake is an effective solution against collisions caused by the
hidden node problem. Figure 2.19(a) illustrates the case where nodes A and C want
to transmit a frame to node B, but are out of each others’ hearing range. Both nodes,
known as hidden nodes, assume the medium to be idle and their transmissions may
collide at the receiver. By transmitting an RTS and the subsequent CTS frames, the
NAV is spread over a larger area, which reduces (in case of an IBSS) or completely
eliminates (in case of a BSS with infrastructure) the presence of nodes unaware of
ongoing transmissions [OP99].
Performance Anomaly
As already discussed in Section 2.2.2, in 802.11 there are multiple transmission rates
available. The selection of the rates is, however, not standardized. Typically, classical rate adaptation schemes assign high data rates to nodes that experience good
channel conditions, while low and robust data rates are selected in case of challenging conditions. When nodes within an 802.11 network experience significantly
different channel conditions, and assuming similar traffic loads, the node with the
lowest data rate indirectly determines the average effective data rate within the
whole cell. This effect, known as performance anomaly [HRBSD03] is a consequence
of the long-term fairness guaranteed by the CSMA/CA mechanism. The problem of
performance anomaly is illustrated in Figure 2.19(b).
2.2.3.2

Frame Formats

Every 802.11 frame consists of a preamble, a PLCP header, a MAC header, and a
FCS field. In addition, data frames carry a variable amount of user information.

30

2. Background

A
RTS

A

CTS

C

CTS

B

B

time

AP

(a) The hidden node effect can be overcome by
means of RTS/CTS frames.

(b) Performance anomaly effect: A node transmitting at low data rates can reduce the
throughput within the associated infrastructure BSS.

Figure 2.19 Medium access related problems in 802.11 networks.
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Figure 2.20 802.11 MAC header format.
The payload length per frame is upper-bounded by 2304 Byte. The structure of
the preamble and the PLCP header is the same for all types of frames, see Figure 2.16. The MAC header provides information about the remaining transmission
time (i.e., duration field) and the MAC address of the intended final destination
(i.e., address 1). For certain frame types, the MAC address of the transmitter (i.e.,
address 2) or of the next immediate destination (i.e., address 3) are also included,
see Figures 2.20 and 2.21. Finally, the FCS field consists of a checksum over the
frame content to detect errors. For more details about the frame format and other
frame types, the interested reader is referred to [OP99, IEE97].

2.2.4

Introduction to IEEE 802.11 ac

The user demands for a better quality of experience and the high throughput requirements of video applications have been the key drivers for the development of
the 802.11 ac amendment, which is being designed with the goal of achieving data
rates up to few Gbit/s [LC11]. 802.11 ac adopts and extends most features already
provided by 802.11 n and contributes with some new enhancements. In the following,
we give a brief overview of the main PHY and MAC attributes of 802.11 ac.
2.2.4.1

802.11 ac PHY

802.11 ac devices will operate exclusively in the 5 GHz band, which is less congested
than the 2.4 GHz band. Hence, 802.11 ac has to maintain backwards compatibility
only with 802.11 a/n stations. The PHY improvements provided by 802.11 ac consist
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Figure 2.21 RTS, CTS, and ACK frames format.

NDPA!

6 Byte!

6 Byte!

1 Byte!

2 Byte!

2 Byte!

2 Byte!

Frame!
Control!

Duration! Address 1! Address 2! Sounding STA 1!
Info!
Token!

2 Byte! 4 Byte!

STA N!
FCS!
Info!

Figure 2.22 Null-Data Packet Announcement (NDPA) frame.
mainly of enhanced features already introduced by 802.11 n, which are summarized
in Table 2.5.

Available MCS Combinations
Table 2.4 shows the set of MCS defined in the 802.11 a amendment. In 802.11 n,
MCS 2 (i.e., BSPK 3/4) was removed due to the PHY inefficiency of this data rate.
On the other hand, a new MCS was included consisting of the 64 QAM modulation
with code rate 5/6. 802.11 ac adopts the rates of its predecessor and adds two
further MCSs consisting of the 256 QAM modulation with code rates 3/4 and 5/6.
This optional modulation type increases the achievable data rates by 33 % at the
cost of larger error rates under low Signal to Noise Ratio (SNR) conditions. Note
that MCS 10 is not supported over 20 MHz bandwidths [Se10b, Gas13].

MIMO Techniques
MIMO techniques exploit the spatial diversity provided by multiple transmit and/or
receive antennas. Some of the available mechanisms do not require knowledge of the
channel state (e.g., Space-Time Block Coding (STBC) and Maximum Ratio Combining (MRC)), while other approaches rely on accurate channel information (e.g.,
Transmit Beamforming (TxBF) and Spatial Multiplexing (SM)). As opposed to
802.11 n, a single channel feedback strategy, namely explicit feedback [Se11], has
been defined in 802.11 ac. This decision is expected to facilitate a widespread adoption of MIMO techniques, especially of transmit beamforming. Note that the latter
was already defined in 802.11 n, but it has never been incorporated into commercial
products. When using explicit feedback, the intended receivers (or beamformees)
are sequentially polled by the transmitter (or beamformer) to estimate their channel
state and report it back to the transmitter. Specifically, the estimation is explicitly
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IEEE 802.11 ac

IEEE 802.11 n

Mandatory

20, 40, 80 MHz

20 MHz

Optional

160 MHz, 80 + 80 MHz

40 MHz

5 GHz

2.4 and 5 GHz

Mandatory

1 Spatial Streams (SS)

1 SS UL, 2 SS DL

Optional

up to 8 SS

up to 4 SS

Mandatory

BPSK, QPSK, 16/64 QAM

same

Optional

256 QAM

not available

Mandatory

convolutional ( 21 , 23 , 34 , 65 )

same

Optional

LDPC

same

optional

optional

Frequency Band

Spatial Streams

Modulations

Coding

Short Guard Interval

Table 2.5 Main PHY features of 802.11 ac in comparison with 802.11 n.
triggered by the transmitter by means of a Null Data Packet (NDP) Announcement (NDPA) frame, which is illustrated in Figure 2.22, and a subsequent NDP
frame [Se11]. The latter frames are basically PHY frames without MAC payload,
which reduces the amount of channel estimation overhead. Upon reception of the
NDP frame, the receiver conveys the computed channel estimation results within
so-called compressed beamforming frame. The estimation provides detailed information about the channel state in the frequency and spatial domains. To enable an
accurate channel estimation, changes to the preamble of the frames were required,
which are illustrated in Figure 2.26.
In the following, we describe the main characteristics of prominent MIMO techniques.
Space-Time Block Coding: This technique exploits spatial diversity without
requiring knowledge of the channel. For instance, the Alamouti code used
in 802.11 n maps one spatial stream into two space-time streams. Assuming spatial independency between the transmit antennas, one spatial stream
(T x1 −Rx) transmits symbols x1 and x2 sequentially, whereas the other spatial
stream (T x2 − Rx) transmits the conjugate symbols −x∗2 and x∗1 . By doing
so, the receiver can easily extract and combine the information to increase the
reliability of the communication.
Maximum Ratio Combining: In a 1x2 Single-Input Multiple-Output (SIMO)
system, if the receive antennas are sufficiently separated (i.e., at least λ/2),
the signals reaching the antennas can be considered to be independent. The
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Modulation

Code Rate

1

BPSK

1/2

2, 3

QPSK

1/2, 3/4

4, 5

16 QAM

1/2, 3/4

6, 7, 8

64 QAM

2/3, 3/4, 5/6

9, 10

256 QAM

3/4, 5/6

Table 2.6 Modulation and Coding Schemes in 802.11 ac PHY.
resulting spatial diversity can be exploited by the receiver to combine the incoming signals and improve the SNR. This technique does not require channel
knowledge.
Transmit Beamforming: With this technique, the transmitter exploits the gathered channel information to maximize the quality of transmitted signal towards
one receive antenna. This effect of steering the transmitted signal is achieved
by appropriate pre-processing steps. In a 2x2 MIMO system, two different
versions of the same signal are transmitted over the existing spatial streams so
as to overlap constructively at one of the receive antennas. This is illustrated
in Figure 2.24(b).
Spatial Multiplexing: This technique increases the effective data rate by transmitting independent information streams over the different transmit antennas.
With the appropriate channel knowledge, the receiver can recover the different
streams. This is illustrated in Figure 2.24(a).
Downlink MU-MIMO: The inclusion of Multi User (MU)-MIMO in 802.11 ac
is the most prominent enhancement at both PHY and MAC layers. There
have been efforts in literature for enabling the simultaneous transmission of
data to different users, for instance by multiplexing data in the frequency domain [GPE]. In downlink MU-MIMO, the AP transmits independent data
streams to a maximum of four stations simultaneously, which is illustrated in
Figure 2.24(c). Specifically, all transmit antennas emit the same multiplexed
user information, however, every signal is pre-coded, similar as with TxBF, to
obtain beam peaks at the different users with low interference from the other
incoming copies of the signal [Gas13]. Therefore, MU-MIMO requires accurate
channel information at the transmitter. In addition, the transmitter can aggregate multiple frames for the receivers and the data to a specific receiver can
be modulated with any of the available MCS independent from the modulation
used for other users. As a consequence, the amount of time that the medium is
occupied is determined by the transmission requiring the largest airtime. This
can result in a wastage of airtime resources that are filled with padding bits,
as illustrated in Figure 2.23(a). The Block Acknowledgement (BACK) mechanism is applied in MU-MIMO, as illustrated in Figure 2.23(b). Basically, a
BACK frame is used to explicitly acknowledge multiple frames simultaneously,
which reduces the associated overhead. However, since multiple users need to
transmit their BACK frames in the uplink, there is need for coordination. In
the figure, user 1 is implicitly asked to be the first to answer. The other users
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Figure 2.23 MU-MIMO in 802.11 ac. The AP multiplexes frames for different users exploiting the spatial diversity provided by MIMO antennas.
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Figure 2.24 Prominent MIMO techniques in 802.11 ac.
are explicitly triggered by a BACK Request (BAR) frame, which is 24 Byte
long.
In MU-MIMO multiple users are involved in the communication so that the
network topology, together with the channel conditions, change potentially
fast. In general, the channel needs to be estimated more often than in Single
User (SU) transmissions, which increases the amount of channel estimation
overhead. Furthermore, as interference from the signals intended for other
users cannot be fully eliminated, the use of the error sensitive 256 QAM modulation is likely to be prohibitive in combination with MU-MIMO.

Channelization
802.11 ac adopts, as mandatory features, the 20 and 40 MHz channels defined by
802.11 n together with an 80 MHz channel. The use of a 160 MHz channel or the
bonding of two 80 MHz channels are regarded as optional features. Communications over 80 MHz are supposed to occupy two adjacent 40 MHz portions of the
spectrum. Furthermore, the bonding of two adjacent channels increases the transmission efficiency, by reducing the amount of subcarriers that conform the guard
bands compared to the total number of subcarriers, as illustrated in Table 2.3.
Channels of 160 MHz consist of two 80 MHz portions, which may be configured either in contiguous or non-contiguous manner. The 802.11 ac channelization chosen
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Figure 2.25 802.11 ac channelization in the United States, adapted from [Ke10].
for the 5 GHz band in the United States is illustrated in Figure 2.25. Details about
the channelization for Europe, China, and Japan can be obtained in [Ke10, Gas13].

2.2.4.2

IEEE 802.11 ac MAC

In 802.11 ac networks, medium access is also managed by the CSMA/CA mechanism.
However, with multiple channel widths available, the 802.11 ac amendment adds
some subtle modifications to guarantee backwards compatibility with 802.11 a/n
devices, while achieving an efficient management of the spectrum. Backwards compatibility is guaranteed by (1) reusing the OFDM PHY header, (2) supporting the
802.11 a/n data rates, and (3) duplicating control frames over multiple 20 MHz channels when transmitting payload over larger bandwidths.
Reusing OFDM PHY Header: Figure 2.26 illustrates the PHY header design
in 802.11 ac. It simplifies the design proposed in the 802.11 n amendment, where
various formats (i.e., mixed-format and green-field) were defined [IEE09, Gas12].
In 802.11 ac the green-field mode is removed and the mixed-format extended to
support new functionalities. In addition, the first 20 µs of the header correspond
to the preamble and PLCP header structure (i.e., the signal field) as defined for
802.11 a systems. Hence, any 802.11 station in the 5 GHz band is able to detect
Very High Throughput (VHT) transmissions and, based on the signal field, obtain
information about the transmission duration. The latter, however, should not be
confused with the NAV reservation. The VHT-SIGNAL-A field is also transmitted
with legacy OFDM modulation and carries information about the bandwidth used,
the number of MIMO spatial streams, the MCS employed for the payload part, and
a Cyclic Redundancy Check (CRC) error correction, among others. The remainder
of the PLCP header is transmitted using the VHT OFDM modulation, hence, using
larger bandwidths. The VHT portion consists of a short and a long training sequence
and the VHT-SIGNAL-B field. The latter contains information about the duration
of the payload. Depending on the selected bandwidth, the basic structure of this
field is replicated so as to occupy a fixed length of 4 µs. This corresponds to a total
of 26 bits, 54 bits, 87 bits, and 174 bits for 20 MHz, 40 MHz, 80 MHz, and 160 MHz,
respectively. A CRC error correction for the VHT-SIGNAL-B field can be found
within the service field at the beginning of the PSDU frame.
Control Frame Duplication: 802.11 ac transmissions feature the ability of dynamically adapting the bandwidth on a per-frame basis. The bandwidth is nego-
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Figure 2.26 VHT PLCP header format.
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Figure 2.27 Dynamic bandwidth selection in 802.11 ac networks.

tiated prior to the payload transmission based on the duplicated RTS/CTS transmission over 20 MHz channels. The functionality of this frame exchange is two-fold:
First, as they are transmitted over 20 MHz bandwidths, backwards compatibility
is guaranteed. Second, in 802.11 ac these frames further encode the bandwidth desired for transmission. Specifically, the RTS frames indicate the bandwidth wish of
the transmitter. Next, the 20 MHz channels over which no RTS frame is correctly
received are assumed to be occupied, as a collision is assumed to be the cause of
the transmission failure. Afterwards, the receiver answers with CTS frames duplicates on the collision-free portions of the spectrum. The frames further encode the
maximum available bandwidth taking the occupied secondary channels into account.
Finally, the transmission of the payload takes place over the negotiated bandwidth.
This procedure is illustrated in Figure 2.27. Note that the bandwidth information is
extracted from the control frames exchanged over the primary channel. Furthermore,
the transmission of the payload needs to employ the primary channel regardless of
the selected bandwidth. As indicated in Figure 2.28, although theoretically possible,
not all bandwidth combinations are allowed. For instance, bandwidths of 60, 100,
120, and 140 MHz are not supported.
Before a transmitter can initiate the RTS/CTS exchange, it has to sense the entire
bandwidth as idle. Within the desired bandwidth a primary and eventually multiple
non-primary channels are defined, which is exemplified in Figure 2.28. The channel
is considered busy if (1) a standard compliant signal is detected, that is, the autocorrelation of the preamble exceeds a specific threshold (see Section 4.2.1.2) or (2)
the energy on the medium exceeds a different threshold. In 802.11 ac different sensitivity thresholds are defined for primary and non-primary channels, as summarized
in Table 2.7.
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Signal (primary)

Signal
(non-primary)

Energy
(non-primary)

20 MHz

-82 dBm

-72 dBm

-62 dBm

40 MHz

-79 dBm

-72 dBm

-59 dBm

80 MHz

-76 dBm

-69 dBm

-56 dBm

160 MHz

-73 dBm

not defined

not defined

Table 2.7 Requirements for determining clear-channel in 802.11 ac communications.
Ch.! 36!

40!

44!

48!

52!

56!

60!

64!

20 MHz!
primary!

20 MHz!
secondary!

40 MHz!
secondary!
80 MHz!
secondary!

40 MHz!
primary!
80 MHz!
primary!

160 MHz!

Figure 2.28 An example selection of primary and secondary channels in 802.11 ac.

Frame Aggregation and Block Acknowledgement
Frame aggregation was already defined in 802.11 n [IEE09, Gas12]. This technique
consists of assembling multiple MAC Service Data Unit (MSDU) frames within a
larger frame to reduce the medium access overhead and other protocol inefficiencies.
In 802.11 ac all payload transmissions are encapsulated within an Aggregated MAC
Protocol Data Unit (MPDU) (A-MPDU) frame [LNM+ 09, IEE09] even if only a
single MSDU frame is to be transmitted. This design criterion is based on the fact
that signaling the potentially large size of the A-MPDU aggregate may be less efficient than adding the overhead associated with aggregation [Gas13]. Furthermore,
as illustrated in Figure 2.29, every aggregated MPDU frame can consist itself of an
aggregation of MSDU frames.
Compared to 802.11 n, the maximum size of the A-MPDU encapsulating frame has
been extended to 106 Byte. In SU transmissions, the receiver can individually acknowledge the different aggregated MPDU frames, since each of the latter includes an
FCS field. Furthermore, the acknowledgment of the correctly received MPDU frames
is done simultaneously by means of a BACK frame, which significantly reduces the
protocol overhead [IEE09]. Afterwards, the transmitter can selectively retransmit
the required frames. In its compressed format, the BACK frame is 24 Byte long,
which corresponds to 10 Byte more overhead than with a legacy ACK frame. The
potentially large size of the A-MPDU frame motivates the use of the RTS/CTS frame
exchange, in order to reduce the performance degradation due to frame collisions.
While generally not recommended for 802.11 a/g systems [CBV04], the four-way
frame exchange gains relevance in 802.11 ac systems.

38

2. Background

MPDU 1!

MSDU!

MSDU! FCS!

MPDU 2!

A-MSDU!

MPDU 3!

Tail / Pad!

MSDU!

MSDU!

A-MPDU!
Delimiter!

PLCP!
Header!

A-MPDU!
Delimiter!

MAC!
Header!

MSDU!

A-MPDU!
Delimiter!

MSDU!

A-MPDU!

Figure 2.29 A-MPDU frame aggregation in 802.11 ac.

2.2.5

Introduction to IEEE 1609 WAVE

The IEEE 1609 working group was created in 2004 to develop a series of standards
for the support of car-to-car and car-to-infrastructure communications [JCD08b].
The result was the IEEE 1609 Wireless Access in Vehicular Environments (WAVE),
a family of standards that provides multiple functionalities at different protocol
layers.
IEEE 1609.1– Resource Manager: Describes the key components of the WAVE
system architecture. Defines command message formats and data storage formats. Furthermore, it specifies the types of devices that may be supported.
IEEE 1609.2 – Security Services for Applications and Management Messages: Defines secure message formats and processing, as well as the conditions
triggering the use of secure message exchanges.
IEEE 1609.3 – Networking Services: Defines network and transport layer
services, including addressing and routing.
IEEE 1609.4 – Multi-Channel Operations: Presents enhancements to the
802.11 MAC to support WAVE. Enables operation of upper layers across
multiple channels without requiring explicit knowledge of PHY parameters.

2.2.5.1

IEEE 802.11 p

The IEEE 1609 standards rely on 802.11 p to provide the PHY and MAC functionalities require for wireless communications in a vehicular environment. The 802.11 p
Task Group was created in November 2004. In April 2010 the amendment was finalized. The main enhancements and particularities of 802.11 p are introduced in
the following.
IEEE 802.11 p MAC
Applications over VANETs require a fast exchange of data frames due to the low
connectivity times. In addition, safety critical applications have very strict message
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Figure 2.30 Layered structure of the WAVE standard.
delivery constrains. Hence, a central design requirement of the MAC protocol in
802.11 p is the immediate association between nodes, such that the data exchange
is not affected by high delays due to the establishment of a connection.
The WAVE standard defines a new form of network unit or BSS, namely the WAVE
BSS (WBSS). A station willing to communicate transmits a beacon frame to advertise the existence of a WBSS. The advertisement contains information about the
offered services or supported applications. Hence, the receivers can decide whether
to join the WBSS or not. The association process in 802.11 p lacks the classic association and authentication mechanisms of 802.11 [OP99].
Beacon frames are broadcast over the Control Channel (CCH) to advertise services offered on specific Service Channels (SCHs). In addition, the CCH is used
for the transmission of safety critical messages. The access to CCH/SCH is done
in an Frequency Division Multiple Access (FDMA)/Time Division Multiple Access
(TDMA) fashion as specified by the multi-channel operations of IEEE 1609.4 [IEE11].
The latter mandates an equally distributed access time between CCH and SCH.
Specifically, out of every 100 ms, 50 ms are allocated for transmitting and receiving
on the CCH, while the remaining 50 ms are used for communication on the SCH.
Hence, the overall network performance strongly depends on a correctly functioning
CCH.
The medium access in 802.11 p is organized according to the standard CSMA/CA
protocol. If a node wants to transmit a packet, it must first sense the medium idle
for a certain time interval. The medium is considered idle if the detected energy
is below the carrier sensing threshold. Although the value of this threshold is not
standardized, it is typically set equal to the receiver sensitivity.
IEEE 802.11 p PHY
The 802.11 p PHY is based on the 802.11 a amendment with some modifications
that are summarized in Table 2.8. The enhancements are intended to increase the
robustness of the transmission in highly dispersive vehicular environments. Every
channel is 10 MHz wide and is split into 64 OFDM subcarriers, of which 48 are
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Parameter

802.11p

802.11a

10 MHz

20 MHz

156.25 kHz

312.5 kHz

3 to 27 Mbit/s

6 to 54 Mbit/s

13/32/58 µs

9/16/34 µs

Preamble duration

32 µs

16 µs

Guard interval

1.6 µs

0.8 µs

8 µs

4 µs

< 4 µs

« 1 µs

30 W

200 mW

Channel bandwidth
Subcarrier spacing
Data rates
Slot/SIFS/DIFS time

OFDM symbol time
Propagation time
EIRP

8 "s!

PLCP!
Header!

16 bit!

24 Byte!

8 Byte!

MAC!
Header!

WSMP!
Header!

Payload!

4 Byte!

6 bit!

FCS!

Tail!

Padding!

Preamble!

32 "s!

Service!

Table 2.8 Comparison of 802.11 p and 802.11 a PHY parameters.

Figure 2.31 Default payload frame format in 802.11p.

used for transmitting data, while 4 pilot subcarriers are used for time/frequency
synchronization and channel estimation. The remaining 12 subcarriers are disabled
to accommodate the frequency guard bands of the signal.
Every 802.11 p packet consists of a preamble, a PLCP, MAC, and WAVE Short Message Protocol (WSMP) header. The general frame format is depicted in Figure 2.31.
The control information is followed by a variable amount of payload data. 802.11 p
supports different MCSs. The PLCP header is transmitted using the most robust
MCS, while MAC and WSMP headers are transmitted with the same MCS as used
for the payload. In general, the usage of a robust MCS is recommended to increase
reliability at the cost of lower transmission rates [JCD08b]. Finally, a higher transmission power is generally allowed in the context of 802.11 p transmissions compared
to 802.11 a, which is illustrated in Table 2.8. EIRP refers to the amount of power
that a (theoretical) isotropic antenna would need to send to produce the peak power
observed in the direction of maximum antenna gain.

DSRC Spectrum Allocation
In 802.11 p the communication takes place in the 5.9 GHz band, which is known as
DSRC band. In the DSRC band defined for the United States there are six SCHs
and one CCH available [Ken13], which is illustrated in Figure 2.32. In Europe, only
four SCHs are available [ETS12].
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Figure 2.32 DSRC band in the United States.

2.3

Machine Learning

Machine learning techniques let the machine (i.e., the computer) learn interdependencies between inputs and outputs of a particular problem by inspecting and processing previously collected data. In general, machine learning is indicated when
there is no simple mathematical or physical relationship between the inputs and the
outputs, and when large quantities of data are prohibitive for manual processing.
In this thesis, machine learning algorithms are used to address open problems in
current and upcoming 802.11 networks. In the following, we provide a brief introduction to the fundamentals of machine learning and a more detailed description of
the algorithms that are used in this thesis.
The algorithms and concepts discussed in this section are strongly based on few
books [Bis06, DHS00, Alp09]. For more detailed discussions about the algorithms
presented in the section and other algorithms that are out of the scope of this thesis,
we refer to the previously mentioned works and the references therein.

2.3.1

Fundamentals

Here we provide some definitions that are relevant for the proper understanding of
learning algorithm discussed later in the section.
Training Data: Is a set of data samples that have been generated empirically,
by means of analytical models, or simulations. Labeled data consists of N
data samples and each sample contains a vector of input variables xn and
the corresponding vector of output variables tn . Learning on labeled data
is known as supervised learning. Unlabeled data contains exclusively input
variables. Learning on unlabeled data is known as unsupervised learning.
Input Variables: The input variables are also known as features, as they represent relevant properties of the considered problem. Input variables can be
categorical (e.g., rainy, sunny, windy, for weather conditions), ordinal (e.g.,
low, medium, high), integer-valued, or real-valued.
Feature Vector: Is the term used to define the vector xn containing sample n of
the D input variables x1 , . . . , xD .
Output Variables: The output variables can be interpreted as the solution to
the considered problem, as a particular metric under investigation, and as an
objective function, among others. Output variables can be categorical, ordinal,
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fail to be generalizable.

Figure 2.33 Simple examples of classification and regression problems.
integer-valued, or real-valued. When the output variable takes only discrete
values, it is also known as class.
Classification: Is the problem of identifying to which class a new data sample
belongs and requires the existence of labeled data. An algorithm that implements classification is known as a classifier. During the training phase, decision
boundaries are chosen based on the training data to conduct an accurate separation of the data samples based on their classes. Afterwards, the determined
boundaries are applied on new data samples to predict their class membership.
This is illustrated in Figure 2.33(a).
Regression: Is the term used for a classification problem that works with realvalued output variables. This type of problem is illustrated in Figure 2.33(b).
Overfitting: Refers to the situation where a classifier (or regression algorithm) has
been tailored to perfectly classify the data samples used for training and then
the learner describes rather random noise in the data than the underlying
relationship. This is illustrated in Figure 2.33(b), where the linear model
better catches the behavior of the data samples than the complex polynomial
fitting. Overfitting typically results in a poor generalization, which describes
the ability of the learner to correctly classify new data samples. The problem
of overfitting is exemplified in Figure 2.34.

2.3.2

Statistical Learning

Statistical learning theory is a framework for machine learning that borrows tools
from the statistics domain and typically deals with the problem of finding a predictive function based on empirical data to model a specific process of interest. In
the following, we discuss the fundamentals of Bayes decision theory [Bis06] together
with parametric and non-parametric density estimation techniques.
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Figure 2.34 A complex model that perfectly characterizes the training data, is likely to fail
at predicting new and unseen observations. From a certain complexity point
on, a model may rather account for random effects of the training data than be
able to capture underlying patterns. Overfitting happens when the prediction
error on test data increases, while the error on training data is steadily reduced.

2.3.2.1

Bayes Decision Theory

Given a feature vector x = x1 , . . . , xD and a vector of output or target variables
t = t1 , . . . , tL , we are interested in predicting the value that t takes for a new value
of x. As already discussed, if t takes only continuous values, the above prediction
corresponds to a regression problem. In classification problems t takes discrete
values. The prediction of t consists of a first phase that is required to obtain the joint
probability density function that relates x and t and a second phase to determine
the most probable values of t.
Although in the following we focus on a classification problem, the discussion is also
valid for regression problems. Bayes decision theory defines three main concepts,
namely prior, conditional, and posterior probabilities. Given a class Ck and a feature
vector x, these probabilities are defined as
Prior Probabilities: Previous knowledge about the occurrence probability p(Ck )
P
of class Ck before inspecting the training data. In general, Lk=1 p(Ck ) = 1.
Conditional Probabilities: The probability p(x|Ck ) determines the likelihood
of observing the feature vector x given the occurrence of class Ck .
Posterior Probabilities: In many learning applications, we are rather interested
in this type of probability p(Ck |x), which expresses the probability of having
class Ck given a specific feature vector x observation.
The posterior probability can be computed as
p(Ck |x) =

p(x|Ck )p(Ck )
p(x|Ck )p(Ck )
=P
,
p(x)
j p(x|Cj )p(Cj )

(2.31)

by applying Bayes theorem [Bis06]
p(Y |X) =

p(X|Y )p(Y )
,
p(X)

(2.32)
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where p(X) can be represented as Y p(X|Y )p(Y ) after applying the sum and the
product rules of probability [Bis06] and X and Y are two random variables.
P

Given the posterior probability, the final step of a decision problem consists of determining the class to which the feature vector x belongs to. There are various
approaches to this last step. For instance, one can select class Ci over other classes
when
p(Ci |x) > p(Cj |x) ∀i 6= j .
(2.33)
Alternatively, one can find a discriminant function yk (x) that maps every new input
x to a specific class Ck . This method combines the determination of conditional
probabilities and the decision into a single learning problem [Bis06]. Nevertheless,
the knowledge of the posterior probabilities p(Ck |x) is not longer available, which is
required to combine multiple learners, as discussed in Section 2.3.4.
From the previous equations, it is clear that good estimations of the probability
densities p(x|Ck ) given the prior probabilities, allow for accurate classifications. One
main goal of machine learning consists of learning these probability densities. In
the following, we present different available learning methods for estimating the
probability density in training data.
Parametric Methods
When applying parametric methods, we are interested in estimating the parameters
θ of an assumed probability density function well-suited for capturing the statistical
behavior of the input features.
Maximum Likelihood Estimation: This estimation, known as the likelihood of
θ [Bis06], reflects the probability that the training data X has been generated from a
unique density function parameterized with θ under the assumption of independent
data samples:
L(θ) = p(X|θ) = ΠN
(2.34)
n=1 p(xn |θ) .
In the learning phase, we are interested in maximizing the likelihood. Hence, we
want to find an estimate θ̂ that maximizes L(θ̂), which is dual to minimizing the
P
negative logarithmic likelihood E(θ) = −ln(L(θ)) = − N
n=1 ln(p(xn |θ)). In the
specific case of the one-dimensional normal distribution θ = (µ, σ 2 ), this corresponds
to minimizing
E(θ) = −

N
X

lnp(xn |µ, σ) = −

n=1

||xn −µ||
1
e− 2σ2 ) .
ln( √
2πσ
n=1

N
X

(2.35)

By deriving the previous expression with respect to µ or σ and setting it to zero,
one can obtain the estimates for both parameters
µ̂ =

N
1 X
xn ,
N n=1

(2.36)

where µ̂ is known as the sample mean [Bis06] and
N
1 X
σˆ2 =
(xn − µ̂)2 ,
N n=1

(2.37)
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where σˆ2 is known as the sample variance [Bis06]. Details about the derivation of
the previous expressions can be found in [Bis06]. The same procedure can be applied
to estimate the parameters θ for other probability density distributions.
Bayesian Density Estimation: Alternatively, one can apply the Bayesian approach to the learning of the distribution parameters [Bis06]
p(x|Ck , X) =

Z

p(x, θ|Ck , X)dθ ,

(2.38)

assuming that given θ then p(x|θ, X) doest not depend on X anymore, we obtain
p(x|Ck , X) =

Z

p(x|Ck , θ)p(θ|Ck , X)dθ .

(2.39)

Applying Bayes theorem we obtain
p(x|Ck , X) =

Z

p(x|Ck , θ)

Z
p(X|θ)p(θ)
p(θ)L(θ)
dθ = p(x|Ck , θ)
dθ ,
p(X)
p(X)

(2.40)

where L(θ) = p(X|θ) is the likelihood. In addition,
p(X) =

Z

p(X|θ)p(θ)dθ =

Z

L(θ)p(θ)dθ ,

(2.41)

such that the final expression can be represented as
p(x|Ck , X) =

Z

p(x|Ck , θ)L(θ)p(θ)
R
dθ .
L(θ)p(θ)dθ

(2.42)

This expression reveals that applying appropriate prior probabilities p(θ) for the
parameters θ, an estimate for p(x|Ck , X) can be obtained from the training data.
However, suitable prior probabilities may not be always obvious. Furthermore, the
integral over θ usually needs to be computed numerically or by means of stochastic
sampling.
Non-Parametric Methods
Parametric methods assume that a single distribution is valid for the whole input
space. Hence, the estimation of a probability density function reduces to the estimation of a few parameters. Nevertheless, there are input spaces that cannot be
modeled by a single distribution function. This assumption can therefore induce
a significant error. Non-parametric methods do not make any assumption about
the density distribution behind the training data, and rather take the approach of
assuming similarities in the training samples based on appropriate distance measures. Hence, non-parametric methods do not rely on a global model but build a
local model that is based on nearby training samples. These approaches require
the whole data set to be stored for estimation and are also known as memory-based
learning.
Histogram: The best known non-parametric approach is the histogram. In the
case of a one-dimensional and real-valued input variable x, the histogram approach
simply partitions the space of x into bins of width ∆i and counts the number ni of
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observed data samples falling within bin i. The probability density is obtained after
normalizing, which is achieved by dividing by the total number N of data samples
and by the width ∆i of the bins
pi =

ni
.
N ∆i

(2.43)

Unfortunately, the complexity faced by histograms in multi-dimensional problems is
typically prohibitive.
Alternatively, one can argue that the probability P that a data point falls within a
particular small region R of the probability density function p(x|Ck ) is given as
P=

Z
R

p(y|Ck )dy ≈ p(x|Ck )V ,

(2.44)

where V is the volume of the region R given that the latter is sufficiently small.
Assuming a large amount of training samples N , P can be estimated as P = K/N ,
where K corresponds to the number of data points within the volume V. Hence, we
can estimate p(x|Ck ) as
K
.
(2.45)
p(x|Ck ) ≈
NV
Kernel Density Estimation: Kernel methods approach this estimation by keeping
a fixed volume V and counting the number of data points K within the volume. For
the multi-dimensional problem a kernel function of a particular dimension is used.
A kernel function needs to fulfil the following two criteria
k(u) ≥ 0 ,
Z

k(u)du = 1 .

(2.46)

Assume a region R to be an hypercube centered on the data sample x where we
want to estimate the probability density. To count the number K of points within
this region, one can employ the Parzen window kernel [Bis06]
(

k(u) =

1, if |ui | ≤ 1/2 ,
0, otherwise .

i = 1, . . . , D ,

(2.47)

which represents a unit cube centered on the origin. Therefore, the expression
n
) will be one if the data point xn lies inside a cube of side h centered on
k( x−x
h
x, and zero otherwise. The total number of data points K lying inside this cube
corresponds to


N
X
x − xn
.
(2.48)
K=
k
h
n=1
Combining Equation 2.45 and Equation 2.48, the estimated density at the data
sample x can be finally obtained as


N
1 X
1
x − xn
p(x|Ck ) =
k
,
N n=1 hD
h

where V = hD is the volume of a hypercube of side h in D dimensions.

(2.49)
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The Parzen window kernel presents discontinuities at the boundaries of the cube. A
smoother kernel is provided by the Gaussian function, which results in the following
kernel density model
p(x|Ck ) =

N
||x−xn ||2
1 X
1
√
· e− 2h2 .
N n=1 2πh2

(2.50)

where h represents the standard deviation of the Gaussian components. Thus the
density model is obtained by placing a Gaussian over each data sample xi . The
contribution of the Gaussian kernel on all other data samples xj , ∀j 6= i need to be
added. Finally, the result needs to be normalized by dividing by N to obtain the
estimated density.
K-Nearest Neighbors: The discussed kernel approach cannot adapt to different
data densities within the data set, as the width of the kernels is fixed and determined
by the parameter h. However, the choice of the optimal value for h may depend
on the specific location within the data set. This issue is addressed by the NearestNeighbour method [CH67, Bis06] for density estimation.
K-Nearest Neighbor takes the approach of adapting the volume V, while keeping the
number of data samples K fixed. Then the density probability p(x|Ck ) ≈ NKV , where
V is the volume that contains the K data samples. This rather simple method can
be used for classification as follows. First, we compute the conditional density
p(x|Ck ) ≈

Kk
,
Nk V

(2.51)

where Kk corresponds to the number of samples that belong to class Ck contained
within V. The unconditional density is defined as
p(x) ≈

K
.
NV

(2.52)

Nk
,
N

(2.53)

Next, we compute the class priors
p(Ck ) ≈

where Nk corresponds to the total number of samples that belong to class Ck . Finally,
the estimation of the density can be obtained by applying Bayes theorem as
p(Ck |x) =

p(x|Ck )p(Ck )
Kk Nk N V
Kk
≈
=
.
p(x)
Nk V N K
K

(2.54)

Basically, the class Ck to which a data sample xn belongs is determined based on the
majority vote of its neighbors. The most common class in the K nearest neighbors
of xn is selected for the latter.
2.3.2.2

Clustering

Clustering methods can be considered as semi-parametric density estimation approaches. Instead of assuming that the whole data space can be represented by a
single distribution function, it is assumed that the samples within a specific group
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or cluster follow the same distribution, which differs from the distribution in other
clusters. In addition, clustering is a form of unsupervised learning, where the data
is unlabeled. Hence, both the labels and the parameters of the distributions representing a group of data samples need to be estimated. In the following, we present
the k-means clustering algorithm [Llo82], which is a special case of the more general
Expectation-Maximization algorithm [DLR77]. We do not discuss the latter in this
section and refer the reader to [DLR77, Bis06].
K-Means Clustering
We are interested in finding clusters that group training data samples in a multidimensional space. The data set {x1 , . . . , xN } consists of N samples of a D-dimensional random variable x. We aim at partitioning the data set into a given number K
of clusters. Note that in practice the optimal value for K needs to be found first.
Intuitively, a cluster will consist of data samples whose inter-sample distances (e.g.,
euclidian distance) are small compared with the distances to samples belonging to
other clusters. This can be formalized by introducing a set of D-dimensional vectors
µk that can be interpreted as the centers of the cluster and where k = 1, . . . , K.
Therefore, the problem can be reformulated as finding an assignment of samples to
clusters and the corresponding vectors µk , such as to minimize the sum of distances
between the samples to the closest vector µk . In addition, binary indicator variables
rnk ∈ {0, 1} can be introduced, where k = 1, . . . , K. These variables describe which
cluster the data sample xn is assigned to. Basically, if xn is assigned to cluster k
then rnk = 1, and rnj = 0 for j 6= k. We can then define an objective function J
that needs to be minimized.
J =

K
N X
X

rnk ||xn − µk ||2 .

(2.55)

n=1 k=1

Equation 2.55 represents the sum of the squares of the distances of each data sample
to its assigned vector µk . This is a minimization problem where the objective function is defined by J and the optimization variables are rnk and µk . This problem can
be solved iteratively. First, initial values for µk are chosen. Then J is minimized
with respect to the rnk , keeping µk fixed. Next, J is minimized with respect to µk ,
while keeping rnk fixed. These steps are then repeated until convergence, that is,
until no change in the clustering structure occurs.
In the following, we provide a detailed discussion of these steps. The computation
of rnk can be performed easily, as J is a linear function of rnk . We choose rnk to
be 1 for the value of k that minimizes ||xn − µk ||. The latter can be interpreted as
assigning data sample n to the closest cluster centre. Formally this can be expressed
as

 1 , if k = arg min||xn − µj ||2 .
j
rnk =
(2.56)
 0 , otherwise .
Next the position of µk needs to be optimized, while keeping rnk fixed. The objective
function J is a quadratic function of µk and it can be minimized by setting its
derivative with respect to µk to zero
2·

N
X
n=1

rnk · (xn − µk ) = 0 ,

(2.57)
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such that we directly obtain
P

rnk xn
.
n rnk

n
µk = P

(2.58)

The previous expression reveals that the optimal µk correspond to the mean of
the data samples xn assigned to cluster k. This property gives the name to this
algorithm. The assignment of data samples to clusters and the computation of the
cluster means are repeated until there are no further changes in the assignments.
This algorithm has the advantage of a low complexity, but it has some limitations.
First, the most appropriate number of clusters K for a specific problem needs to
be found. In the case of unlabeled training data, this step may require a computationally expensive try-an-error phase. In addition, the algorithm is sensitive to the
first position of the cluster means and to outliers in the data. Finally, it implicitly
assumes the existence of data than can be clustered in a spherical manner, which is
in general not always possible.

2.3.3

Support Vector Machine

Linear Support Vector Machine
Support vector machine [CV97] is a discriminant-based approach for linear classification and regression. We discuss support vector machine by focusing on a two-class
classification problem using a linear model of the form
y(x) = wT x + b ,

(2.59)

where w is the weight vector and b is known as bias. The training data consists of N
samples, xn is a D-dimensional feature vector and the output or target variables takes
the values tn ∈ {−1, 1}. Note that these output values are selected for convenience.
Perfectly Separable Data: First, we assume that the training data is linearly
separable in the feature space by means of a hyperplane of the form given in Equation 2.60. Specifically, the hyperplane is defined as
wT x + b = 0 ,

(2.60)

where w is a vector orthogonal to the hyperplane and b/|w| corresponds to the
magnitude of the vector from the hyperplane to the origin. This is illustrated in
Figure 2.35. The data samples that are closest to the hyperplane are called support
vectors. The goal of supported vector machine is to find the hyperplane, that is, find
the combination of w and b that maximizes the distance between the support vectors
belonging to different classes. This can be formulated based on the two constraints
wT xn + b ≥ +1, tn = +1 ,

(2.61)

wT xn + b ≤ −1, tn = −1 ,

(2.62)
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Figure 2.35 Hyperplane wT x+b = 0 perfectly separates data samples belonging to different
classes. The data samples that are closest to the hyperplane are called support
vectors and define the decision boundary hyperplanes H1 and H2 . The distance
between the support vectors of different classes is known as margin. The goal
of support vector machine is to maximize the margin.

which can be combined into
tn (wT xn + b) ≥ 1, ∀n .

(2.63)

Correspondingly, the support vectors, defined by the hyperplanes H1 and H2 as
illustrated in Figure 2.35 can be represented as

and

wT xn + b = +1, tn = +1 ,

(2.64)

wT xn + b = −1, tn = −1 .

(2.65)

The distance between H1 and H2 corresponds to d1 +d2 = 1/||w||+1/||w|| = 2/||w||
and is known as the margin. Again, the goal of support vector machine is the maximization of the margin, which can be dually formulated as the minimization of ||w||.
Minimizing ||w|| is equivalent to minimizing 21 ||w||2 , being the latter expression convenient as it allows for quadratic programming optimization. Finally, the problem
is formulated as
1
min ||w||2 s.t. tn (wT xn + b) ≥ 1, ∀n .
(2.66)
w,b 2
In order to solve this constrained optimization problem, we introduce Lagrange
multipliers an ≥ 0 with one multiplier for each of the constraints. The Lagrangian
L corresponds to
N
X
1
L(w, b, a) = ||w||2 −
an {tn (wT xn + b) − 1} ,
2
n=1

(2.67)

where a = (a1 , . . . , aN )T . Setting the derivatives of L(w, b, a) with respect to w and
b equal to zero, we obtain the following two conditions
w=

N
X
n=1

an tn xn ,

(2.68)
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and

N
X

an tn = 0 .

(2.69)

n=1

Substituting Equation 2.68 and Equation 2.69 in Equation 2.67, we obtain the dual
representation L̃ of the primary Lagrangian form L
L̃(a) =

N
X

an −

n=1

subject to the constraints

N X
N
1X
T
xn ) ,
an am tn tm (xm
2 n=1 m=1

an ≥ 0 , ∀n ,

and

N
X

(2.70)

(2.71)

an tn = 0 .

(2.72)

n=1

It is important to note that the dual representation requires only the dot product
of the feature vectors to be computed. This is an important property that enables
the use of kernel transformations, which are discussed later in this section. Now the
goal is to maximize L̃(a) with respect to a, which is a convex quadratic optimization
problem. The solution for a can be obtained from a solver and by substituting the
solution into Equation 2.68 we obtain the solution for w [Bis06]. To obtain the bias
parameter b we recall that any support vector needs to fulfil
tn (wT xn + b) = 1, ∀n .

(2.73)

Substituting Equation 2.68 into the latter expression we obtain
!

tn

X

T
am tm (xm
xn )

= 1,

(2.74)

m∈S

where S refers to the indices n of the support vectors, such that an > 0. Finally,
multiplying through by tn and using t2n = 1, we obtain
b=

X
1 X
T
(tn −
am tm (xm
xn )) ,
NS n∈S
m∈S

(2.75)

where NS is the total number of support vectors.
Overlapping Class Distributions: So far, we have assumed that the training
data samples are linearly separable in the feature space. In practice, however, the
data samples belonging to different classes may overlap. To address this issue,
the optimization problem needs to be appropriately reformulated. Specifically, the
previous approach is adapted to allow some data samples to be on the wrong side
of the margin boundary, but with a penalty that increases with the distance to the
latter. So-called slack variables ξn are introduced for that purpose, where ξn ≥ 0
with one slack variable for each data sample. Data samples for which ξn = 0 are
correctly classified. Points for which 0 < ξn ≤ 1 lie inside the margin, but on the
correct side of the decision boundary, and those data points for which ξn > 1 lie
on the wrong side of the decision boundary and are misclassified, as illustrated in
Figure 2.36. The constraints expressed by Equation 2.61 and Equation 2.62 are now
relaxed, such that the new constraints correspond to
wT xn + b ≥ +1 − ξn , tn = +1 ,

(2.76)
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Figure 2.36 If the training data is not linearly separable, slack variables are introduced. Basically, misclassified samples are allowed at the cost of a penalty. Misclassified
samples are also considered support vectors.

and

wT xn + b ≤ −1 + ξn , tn = −1 ,

(2.77)

ξn ≥ 0 , ∀n ,

(2.78)

tn (wT xn + b) − 1 + ξn ≥ 0 .

(2.79)

and
which can be combined into

The problem is now defined as
N
X
1
ξn ,
arg min ||w||2 + C
2
w,b
n=1

(2.80)

where C is a trade-off parameter to weigh the importance given to misclassifications
and Equation 2.79 as constraint. Again, the problem is addressed by applying
Lagrange multipliers. The solution of this new problem differs from the case of
perfectly separable data only in the fact that the Lagrange multipliers need to fulfill
0 ≥ an ≥ C [Bis06].
Nonlinear Support Vector Machine
Some training data sets cannot be separated linearly by means of hyperplanes in the
feature space of dimension D. However, the data set could be more easily separable
on a higher dimensional space H. Hence, one can apply a non-linear transformation
x → φ(x) to all data samples and then try to find the appropriate hyperplane in H.
The resulting linear classification in H would then be a non-linear classification in
D. In order to apply support vector machine, the same approach is followed as with
linearly separable data. However, function to be evaluated is now y(x) = wT φ(x)+b,
P
while the hyperplane w = N
n=1 an tn φ(xn ). Hence, we can write
y(x) = wT φ(x) + b =

N
X
n=1

an tn φ(xn )T φ(x) + b ,

(2.81)
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where k(x, y) = φ(x)T φ(y) is defined as the kernel function. Finally, we obtain
y(x) =

N
X

an tn k(x, y) + b .

(2.82)

n=1

Hence, an appropriate kernel function maps the data to the higher dimensional space
H without the need of computing φ(x). This new problem can be solved using the
same approach as with linearly separable data in the H feature space [Bis06].
Every positive definite symmetric function is a kernel, for instance the polynomial
kernel
k(x, y) = (xT y + 1)p ,
(2.83)
or the radial basis function kernel
k(x, y) = e−

||x−y||2
2σ 2

,

(2.84)

are commonly used kernel functions.

2.3.4

Combined Learners

In the following, we discuss some approaches that combine multiple classifiers, in a
sequential or parallel manner, in order to improve the overall learning accuracy.
2.3.4.1

Ensembles of Classifiers

We assume the existence of K independent classifiers that achieve an error probability p < 0.5. Then, the majority vote of the classifiers leads to an improvement of
the learning accuracy compared to the individual classifiers. For instance, one can
train a single classifier on different data sets to obtain multiple classifiers. Collecting
training data can be however difficult and expensive. Alternatively, the classifier can
be trained on disjunct subsets of the whole data set.
Leave-One-Out Cross-Validation: This technique [Koh95, Bis06] consists of
splitting the data set into N disjunct subsets. A new classifier is obtained on N − 1
subsets and the resulting accuracy is evaluated on the reserved set.
Bootstrap Aggregating or Bagging: A new classifier is obtained on M randomly
selected samples with replacement out of the N total data samples. Typically,
M = N such that about 2/3 of the data points are considered and the rest are
duplicated samples. Using this method, L classifiers are obtained. For testing, the
average over the L classifiers is computed. Bagging [Bre96] can be used for both
classification and regression problems.
2.3.4.2

Combining Classifiers

Stacking: Consists of combining K classifiers such that the output of each classifier
(i.e., its prediction) is considered as input for the combined classifier. Hence, the
features of the latter are K predictions and the output corresponds to the combined
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Figure 2.37 Adaboost algorithm: Weak decision learners are applied sequentially to finally
obtain a strong learner. The key idea is that the errors made by a specific
classifier are on the focus of the next one. This is achieved by differently
weighting the data samples according to whether they were correctly classified.
The figure illustrates this by adapting the size of wrongly classified data samples.

prediction. This approach exploits correlation between different classifiers and does
not require the single classifiers to be retrained.
Boosting: This technique [Sch90] sequentially trains multiple classifiers on a subset
of the training data. The subset selected at each iteration is the one that provides
the maximum information given the sequence of already applied classifiers. Boosting
does not require the individual classifiers to be highly accurate and it is enough if
their error probability p < 0.5.
Adaptive Boosting: Adaptive boosting learning, also known as AdaBoost [FS96],
is a sophisticated boosting technique. In particular, the errors made by a specific
classifier are on the focus of the next classifier. AdaBoost uses the whole training
data at every learning iteration in contrast to the original boosting algorithm, such
that not a large training data set is required.
The AdaBoost algorithm is illustrated in Figure 2.37 and works as follows. We
consider a binary classification problem, where X = {x1 , ..., xN } corresponds to
the training data set and where the binary output T = {t1 , ..., tN } takes values
tn ∈ {−1, 1}. Every data sample gets a particular weight assigned W = {w1 , ..., wN }.
Basically, AdaBoost trains at every iteration m a new classifier hm (x) based on the
current values of the weighting vector Wm . The weighting vector is adapted based
on the accuracy of the obtained classifier, namely wn is increased if xn is incorrectly
classified by hm (x). Similarly, wn is decreased in case of a correct classification.
After a certain number of iterations, a strong classifier is obtained as
H(x) = sign(

M
X

αm hm (x)) ,

(2.85)

m=1

where αm is a weighting coefficient for classifier hm (x), which is chosen to give
a higher importance to good classifiers. The different steps of the algorithm are
summarized in Algorithm 1, where the indicator function I(hm (xn 6= tn )) = 1 if
hm (xn ) 6= tn and zero otherwise.
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Procedure: AdaBoost()
1:
2:
3:
4:
5:

for all n = 1, . . . , N data points do
wn(1) = N1
for all m = 1, . . . , M iterations do
train classifier hm (x) using W(m)
compute
weighted error m
P
m =

N
n=1

(m)

wn

I(hm (x)6=tn )

PN

(m)

n=1

wn

calculate weighting coefficient αm for hm (x)
m
}
αm = ln{ 1−
m
7:
update weighting coefficients wn(m+1)
wn(m+1) = wn(m) eαm I(hm (x)6=tn )
8:
end for
9: end for
6:

Algorithm 1 Algorithm steps of AdaBoost.

Decision Tree Learning
Decision tree learning [Qui86, DHS00] can be considered as a sequential combination
of different classifiers, where the amount of data to be considered at each classifier
depends on previous decisions. Basically, a decision tree classifies a pattern through
a sequence of questions, and the next question is based on the answer to the current
question.
A decision tree consists of one root node and a set of interior and leaf nodes. Root
and interior nodes represent a particular input variable for which an appropriate
splitting thresholds is selected. The thresholds are carefully chosen such that the
purity of subsequent child nodes is maximized with respect to the considered training examples. Purity refers to the degree to which the resulting child nodes consist
of cases with the same output variable value. Finally, the leaf nodes contain the
distribution of values that the output variable takes after traversing the tree along
the corresponding branch. This is illustrated in Figure 2.38(a). The example corresponds to a binary classification problem characterized by two classes, namely C1
(i.e., circles) and C2 (i.e., rectangles) and two input variables, namely x1 and x2 .
The collected data is spread over the two-dimensional feature space and the goal
is to classify the data using decision tree learning. Appropriate splitting thresholds
s1 and s2 are chosen so as to obtain pure child nodes. An optimal classification
of the training data is obtained after two splits, that is, with a tree depth Nd = 2.
Depending on how the collected samples spread over the plane, achieving an optimal
classification may require a larger tree depth.
Growing the Tree: The features selected for the root and interior nodes as well as
the splitting thresholds are selected so as to minimize the impurity of the resulting
child nodes. There are multiple methods for measuring impurity and one popular
method is called entropy impurity [Qui93, DHS00] and can be expressed as
i(N ) = −

X
j

P (Ck |N ) log2 P (Ck |N ) ,

(2.86)
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(a) Fully grown decision tree that perfectly classifies the training data. Hence, the leaf
nodes are pure, as they contain data samples that belong to the same class.

x1!

C1!

(b) Overfitting can be avoided by stop growing
the tree before all data samples are correctly
classified. Correspondingly, some leaf nodes
may be impure. In such cases, the distribution of the classes within a leaf node determines the most probable class.

Figure 2.38 Decision tree learning.

where P (Ck ) is the fraction of samples at node N that are members of class Ck .
Another measure is known as Gini impurity [Bre, DHS00] and it is defined as
∆i(N ) =

X

P (Ci |N )P (Cj |N ) .

(2.87)

i6=j

Stopping Criteria: A decision tree can be grown until all leaf nodes are already
pure or if the number of training examples at a node is less than a predefined
portion of the total training set. If the splitting decision is based only on few data
samples, generalization error is introduced. Stopping the tree growing before all
examples are perfectly classified is defined as pre-pruning [DHS00]. In that case,
some leaf nodes are impure and the values of the output variable at these nodes can
be represented by a histogram. This is illustrated in Figure 2.38(b). One alternative
is post-pruning [DHS00, Bre], which grows the tree completely and then merges
specific leaf nodes so as to introduce a marginal increase in impurity while reducing
the generalization error.
Prominent Algorithms: The CART algorithm [Bre] (abbreviation for classification and regression tree) selects the feature at every node in order to minimize the
gini impurity. The generalization error is reduced by applying post-pruning. The
algorithm also defines a strategy for handling missing attributes: During testing,
together with the primary split, an ordered set of surrogate splits that try to approximate the desired outcome based on different attributes are stored. Other decision
tree algorithms that are widely used in literature are ID3 [Qui86] and C4.5 [Qui93],
whereas the latter is only marginally different to the CART algorithm.
Complexity: Given data points {x1 , . . . , xN } and a problem dimensionality determined by D features, the storage complexity of decision tree learning corresponds
to O(N ), the test runtime complexity scales as O(logN ) and the training runtime
features O(DN 2 logN ) complexity [DHS00]. Clearly, the latter is the most computationally expensive task in decision tree learning.
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Random Forests Learning
The most complex step when building decision trees is the training phase. In particular, the complexity scales linearly with the number of features D. This can be
partially avoided by considering only a subset K of features to be considered at every
node of the tree. As a consequence, the tree may not be optimal but the training
complexity is reduced if K  D. The loss in accuracy is compensated by growing
multiple simple trees and combining their decisions.
The work in [Bre01] proposes a random forest approach which grows Nt random decision trees, the so-called forest. Every tree is grown following the CART algorithm.
However, there are some important differences. First, at every node of the tree only
a random subset of features is considered. Furthermore, the trees are grown fully
without applying post-pruning.
The classification accuracy and robustness of Random Forests stems from both, the
randomization steps when growing the trees and from the large number of trees in the
forest. First, in random decision trees only a randomly chosen subset m of the total
number
√ of features D is considered at every node and typically m  D [Bre01] (e.g.,
m = D). This method achieves robust classifications even with an incomplete set
of features and reduces the correlation between the different trees. A low value of m
reduces also the classification strength of the single trees [Bre01]. Hence, a proper
selection of this parameter is required for a good classification performance. Second,
the training samples to be considered for growing a tree are randomly chosen with
replacement out of the total training set N . Hence, some training examples are
considered multiple times, while others are not considered at all. With N training
examples, the probability that one specific example is not selected corresponds to
1− N1 . Therefore, the probability that this sample is not selected after N observations
corresponds to (1 − N1 )N ≈ e−1 . The training samples that are not considered for
building a tree are on average 37 % of the total training set and are known as the
Out-Of-Bag (OOB) samples [Bre01]. By not using the whole training data set, the
generalization error is reduced. Furthermore, the OOB examples are used to obtain
an unbiased estimate of the test error [Bre01] and to compute the importance of the
considered features. This is done by pushing the OOB examples down the forest
and computing the number of correct votes. Then, the values of a certain feature
are randomly permuted in the OOB examples and these new OOB examples are
pushed down the trees. Basically, the larger the impact of the permutation on the
accuracy, the larger the importance of a feature [Bre01].
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3
Optimizing Large Bandwidth
Transmissions in 802.11 ac
In this chapter, we discuss some issues that will have an impact on 802.11 ac communications over extremely large bandwidths. We then review approaches that
dynamically distribute modulation and power resources with subcarrier granularity,
so as to counteract the channel gain variability in the frequency domain caused by
multi-path propagation. Afterwards, we introduce a novel approach that jointly deactivates highly attenuated OFDM subcarriers and dynamically distributes power
over the active ones. By means of simulations, we show that the proposed approach
improves throughput and communication reliability at the cost of a moderate increase in hardware and computational complexities. Finally, we develop a decisiontree-based heuristic to solve the joint problem of disabling subcarriers, distributing
the power, and adapting the transmission rate.1

3.1

Motivation

IEEE 802.11 WLANs have experienced a large popularity growth in the last years.
Key factors for the success are the low cost and straightforward network deployment together with the high data rates provided. To cope with the always rising
user demands for higher quality of experience and throughput, these networks have
been in continuous evolution. Currently, one of the most prominent standardization
efforts focuses on the 802.11 ac [IEE] amendment. Basically, 802.11 ac carries over
and extends most features from 802.11 n [IEE09]. The main goal of this amendment
1

The content of this chapter is partially based on the joint work with Humberto Escudero and James
Gross published in "Performance Comparison of Loading Algorithms for 80 MHz IEEE 802.11 WLANs",
75th International IEEE Vehicular Technology Conference, 2011 [PEG11] and in "Power loading: Candidate for future WLANs?", 14th International IEEE Symposium on a World of Wireless, Mobile and
Multimedia Networks, 2012 [PEG12]. In addition, this chapter is partially based on Humberto Escudero’s master’s thesis [EA11].
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is to meet the very high throughput requirements of multimedia applications [dV09].
Specifically, data rates up to 3 and 4 Gbit/s are expected, which should be achieved
by means of large bandwidths, MIMO techniques, and efficient modulations, among
others.

Drawbacks of Large Bandwidths
Large bandwidths are proposed as one key feature for conveying more bits per channel access. In particular, the mandatory transmission bandwidth is increased from
20 MHz up to 80 MHz and, optionally, 160 MHz [Car10]. However, there is a set
of drawbacks that stem from the use of large bandwidths. First, the perceived
frequency variability of the wireless channel increases [PG11]. This variability results in a different attenuation across individual OFDM subcarriers, which is known
to significantly degrade the communication performance [AT06]. Second, classical
rate adaptation schemes [KM97, KKCQ06] tend to select low bit rates as a reaction to high error rates, which further prevents the system from achieving the
envisioned high throughput. In addition, as consumer and enterprise devices are
expected to feature a limited power budget regardless of the employed bandwidth,
the available transmit power per subcarrier will decrease [DGVB+ 11]. Finally, large
bandwidths reduce the number of available channels. In dense network deployments, channel scarcity increases the amount of interference between neighboring
networks [AJSS05]. Hence, it is unclear by how much and under which conditions
802.11 ac communications will benefit from large transmission bandwidths.

Balancing Frequency Variability
Over large bandwidths, the frequency variability of the channel gains is expected to
increase in almost all scenarios. Basically, the larger the bandwidth the higher the
probability of having deep fades due to multi-path propagation. In 802.11 systems,
transmit power and modulation are distributed homogeneously among subcarriers
and can only be adapted on a per-packet basis, which is known as transmit power
control [MPB07] and rate adaptation [KM97], respectively. This means that, for the
transmission of a packet, all payload subcarriers use the same amount of power and
carry the same amount of bits. As a consequence, the high attenuation of certain subcarriers is not compensated and their contribution to the error rate cannot always be
balanced by the subcarriers experiencing better channel conditions. This is known to
negatively impact the performance of the communication [AT06, HHSW10]. Hence,
the performance degradation from the uniform selection of power and modulation
will become more severe in 802.11 ac. Alternatively, one can apply so-called loading
schemes that dynamically distribute power [HD03, Erm06, AOT05] and/or modulation [GEPW07a, Czy96, FH96] among the subcarriers with respect to their channel
state. These schemes try to balance and exploit the frequency variability of the
wireless medium. In general, the benefits of loading algorithms come at the cost of
signaling and protocol overhead [GEPW07a, Gro06], as well as larger computational
and transceiver complexities [LVE+ 07, GEPW07b].
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Problem Statement

From the previous discussion, it is expected that the frequency variability in upcoming 802.11 ac systems will largely degrade the communication performance. Although there are methods to compensate for this variability, it is unclear which of
them is more appropriate for 802.11 networks and what is the gain that they can
yield in the particular case of large bandwidth transmissions.
For instance, one can dynamically distribute the total power budget among the subcarriers with respect to their individual channel gains. This approach, known as
power loading, typically allocates more power to those subcarriers that experience
a worse channel state. In general, power loading algorithms are able to reduce the
overall error rate without significantly increasing the complexity of the transceiver
design and with a moderate computational cost. Furthermore, as the power assignments do not need to be explicitly announced to the receiver, there is no need for
signaling overhead.
Adaptive modulation and bit loading are schemes that dynamically adapt the modulation or the modulation and the power to the channel state of the subcarriers,
respectively. Basically, subcarriers experiencing good channel conditions will employ
more efficient but less robust MCSs. On the other hand, these schemes significantly
increase the complexity of the transceiver and require, in general, more computational resources than power loading. In addition, the modulation assignments need
to be explicitly signaled to the receiver for a proper decoding of the information,
which introduces a non-negligible overhead.
Finally, any sort of loading scheme relies on accurate estimations of the wireless
channel state, which can introduce additional overhead. In the remainder of this
chapter we address these issues and provide the following contributions.
Impact of Large Bandwidth on the Communication: We provide a detailed
analysis of the channel behavior expected in 802.11 ac transmissions over large
bandwidths relying on state-of-the-art channel models. Specifically, we consider indoor channels characterized by different delay spreads and set the focus
on their frequency variability. In addition, we evaluate the impact of large
bandwidths on the communication performance of a legacy 802.11 ac system
that distributes power and modulation in a static fashion.
Benefits of Loading Schemes: We evaluate the performance of different loading
algorithms and compare them against the legacy 802.11 ac system. We first
focus on the PHY performance of the algorithms, and afterwards gradually
account for effects such as medium access delay, protocol overhead, and interframe spacing, among others.
Subcarrier Switch-Off – Low Overhead and High Gain: We propose an algorithm that overcomes the drawbacks of existing loading schemes. The proposed
approach distributes the power after disabling highly attenuated subcarriers,
which are the limiting factor in the performance of power loading schemes.
By using a fixed modulation type for all subcarriers, the signaling overhead
and the transceiver complexity are significantly reduced compared to adaptive
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modulation and bit loading. Besides the optimal solution, we also provide a
lightweight approach that achieves close-to-optimal performance.

Subcarrier Switch-Off and Rate Adaptation: The selection of the most efficient data rate is strongly coupled with the number of disabled subcarriers.
Unfortunately, the first task cannot be determined without the prior specification of the latter and vice versa. The search for the optimal solution to this
joint problem significantly increases the computational complexity. Instead,
we develop a high performing heuristic based on decision tree learning that
(1) solves the joint problem, (2) reduces the computational and transceiver
complexities, and (3) only introduces a moderate performance loss compared
to the optimal solution.

3.3

Large Bandwidth Channel Analysis

Upcoming 802.11 networks propose large frequency bandwidths to cope with the
increasing user demands for very high throughput [dV09, Eri]. A downside to this
enhancement is that the perceived multi-path fading is expected to increase dramatically, even in indoor environments. In the following, we characterize the frequency
variability in 802.11 ac channels by relying on reference channel models [Be09]. This
investigation is of paramount importance to understand the impact of large bandwidths on the achievable performance of an 802.11 ac system and to identify possible
solutions to the problem.

3.3.1

Modeling Indoor Wireless Channel

The IEEE task group AC (TGac) proposed in [Be09] a set of changes to adapt
the TGn channel model [Ee04] for the support of bandwidths larger than 40 MHz.
The latter model has been introduced in Section 2.1.5.1 and defines a set of indoor
propagation environments characterized by different power delay profiles that are
summarized in Table 2.1. Out of this set, we select four representative channel
types for analysis, namely channels B, C, E and F. These channels feature an RMS
delay spread of 15 ns, 30 ns, 100 ns, and 140 ns, respectively. Furthermore, the first
two contain a LOS component, while in channels E and F there is no direct LOS
between transmitter and receiver. To account for channel gains per subcarrier and
to include the TGac recommendations [Be09], the MATLAB implementation of the
model [Sch03] has been correspondingly adapted. Furthermore, we parameterize
channels B, C, and E with an environmental speed ν = {0.18, 0.50, 1.20} km/h,
respectively. The speed has been selected based on the recommendations of [Be09]
for rather stationary users. We parameterize channel F with a speed ν = 2.50 km/h,
thereby assuming higher node mobility in this scenario of larger dimensions.
The TGac channel model yields power samples that vary, in a correlated fashion, in
time and frequency. We generate channel traces for 20, 80, and 160 MHz bandwidths
containing 48, 234, and 468 payload subcarriers [Se10a], respectively. Specifically, for
each channel type and bandwidth, we generate five different channel traces initialized
with different random number seeds. One channel trace spans 60 s and consists of
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channel samples with 1 ms granularity. The obtained traces consider the impact of
path loss attenuation, shadowing, and multi-path fading. The deterministic impact
of path loss is removed by normalizing the channel traces to the average received
power over the sampled time. Note that although the channel traces are affected
by the shadowing process, the latter does not impact the frequency selectivity of
the channel. More details on the models used for generating the shadowing and
multi-path fading processes are provided in Section 2.1.5.

3.3.2

Frequency Variability Characteristics

The frequency variability of the channel has a significant impact on the communication performance. With a large number of subcarriers attenuated differently
and a large spread in channel gains among subcarriers, schemes that assign power
and modulation resources in a uniform fashion will suffer a performance degradation [AT06]. To characterize the frequency variability of representative TGac
channels, we capture and evaluate two metrics, namely channel gain spread and
coherence bandwidth, which are defined in the following.
Channel Gain Spread
We define this metric as the channel gain ratio between the best or less attenuated
and the worst or most attenuated subcarrier at time instance tj :
∆H(tj ) =

max{|H1 (tj )|2 , ..., |HN (tj )|2 }
,
min{|H1 (tj )|2 , ..., |HN (tj )|2 }

(3.1)

where N refers to the total number of payload subcarriers and |Hn (tj )|2 corresponds
to the channel gain of subcarrier n at time tj . A large spreading of the channel gains
reflects the existence of deep fades due to multi-path propagation. The subcarriers
in the fades are known to contribute most to the error rate of a transmission [AT06,
HHSW10].
For every channel sample, we compute the channel gain spread across subcarriers as
defined in Equation 3.1. In Figure 3.1(a) and Figure 3.1(b) we show the distribution
of the channel gain spread for the considered channels types and for 20 and 160 MHz
bandwidths, respectively. We present the observations in the following.
Impact of Delay Spread: As expected, the frequency variability increases with
the delay spread. Particularly significant is the difference between channel B
and channel C, and between the latter and channels E and F. Over 20 MHz
wide channels, low dispersive environments as channel type B are characterized
by relatively flat channels, where the median of the gain spread is below 6 dB
(see Figure 3.1(a)). On the other hand, the same metric in channel type F is
above 22 dB.
Impact of Bandwidth: The probability of having deep fades increases dramatically with the bandwidth. Even in propagation environments characterized
by low delay spread, the difference between strong and weak subcarriers is
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Figure 3.2 75 percentile of the channel gain spread: The frequency variability increases in
802.11 ac large bandwidth transmissions regardless of the propagation environment. Over 80 MHz and, especially over 160 MHz the frequency variability is
dominated by the bandwidth rather than by the delay spread of the channel.

substantial. For instance, over a 160 MHz channel B 80 % of the channel realizations feature a gain spread larger than 20 dB (see Figure 3.1(b)), which is
similar to that of channel F over 20 MHz.

Dominating Effect on Variability: It can also be observed that the difference
in channel gain spread among channel types is reduced for large bandwidths.
Basically, the frequency variability over small bandwidths is dominated by
the propagation environment (i.e., delay spread), while over large bandwidths
the dominating factor is rather the bandwidth. This can be clearly observed
in Figure 3.2. The graph provides a compact representation of the previous
results, specifically, it shows the 75 percentile of the channel gain spread for
the considered channel types and bandwidths.
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Figure 3.3 Similar channel conditions are assumed if the channel gain different between two
subcarriers is below ξ = 3 dB. Propagation environments with low delay spread
feature a large coherence bandwidth.

Coherence Bandwidth
This metric refers to the frequency range over which the wireless channel can be
assumed to remain constant. Coherence bandwidth is defined differently throughout
literature. For instance, in [TV05] it is defined as Bcoh = 1/2τmax , where τmax refers
to the maximum delay spread as shown in Table 2.1.
We are interested in the coherence bandwidth for various reasons: First, it weighs
the importance of the discussed channel gain spread metric, as it indicates how large
the deep fades or signal peaks potentially are. We define coherence bandwidth as
the minimum frequency separation fk − fl required for the channel gains to deviate
by more than a certain quantity ξ dB:
Bcoh = min{fk − fl }

s.t.

||Hfk (tj )|2 − |Hfl (tj )|2 | > ξ .

(3.2)

This representation further captures single channel realizations, which is in contrast
with static definitions as previously discussed [TV05].
Second, large coherence bandwidths can be exploited to reduce the computational
complexity and the amount of signaling overhead of loading algorithms [GAW07].
Instead of assigning the resources per subcarrier, blocks of subcarriers can be bundled
and treated as a single entity without a significant performance loss.
In Figure 3.3 we show the coherence bandwidth obtained for a threshold ξ = 3 dB.
A difference in the channel gains between two subcarriers larger than 3 dB can result
in a significantly different error performance given the homogenous distribution of
the resources. In the graph we observe that channel B features the largest coherence
bandwidth and that the latter decreases for an increasing delay spread of the channel.
For instance, the 75 pctl corresponds to 5 MHz (i.e., 16 subcarriers) and 1 MHz (i.e.,
3 subcarriers) for channels B and F, respectively.

3.4

Communication over Large Bandwiths

We have shown that large bandwidths increase the perceived frequency variability.
In addition, it is known that in 802.11 systems the transmit power per subcarrier
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decreases with the bandwidth [DGVB+ 11]. Both factors can degrade the error performance and render useless the higher raw data rates achieved. In the following,
we evaluate this trade-off by means of simulations. We first introduce the system
and simulation models before presenting the results.

3.4.1

Models and Methodology

We focus on a two-node 802.11 ac network, where communication between access
point and client takes place in a point-to-point manner over a single spatial stream.
Hence, unless specified differently, we do not consider the use of any particular
MIMO technique. Payload information of fixed size ζ bits is transmitted at center
frequency fc Hz over B Hz bandwidth. The bandwidth is divided into R subcarriers
out of which N are available for payload and the rest is used as guard band and pilot
subcarriers. The resulting symbol duration corresponds to Ts = R/B + Tg , where
Tg corresponds to the guard interval. The transmitted OFDM signal is attenuated
by path-loss, shadowing, and multi-path fading. We denote the channel gain of
subcarrier n by |hn (t)|2 , which varies in time and frequency due to fading. For data
transmission, every subcarrier gets pn Watt out of a pmax power budget. The SNR
2
per subcarrier corresponds to γn (t) = pn ·|hNn0(t)| , where N0 refers to the constant noise
power per subcarrier. For transmitting data all active payload subcarriers employ a
fixed MCS. Together with the instantaneous SNR, the choice of the MCS yields a
raw Bit Error Rate (BER) per subcarrier εn .
Error Model
Before a packet is transmitted, it is convolutionally encoded with rate r to protect
against bit errors. To characterize the Packet Error Rate (PER) with respect to the
raw BER n from the individual subcarriers, we rely on an upper bound on the coded
BER [Bos00, GEPW07a]. The upper bound depends on the type of convolutional
code used (i.e., polynomial generator and code rate) and takes the packet length
and the average raw BER  over the subcarriers as inputs. The latter is defined as
=

N
1 X
n .
N n=1

(3.3)

The bound on the coded BER is then given by [Bos00]
∞
X

Pc ≤ 1/k

cd · Pd .

(3.4)

d=dfree

In this equation, k is the number of input bits to the register of the convolutional
encoder, dfree is the free distance of the convolutional code, Pd is the probability that
an incorrect path of distance d is chosen, and cd is the number of bits in error in that
case. The values for cd can be obtained from [FOO99] for the code rate 1/2 with
polynomial generator (133,171) as specified in the standard [IEE97]. The authors
in [HB89] provide the corresponding values for the code rates 2/3, 3/4, and 5/6. Pd
can be upper bounded as [Bos00]


Pd ≤ 2 ·

q

 · (1 − )

d

.

(3.5)
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Finally, the packet error probability Pe is upper bounded as
PER ≤ 1 − (1 − Pc )ζ .

(3.6)

The model was compared against reference PER curves obtained by means of accurate and complex PHY simulations in [GEPW07c]. The results show a good
agreement between the PER computed by both methods. Specifically, a similar
PER shape as function of the SNR can be observed, although the lightweight model
tends to underestimate the PER by up to 2 dB. For more details on the model and
its accuracy we refer the interested reader to [GEPW07a, GEPW07c].
Simulation Model
We investigate the impact of large bandwidths on the communication performance
of 802.11 ac. We set the focus on the PHY performance to reduce the complexity of
the evaluation and the number of factors that may have an impact on the communication. Therefore, we rely on MATLAB simulations that do not consider protocol
issues such as medium access contention, inter-frame spacing, or the exchange of
control frames. We also assume that channel errors only happen to the payload
part of the packet and that the channel conditions do not change during the reception of a frame. For modeling shadowing and multi-path fading we rely on channel
traces generated by means of the TGac channel model as described in [Be09]. The
path loss attenuation is obtained based on a standard model |hP L |2 = K · d1α , where
K = −46.76 dB, α = 3.5 is the path loss exponent, and d the propagation distance.
The factor K has been selected for convenience to represent the last summand of
Equation 2.5. The thermal noise power N0 has been calculated at an average temperature of 17◦ C over the corresponding bandwidth. Transmission takes place at
fc = 5.2 GHz over B = 20, B = 80, and B = 160 MHz bandwidth. We consider
a total transmit power of pmax = 0.1 Watt. As indicated in [Me10b], the available
power for transmission is constant regardless of the employed channel bandwidth,
as it is unlikely that consumer and enterprise systems will increase the available
power with increasing bandwidth. On average, the transmission over larger bandwidths results in less power allocated to the payload subcarriers, which leads to a
degradation of the received signal strength per Hz. For instance, a transmission over
20 MHz experiences a 9.9 dB higher SNR than over a 160 MHz channel. A summary
of the chosen simulation parameters is provided in Table 3.1 and the considered
MCS combinations are given in Table 2.6.
Simulation Methodology
In our simulations we change the distance between transmitter and receiver, which
results in different average SNR values. We further assume that the transmitter
has always packets of fixed size ζ = 1500 Byte ready to be sent. Unless differently
indicated, no specific rate adaptation algorithm is considered, it is rather assumed
that the transmitter can select the MCS that performs best (on average) at any
SNR point. In addition, it is assumed that no channel estimation errors occur and
that the channel estimation does not introduce any overhead to the communication.
We generate five different traces for channel types B, C, E, and F, as indicated in
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Parameter
Bandwidth B
Payload subcarriers N
Packet length ζ

Value or Range of Values
20, 80, 160 MHz
48, 234, 468
1500 Byte

Modulation

BPSK, QPSK, 16/64/256-QAM

Code rates

1/2, 2/3, 3/4, and 5/6

Power budget pmax

0.1 Watt

Carrier frequency fc

5.2 GHz

TGac channel types

Channel B, C, E, F

Path loss exponent α
Symbol time Ts
Guard interval Tg

3.5
4 µs
0.8 µs

Table 3.1 Selected PHY simulation parameters.
Section 3.3.1. For the evaluation we sample the channel every 6 ms and obtain sets
of 103 channel instances. We consider three performance metrics, which we define
in the following.
PER: By means of the considered error model, we compute the PER (cf. Equation 3.6) for every transmitted payload packet.
PHY Efficiency: Every subcarrier transmits user information using a specific
MCS, hence, carrying a certain amount of bits. PHY efficiency accounts for
the average amount of transmitted payload bits per subcarrier free of coding
redundancy. Given the number of payload subcarriers, the PHY efficiency
indirectly provides information about the employed data rate.
Goodput: Our primary metric is the goodput, which is defined as the rate, in
bit/s, of correctly received packets. For every transmitted packet, we compute
the PER and decide whether the packet can be received without errors or
has to be retransmitted. Specifically, we draw a random number uniformly
distributed between 0 and 1. If the random number is larger than the PER,
the packet is assumed to be correctly received, which is a typical method
used in network simulations. Finally, goodput is computed as the number of
correctly received payload bits divided by the employed data rate.
Unless differently specified, the results consist of the average value of the considered metric over the different channel traces and the corresponding 95 % confidence
intervals.

3.4.2

Simulation Results

Figure 3.4 shows the goodput obtained over different channel types and bandwidths.
There are several important observations that can be derived from the results, which
we discuss in the following.
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Figure 3.4 Goodput performance of the legacy transmission over different channel types and
frequency bandwidths. Propagation environments with a low delay spread benefit
the successful communication over small bandwidths. This trend is partially
inverted when communicating over large bandwidths.

Impact of delay spread: In Figure 3.4(a) we observe that the communication
over dispersive 20 MHz channels (e.g., channel E and F) leads to a reduction
of the achievable goodput. In contrast, transmissions over less dispersive environments are significantly more robust. For instance, communicating over
channel B yields 70 % more goodput than over channel F at an SNR of 20 dB.
In general, a lower frequency variability results in a lower PER as illustrated
in Figure 3.5(a) or in a higher spectral efficiency as shown in Figure 3.6(a).
However, this trend is partially inverted when transmitting over larger bandwidths. We observe in Figure 3.4(b) that the low dispersive characteristics
of channels B and C are beneficial only in the low SNR range. For an increasing received signal strength, a larger goodput is achieved over channels E
and F. For instance, at 40 dB SNR transmitting over channel F yields about
12 % more goodput than over channel B. In the following we provide the rationale for this rather counterintuitive behavior. First, in Figure 3.2 we have
seen that, over large bandwidths, the frequency variability is driven by the
bandwidth rather than by the delay spread of the environment. Hence, low
dispersive environments do not provide a significant advantage when transmitting over 80 and 160 MHz channels. Second, channels featuring a large
coherence bandwidth (e.g., channel B and C) experience situations where a
large portion of the employed spectrum is significantly attenuated (i.e., bad
realization) or amplified (i.e., good realization). Figure 3.7 shows that channel
B experiences extreme channel realizations significantly more often than, for
instance, channel F. Under high average SNR conditions, good realizations do
not provide any additional gain, but bad realizations are able to degrade the
performance. Under low average SNR conditions the opposite happens. The
combination of these effects explains the unexpected better performance that
can be achieved on top of high dispersive channels over large bandwidths.
Impact of transmission bandwidth: The power budget of the devices is expected to be fixed regardless of the employed bandwidth [DGVB+ 11]. As a
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Figure 3.5 Error performance of the legacy transmission over different channel types and
frequency bandwidths. A low frequency variability leads to a better error performance over 20 MHz bandwidths or allows for higher data rates (see Figure 3.6(a)). A low delay spread does not improve the error rate over 160 MHz
bandwidths and good channel conditions.

consequence, the average SNR decreases compared to a 20 MHz channel by
6.9 dB and by 9.9 dB for an 80 MHz and a 160 MHz bandwidth, respectively2 .
This explains the worse goodput achieved over large bandwidths in the low
SNR range. Nevertheless, from a certain SNR on, the higher data rates provide
a dramatic performance boost. The goodput crossing-point between different
bandwidths is illustrated in Figure 3.8. In the case of channel B, see Figure 3.8(a), large bandwidth transmissions require more than 15 dB to improve
the goodput. Based on the considered propagation model, this corresponds to
communication distances below 40 m. Similar results for channel F are shown
in Figure 3.8(b). These results indicate that large bandwidth transmissions
in 802.11 ac systems are mainly indicated for short range transmissions. Interestingly, the goodput gain provided by 80 MHz bandwidth transmissions is
almost negligible and covers only a modest SNR range.

3.4.3

Summary

This section has shown that the use of large transmission bandwidths leads to a
significant increase of the perceived frequency variability over the considered channel.
The default transmission mechanism in 802.11 systems assigns the available power
and modulation resources in a static manner. Basically, every subcarrier carries the
same amount of bits and employs the same amount of power. Unfortunately, such
a static approach suffers from high error rates due to the large variability across
the channel gains experienced by the individual subcarriers, which is illustrated in
Figure 3.9. In the remainder of the chapter, we discuss existing techniques, and
2
To ease the comparison of the results, the SNR values of the figures correspond to the equivalent
SNR over 20 MHz regardless of the bandwidth considered. Alternatively, we could have shown the
results as function of the propagation distance. Nevertheless, we opted for the more intuitive SNR
metric.
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Figure 3.6 PHY efficiency of the legacy transmission over different channel types and frequency bandwidths. The better error performance achieved over 20 MHz channel
B and C allows for higher data rate selections.
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Figure 3.7 Average channel gain obtained over a 160 MHz bandwidth. A high coherence
bandwidth (e.g., in channels B, C) leads to extreme channel realizations, where
most subcarriers are either highly attenuated or amplified. Bad channel realizations are partially responsible for the performance degradation when transmitting
over low dispersive channels employing large bandwidths.

develop new ones, that address the challenging propagation conditions in upcoming
802.11 ac communications.

3.5

Loading Algorithms for 802.11

One mechanism for overcoming the impairments of frequency selective fading relies
on the adaptation of power and modulation resources to the channel state of the
individual subcarriers. The dynamic assignment of resources has been intensively
studied in literature and a large set of so-called loading algorithms has been proposed. The exclusive adaptation of power (known as power loading) has been studied in [HD03, Erm06, KRJ00a, LTL09, MDH06, KRJ00b, GLW02, RWM06], among
others. Works dealing with the dynamic selection of the modulation type (known as
adaptive modulation) are [GEPW07a, Czy96, LVE+ 07]. Finally, both resources can
be jointly selected (known as bit loading) as discussed in [HH, CCB95, BF01, FH96,
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Figure 3.9 This single channel realization over 160 MHz illustrates the high error performance that results from a static distribution of power resources. Highly attenuated subcarriers contribute most to the error rate, while amplified subcarriers
waste power resources.

SS00, Cam98]. In general, loading schemes are able to improve the communication
performance, for instance, by reducing the error rate, by saving power, and/or by
increasing the transmission rate. However, these techniques feature several drawbacks with different implications to the overall performance of the system. In the
following, we elaborate on the general disadvantages of loading schemes focusing
on the particular case of 802.11 systems. For convenience, Figure 3.10 provides a
classification of existing loading algorithms based on their strategy for distributing
power and modulation resources.
Channel estimation overhead: Accurate channel knowledge is required to appropriately distribute the resources. Depending on the user mobility and the
propagation characteristics of the environment, a different amount of channel
estimation overhead is needed. The estimation of the channel conditions in
802.11 systems is based on the preamble structure prepended to every transmitted packet. The channel estimation can be performed by the transmitter
upon the reception of packets originated at the intended receiver, which can
be control, payload, or beacon frames. In 802.11 n/ac systems, the estimation
of the channel state for applying MIMO beamforming can also be triggered
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Figure 3.10 Taxonomy of loading algorithms based on the distribution of power and modulation resources.

explicitly by means of the NDPA and NDP frames [Se11], which are answered
by the compressed beamforming frame [IEE09].
Note that the application of loading schemes does not necessarily introduce
additional channel estimation overhead. The MIMO techniques foreseen for
802.11 ac require in general accurate and, hence, frequent channel estimation.
This is especially true for MU-MIMO downlink transmissions [Se11, Me10a],
where the presence of various receivers typically correlates with higher environmental mobility and, correspondingly, with faster channel changes [Gas13].
Signaling overhead: The assignment of power resources does not need to be explicitly signaled to the receiver, as the perceived variation of channel gains can
be interpreted as being caused exclusively by the wireless channel. However,
the knowledge of the modulation employed by the individual subcarriers is required at the receiver for the latter to successfully decode the payload. Without the use of a specific compression scheme [GAW07], 3 bit are required per
subcarrier to map the six different modulation types [GEPW07a] (i.e., BPSK,
QPSK, 16/64/256 QAM, and the no modulation). In addition, 3 bit are further needed to indicate the coding rate selected for the whole payload. The
signaling overhead is carried within the PHY header of the data packet, which
is transmitted with the most robust MCS combination. Therefore, depending on the amount of payload transmitted per channel access, the employed
data rate, and the number of subcarriers, the signaling overhead may have a
significant impact on the communication performance [GEPW07a]. On the
other hand, the aggregation of multiple data frames can significantly reduce
the impact of both channel estimation and signaling overhead [GPE09]. We
investigate these issues in Section 3.7.
Backwards compatibility: Guaranteeing backwards compatibility is another
problem associated with the signaling of modulation assignments, as the required modifications to the PHY header [GEPW07a] do not conform with the
standard. Hence, stations that are not capable of understanding this custom
frame format, simply ignore the packet. As a consequence, these stations are
not able to obtain the updated value of the NAV. These stations will update
the NAV on time only if they correctly receive the subsequent ACK frame.

74

3. Optimizing Large Bandwidth Transmissions in 802.11 ac
To guarantee a correct management of the virtual carrier sensing, a CTS-toself frame can be sent by the initiator of the transmission upon reception of
the ACK [GEPW07a] at the cost of additional overhead. The impact on the
communication of this overhead component is discussed in Section 3.7.

Computational complexity: Any loading scheme adds computational complexity required for computing the resource assignments. Depending on the runtime of the algorithms, the solutions may not be available to be applied on the
immediate transmission, which strongly depends on the processing capabilities
of the devices and the particular implementation of the algorithm. Nevertheless, the large coherence time present in most indoor channels (cf. Figure 3.40)
can be exploited to reduce, not only the channel estimation overhead, but also
the frequency of the computations. We conduct a discussion and evaluation of
the complexity associated with different loading schemes in Section 3.8.
Transceiver complexity: The dynamic adaptation of power and/or modulation
per subcarrier requires changes to the transceiver design. Power adaptation can
be achieved by appropriately scaling the complex symbols at the transmitter
side. As previously stated, changes to the reception chain are not required.
However, the modulation and demodulation of different amount of bits per
subcarrier adds complexity to the whole transceiver chain. Various works in
the last years show that current hardware platforms are mature and powerful
enough to provide real-time support for loading schemes [LVE+ 07, NW13].
In the following, we discuss the fundamentals of various loading algorithms, namely
power loading, adaptive modulation, and bit loading. Afterwards, we compare these
techniques by means of simulations and evaluate their potential for improving the
communication performance of upcoming 802.11 ac systems.

3.5.1

Power Loading

The frequency variability of the wireless channel can be balanced by dynamically
distributing the transmission power. Such a technique, also known as power loading,
has been intensively discussed in literature [HD03, Erm06, KRJ00a, LTL09, MDH06,
KRJ00b, GLW02, RWM06]. Given a fixed modulation type, power loading can be
either driven to (1) optimize the data transmission (i.e., minimize error rate or
maximize throughput) under a maximum power constraint [HD03, GLW02] or (2)
minimize the transmit power under a target error rate constraint [LTL09].
Hunziker et al. [HD03] propose an iterative algorithm that yields an optimal solution to the aggregated BER minimization in uncoded OFDM systems. The authors
in [AOT05] present a power loading scheme for OFDM-based 802.11 networks that
minimizes the PER by relying on a semi-analytical model that accounts for the impact of (convolutional) coding. However, the performance gains are only moderate,
as both approaches deal in an inefficient way with highly attenuated subcarriers.
They assign either a large power to them or (almost) no power at all, which either
wastes power or increases the PER, respectively. On the other hand, there are a
few characteristics of power loading that make this technique attractive for 802.11
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systems. First, it does not require the standard to be modified nor does it introduce signaling overhead, as the power assignments do not have to be signaled to
the receiver. Second, it adds a modest complexity to the transceiver design, as it
only requires the transmitter to scale the amplitude of the complex symbols per
subcarrier. This task is by far simpler than enabling both transmitter (and receiver)
with the ability of dynamically adapting the modulation (and demodulation) type
per subcarrier.
In the following, we review two strategies for dynamically distributing the power per
subcarrier. A suboptimal approach called channel inversion [KH99, Erm06] and the
optimal solution presented in [HD03]. We are interested in the performance gain
that stems from an accurate distribution of the available power.
Channel Inversion Power Loading
Channel inversion [KH99, Erm06] is a lightweight algorithm that distributes the
power so that the perceived channel state at the receiver is completely flat. Therefore, the power assigned to the subcarriers is inversely proportional to their channel
gains. Assuming N subcarriers and a total available power of pmax Watt, the power
assigned to subcarrier n corresponds to
pn =

pmax
· kn ,
N

(3.7)

where kn is the channel inversion coefficient for subcarrier n, which is defined as
|hn |−2
.
kn = N · PN
−2
m=1 |hm |

(3.8)

This yields constant power-channel gain products, i.e., pn |hn |2 = pm |hm |2 ∀n, m.
However, as stated in [Erm06], channel inversion can yield a worse BER performance than the homogeneous power distribution under challenging communication
conditions (e.g., for low average SNR). This is mainly caused by highly attenuated
subcarriers that require large quantities of power to balance their state and deplete
the power budget. This situation is illustrated in Figure 3.11.
Optimal Power Loading
Clearly, more efficient power loading algorithms can be designed to overcome the
drawbacks stemming from the pure inversion of the channel gains. For instance,
the work in [HD03] proposes a power loading algorithm that minimizes the BER of
an uncoded OFDM system. We show the solution for QAM modulations presented
in [HD03] and, similarly, derive the solution for the BPSK modulation.
Assuming perfect interleaving, the BER Pb for M-QAM modulations can be expressed as [CY02]
4
Pb =
·
m n=1
N
X

√

v
u
Mn − 1 u
√
Q t

Mn



3pn |hn |2 
,
(Mn − 1)N0

(3.9)
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√
where m = M is the number of information bits per subcarrier and symbol, M the
modulation order, pn the power assigned to subcarrier n, N0 the noise power and Q
refers to the Q-function. The objective of the problem is to minimize the average
Pb over all subcarriers, given that the channel gains |hn |2 of subcarriers n = 1, ..., N
are known. The authors in [HD03] apply the Lagrangian method, which formulates
the problem as

v
!
√
u
N
N
2
X
u
Mn − 1 t 3pn |hn | 
1 X
√
−λ
pn − pmax ,
L (Pb1 , ..., PbN , λ) =
Q
(Mn − 1)N0
N n=1
Mn
n=1
(3.10)
where λ is the Lagrange multiplier. The partial derivatives of the Lagrangian with
respect to p1 ,. . . , pN are equaled to zero
√
√
Mn − 1 − pn2Bn · 2√Bpnn
λ
0
L (Pb1 , ..., PbN , λ) = √ √
e
+
= 0, n = 1, . . . , N ,
(3.11)
N
2π Mn
where
3|hn |2
.
Bn =
(Mn − 1)N0

(3.12)

The above expression can be simplified by ignoring constant terms and then be
represented as
An epn Bn pn = ∆, n = 1, . . . , N ,

(3.13)

Mn (Mn − 1)
An = √
2
Mn − 1 |hn |2

(3.14)

where

and ∆ is a positive constant. The solution to the optimization problem is finally
given by
pn =

1
Bn
W
∆ , n = 1, . . . , N ,
Bn
An




(3.15)

where W(·) corresponds to Lambert’s function [CGH+ 96], which is defined as the
inverse of the function f (ω) = ω · eω for ω ≤ 0. The solution for pn can be found
P
iteratively increasing the value of ∆ until the power distributed (i.e., N
n=1 pn ) corresponds to the total available power pmax .
The work in [HD03] does not provide the solution for BPSK modulated signals. We
take the same approach for deriving the solution for the BPSK modulation in the
following. The BER for this modulation can be expressed as [Pro95]
1
pn |hn |2
Pb = · erfc
2
N0

!

.

(3.16)

Again, we apply the Lagrangian method
pn |hn |2
1
L(Pb , λ) = · erfc
2
N0

!

+λ·

N
X
n=1

!

pn − pmax

.

(3.17)
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Figure 3.11 Channel inversion algorithm applied to a 160 MHz channel instance: The inversion of the channel gains suffers from highly attenuated subcarriers, as the
latter can deplete the power budget. Under challenging propagation conditions,
channel inversion can exhibit a worse error performance than the homogenous
power distribution [Erm06].

The partial derivatives with respect to p1 , . . . , pN are
−pn |hn |2

− 1 · e N0 · |hn |2
L0 (Pb , λ) = 2 √ q p |h |2
− λ = 0.
n h
π·
N0

(3.18)

After some algebraic operations, we can rewrite the above expression as
4πN0 2pnN|hn |2
· e 0 pn = ∆ .
|hn |2

(3.19)

Defining
1
,
|hn |2

(3.20)

2|hn |2
Bn =
,
N0

(3.21)

An · epn Bn pn = ∆ .

(3.22)

An =
and

we obtain

Finally, the solution to the power distribution is
Bn
1
pn =
W
∆ , n = 1, ..., N .
Bn
An




(3.23)

This solution has the same form as the one provided in [HD03] but differs in the
value of the parameters An and Bn . Figure 3.12 shows that, as opposed to the
channel inversion algorithm, highly attenuated subcarriers do not deplete the power
budget but rather do not get any power assigned. This results in a better error
performance.
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Figure 3.12 Optimal power loading algorithm from [HD03] applied to a 160 MHz channel
instance: Highly attenuated subcarriers do not get assigned any power. This
decision allows for an overall better error performance.
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Figure 3.13 The relationship between BER and SNR for BPSK and M-QAM modulations
is well known. Hence, the minimum SNR required to guarantee a target BER
can be easily computed.

3.5.2

Adaptive Modulation

In adaptive modulation, the transmit power is distributed homogeneously among
the different subcarriers. However, the modulation to be used by every subcarrier
is assigned dynamically as function of their individual SNR so as to maximize the
data rate subject to a target BER constraint. Given the SNR and the target BER,
the choice of the modulation is straightforward as illustrated in Figure 3.13, since
the relationship between BER and SNR for the considered modulation types is well
known [CY02, Pro95]. However, the performance of the system depends strongly
on the target BER, as the latter determines the resulting data rate and PER. Note
that the methodology for selecting the most appropriate target BER is, in general,
not discussed in literature.
Various works have proposed adaptive modulation for 802.11 systems [AOT05,
GEPW07a]. In contrast to power loading, adaptive modulation introduces signaling
overhead to inform the receiver about the modulation assignments per subcarrier.
Note that the overhead costs increase with the number of employed subcarriers. In
802.11 systems, the signaling information needs to be conveyed within the PHY
header, which requires a change to the default frame format. Therefore, additional
overhead needs to be introduced to maintain backwards compatibility. For the latter
purpose, the work in [GEPW07a] proposes the transmission of a CTS-to-self frame
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after a successful reception of an ACK frame. Furthermore, adaptive modulation
increases the complexity of the transceiver design.

3.5.3

Bit Loading

In bit loading, both modulation and power are dynamically distributed. This approach increases the transceiver complexity compared to power loading and adaptive
modulation, and introduces the same amount of signaling overhead as the latter. The
Hughes-Hartogs greedy algorithm [HH] features a high computation complexity, but
yields the maximum data rate for a given BER constraint. Given the channel state
of each subcarrier, the minimum power required to fulfill the BER constraint with
the lowest modulation is computed. In a second step, power is assigned to the subcarrier that requires the lowest amount to support a higher modulation type. The
algorithm runs until no more power is available. The same approach can be followed
to minimize the transmit power given a data rate constraint. Again, the overall
performance is strongly coupled with the selected BER constraint. For a detailed
discussion on different loading strategies and the associated complexity we refer the
reader to [Gro06].

3.5.4

Comparison Loading Algorithms

In the following, we evaluate the performance of various loading algorithms and highlight their potential for improving the communication quality of upcoming 802.11 ac
systems. We first discuss the simulation methodology before presenting the results.
3.5.4.1

Simulation Methodology

In general, we follow the methodology described in Section 3.4.1 and consider the
same performance metrics, namely goodput, PER, and PHY efficiency. Details
about the considered transmission schemes are provided next.
Transmission Schemes
Legacy: With legacy we refer to a scheme that employs the same modulation
over all available payload subcarriers and distributes the power budget homogeneously among the latter. This can be considered the default 802.11 ac
transmission strategy over a Single-Input Single-Output (SISO) channel and
is used as benchmark.
Power Loading: We consider the optimal algorithm presented in [HD03] and
the lightweight channel inversion approach [KH99, Erm06]. We compare these
two schemes with respect to the gain that they provide to the communication
performance and to their computational complexity.
Adaptive Modulation: We consider the algorithm presented in [GEPW07a] for
maximizing the data rate given a target BER. We select the target BER that
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provides the highest goodput. Specifically, for a given channel instance, we
conduct an exhaustive search over a discrete set of BER values and select
the best performing parameterization. Note that more efficient methods for
selecting the BER constraint are not discussed in [GEPW07a] and are also
outside the scope of this work.

Bit Loading: We employ the Hughes-Hartogs heuristic [HH] to achieve an optimal
solution to the bit loading problem. Again, we are interested in maximizing
the data rate given a target BER. The latter is selected following the same
approach as in the adaptive modulation case. Once the power and modulation assignments have been performed, a convolutional coding rate has to be
selected to protect the frame against bit errors. For this we rely on the error
model presented in Section 3.4.1 and select the code rate that yields the best
trade-off between spectral efficiency and error rate.
Unless stated differently, we assume that the transmission of the PHY header, including the signaling information, is never corrupted.
3.5.4.2

Results

In the following, we present the evaluation results. First, we compare the performance of the optimal power loading approach proposed in [HD03] against the
suboptimal channel inversion [Erm06]. Afterwards, the performance of the different
loading algorithms is evaluated.
Power Loading Comparison
We illustrate the importance of the power loading solution by comparing the communication performance achieved by channel inversion and the optimal algorithm
proposed in [HD03] over 160 MHz channels B and F. In Figure 3.14 we observe that
the optimal distribution of power yields a significantly larger goodput than channel
inversion. Furthermore, while the goodput achieved by the optimal solution benefits from the larger frequency selectivity of channel F, the performance of channel
inversion is degraded noticeably under highly dispersive conditions. In general, the
better performance of the optimal solution stems from a lower PER as shown Figure 3.15(a). When a worse PER performance is obtained (e.g., at 30 dB SNR), the
higher PHY efficiency is responsible for the higher goodput, see Figure 3.15(b).
However, the performance gain comes at the cost of an increased complexity. We
illustrate this in Table 3.2, where we show the measured runtime of both algorithms
over 20 MHz and 80 MHz channels with 48 and 234 subcarriers, respectively. These
values were obtained using a 2.5 GHz processor with 3 GByte RAM. For this evaluation we considered multiple channel instances, different average SNR conditions,
and different MCS combinations. For every parameterization, we ran the algorithms
106 times within a loop. Finally we computed the average runtime together with
the standard deviation. It can be clearly observed that the channel inversion scheme
runs much faster than the optimal algorithm. In addition, the convergence time of
the latter largely depends on the average SNR and the chosen MCS, which leads to

3.5. Loading Algorithms for 802.11

81

Goodput [Mbit/s]

600
Optimal Ch. B
Optimal Ch. F
Inversion Ch. B
Inversion Ch. F

500
400
300
200
100
0

10

20

30

SNR [dB]

Figure 3.14 Goodput comparison between channel inversion and optimal power loading over
a 160 MHz channel B and F. An optimal distribution of the power resources
provides means to achieve high goodput and significantly outperforms channel
inversion, especially when communicating in highly dispersive environments.
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Figure 3.15 The better goodput performance of the optimal power distribution stems from
the lower error rate (Figure 3.15(a)) or the higher data rates that can be
supported (Figure 3.15(b)). The figure illustrates the performance obtained
over a 160 MHz channel B.

a larger variability of the average runtime. The high complexity of the optimal algorithm stems from the required iterations to reach the solution as indicated in Equation 3.15 and the numerical approximation for Lambert’s W(·) function [CGH+ 96].
In practice, the computation times strongly depend on the implementation and the
computing device. Note that considering the runtimes provided in Table 3.2, the
optimal loading algorithm would not compute within DIFS time and the power allocation could not be applied on the data frame transmission immediately following
the channel estimation (e.g., after the RTS/CTS). In this thesis we assume that
all algorithms converge within DIFS, however, we observed a noticeable impact of
computation time on the achievable performance in [PEG12].

Comparing all Schemes
We have already shown that, at the cost of a higher complexity, the optimal power
loading solution outperforms channel inversion. Therefore, in the following we exclusively focus on the performance achieved by the optimal solution.
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Algorithm

Runtime [µs]

Optimal over 20 MHz

159.09 (63.75)

Channel Inversion over 20 MHz

2.92 (0.028)

Optimal over 80 MHz

757.90 (222.95)

Channel Inversion over 80 MHz

8.68 (0.042)

Table 3.2 Comparison of the computation time required by channel inversion loading [Erm06] and Hunziker’s [HD03] optimal power loading. The better performance of the optimal power distribution introduces a significantly larger computational complexity.
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Figure 3.16 Adaptive modulation and bit loading clearly outperform power loading. The
latter achieves a marginally larger goodput than the legacy scheme over low
dispersive channels, while the gain increases with the frequency variability.

Figure 3.16 shows the goodput comparison over 20 MHz channel B and F. It can
be clearly observed that the performance achieved by adaptive modulation and bit
loading is significantly larger than that of power loading and the legacy transmission.
While the goodput gain is remarkable in the low and mid SNR range, it is only
modest under good communication conditions. Furthermore, adaptive modulation
and bit loading achieve a similar goodput and the performance of both schemes is
very robust against frequency variability. This is highlighted by the stable goodput
performance regardless of the channel type. Finally, power loading outperforms the
legacy scheme at all the considered points.
Similar observations can be made for 160 MHz channels in Figure 3.17. Specially
remarkable is the ability of adaptive modulation and bit loading to allow successful
communication already at 10 dB SNR (i.e., about 0 dB SNR measured over the corresponding bandwidth). This is in contrast to the legacy and power loading schemes,
which are not able to correctly decode any payload packet at that point. Recall
that the depicted SNR points correspond to the values obtained over 20 MHz channels. Over larger bandwidths, the resulting SNR is lower as discussed in Section 3.4.
Hence, this result should be considered of theoretic rather than practical importance,
as in order for the communication to be successful, connectivity with the AP needs
to be maintained. The beacon frames required for this task are transmitted with
the most robust MCS, but without a dynamic distribution of resources. Hence, it
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Figure 3.17 The goodput gain achieved by the loading algorithms over the legacy scheme
increase with the bandwidth.
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Figure 3.18 Performance observed over 160 MHz channel F. Adaptive modulation and bit
loading achieve not only a significantly lower error rate, but convey on average
more bits per channel access.

is likely that under such challenging conditions, the station will dissociate from the
AP. In general, the good performance of adaptive modulation and bit loading is the
result of much lower PER and higher PHY efficiency, as shown in Figure 3.18(a)
and Figure 3.18(b), respectively.

Summarizing, power loading schemes are strongly limited by the impact of highly
attenuated subcarriers, while adaptive modulation and bit loading introduce a significant amount of protocol overhead and increase the computation and hardware
complexities. These drawbacks motivate the development of a hybrid approach that
improves the robustness of power loading and reduces the overhead and complexity burdens of adaptive modulation and bit loading. The proposed algorithm is
presented in the following section.
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Subcarrier Switch-Off

In the following, we describe the fundamentals of the proposed transmission scheme.
Afterwards, we present an optimal solution to the joint problem of disabling highly
attenuated subcarriers and distributing the power. In addition, we discuss two
suboptimal but lightweight approaches to the same problem. Finally, we compare the
three approaches and evaluate their benefits for upcoming 802.11 ac communications.

3.6.1

General Idea

As the system bandwidth B is strongly increased in 802.11 ac, multi-path propagation induces some subcarriers to be strongly attenuated. As stated in the previous
section, power loading approaches do not perform well under the presence of highly
attenuated subcarriers. This burden can be overcome if a certain number of subcarriers Γ is excluded from the communication [KH99, THC09, MtB04]. A subcarrier is
disabled if no power is assigned to it and if it does not carry any bits. Furthermore,
the saved power can be shared among the remaining subcarriers. The downside to
this approach is that with every disabled subcarrier the raw data rate is lowered.
We are interested in this trade-off and formulate an optimization problem. The
objective function is the system goodput G, measured in bit/s, which we define as
the product of the inverse PER (i.e., 1 − Pe ) and the PHY throughput χ:
(N − Γ) · r · bm
· (1 − Pe ).
(3.24)
Ts
Assuming that a certain coding and modulation type (i.e., r and bm ) have been chosen, the remaining optimization task consists of maximizing the goodput by choosing
an appropriate number of subcarriers Γ to be disabled and accurate power assignments pn per subcarrier. Note that the contribution of pn is implicitly contained in
2
Pe , as the BER n is function of the employed MCS and the SNR γn (t) = pn ·|hNn0(t)| ,
where N0 is the (constant) noise power per subcarrier. We formulate the following
optimization problem:
G = χ(1 − Pe ) =

maximize
{pn ,Γ}

subject to

G
N
−Γ
X

(3.25)
pn ≤ pmax

(3.26)

n=1

pn ≥ 0, ∀n
0 ≤ Γ ≤ N − 1.

(3.27)
(3.28)

Constraint 3.26 indicates that the power assigned to the active subcarriers is limited to a power budget pmax . Constraint 3.27 limits the power allocated to active
subcarriers to be equal to or larger than zero. Finally, constraint 3.28 limits the
number of disabled subcarriers Γ to be between zero and N − 1, both included. This
is a N -dimensional non-linear problem with Γ ∈ N and {pn } ∈ R as optimization
variables.
In the following we discuss three solutions to the above problem: An optimal but
complex solution and two simpler ones. The schemes determine the number of subcarriers to be switched off in the same manner, but differ in the way they distribute
the available power to be applied on the remaining subcarriers.

3.6. Subcarrier Switch-Off
3.6.1.1
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Optimal Solution

Due to the non-linearity between the SNR per subcarrier γn (t) and the resulting
PER, it is not possible to determine a closed-form for the optimal solution. Nevertheless, the optimal solution can be obtained iteratively. This is based on the
observation that for any given value of Γ the goodput G is maximized by minimizing the BER. The latter can be achieved, for instance, by means of an optimal
power loading. We propose the following iterative procedure to determine the optimal solution. First, the channel gains are sorted and then for Γ = 0, . . . , N − 1
(i.e., the worst Γ subcarriers in terms of channel gains are switched off) a power
loading according to Hunziker’s optimal algorithm [HD03] is performed. This yields
an expected goodput for every Γ, of which the highest is finally chosen. For a fixed
modulation and for a certain power budget, the solution provided by this method
yields the maximal achievable goodput. In addition, we have investigated the behavior of the goodput as function of the number of disabled subcarrier, with the
goal of identifying situations of multi-modality. We have thoroughly evaluated the
behavior of G(Γ) for a large set of communication conditions (i.e., different packet
lengths, average SNR values, transmission rates, and bandwidths). Under realistic
conditions, that is, for SNR values above 0 dB and packet lengths larger than 20 Byte
(already the MAC header makes up for 28 Byte), we have never observed multiple
goodput peaks. Thus, the search for the best Γ can be accelerated by using a binary
search, which we have done in the numerical part.
3.6.1.2

Suboptimal Solutions

The determination of the optimum is mainly constrained by the optimal power
loading as in [HD03]. However, this approach can easily introduce unacceptable
computational complexity, as shown in Table 3.2. Therefore, alternative lightweight
methods are required. Suboptimal solutions might be constructed by applying simpler loading algorithms, such as channel inversion [Erm06]. One can conduct a binary
search to iterate over Γ, apply channel inversion, and determine the Γ that yields
the highest goodput. We refer to this scheme as Suboptimal Channel Inversion.
One can further reduce computational complexity by exclusively focusing on the task
of disabling subcarriers and perform a uniform power distribution on the remaining
N − Γ subcarriers, such that pn = pmax /(N − Γ) ∀n. We refer to this suboptimal
scheme as Suboptimal Uniform Power, which is also of interest as it reflects the
gain that stems from purely switching off subcarriers. Note that this approach also
reduces the complexity of the transceiver design.

3.6.2

Performance Evaluation

The simulation methodology is similar as in previous evaluations. In addition, we
introduce a new performance metric.
Disabled Subcarriers: Adaptive modulation and bit loading disable payload
subcarriers if the most robust modulation does not fulfill the target BER constraint. Our proposed scheme disables subcarriers so as to maximize the goodput. We keep track of the number of disabled subcarriers per channel access.
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Figure 3.19 Performance achieved by the proposed subcarrier switch-off solutions over
160 MHz channel F.

In the following, we first compare the performance of the optimal and the two
suboptimal solutions to the subcarrier switch-off problem. Afterwards, we compare
the proposed approach with the legacy, optimal power loading, and bit loading
schemes.
Subcarrier Switch-Off Performance
Figure 3.19 shows the performance over 160 MHz channel F. It can be clearly observed that the three solutions achieve a similar goodput (see Figure 3.19(a)). However, the distribution of power combined with the deactivation of subcarriers provides a remarkable gain. In addition, distributing the power based on channel inversion achieves only a marginally lower goodput than the optimal power loading,
which makes the first approach more attractive from a practical perspective.
The strategy followed by these approaches differs depending on the propagation
conditions. For instance, the suboptimal uniform scheme disables less subcarriers
than the other two schemes, as shown in Figure 3.19(c). Therefore, the subcarriers
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Figure 3.20 The SNR value of the most attenuated subcarrier among the set of active ones
is shown as function of the average SNR over the whole bandwidth. This value
can be interpreted as a threshold for disabling subcarriers and changes depending on the selected MCS, the channel type, the bandwidth, and the average
SNR. Hence, determining the optimal number of subcarriers to disable based
on the average SNR requires explicit knowledge of the propagation conditions.

need to employ, on average, a less efficient but more robust MCS to maintain a low
PER, which is highlighted in Figure 3.19(d) and Figure 3.19(b), respectively. Due
to the close-to-optimal performance and low complexity of the suboptimal inversion
scheme, we focus on this approach in the following. Figure 3.20 shows the SNR
switch-off threshold, that is, the value of the most attenuated subcarrier from the
set of active ones after finding the optimal number of subcarriers to be disabled.
Related work often proposes a deactivation of subcarriers based on fixed SNR values [MtB04, NW13]. Such an approach can certainly improve the performance of
a static! (static!) scheme that does not disable subcarriers, nor distributes transmission resources dynamically per subcarrier. However, we observe that the value
of the threshold is significantly affected by the selected MCS, the channel type, the
transmission bandwidth, and the average SNR over the whole channel.
Similar as adaptive modulation and bit loading, the proposed approach is able to
overcome the problems associated with large bandwidth transmissions. This is illustrated in Figure 3.21, where no goodput crossing point can be observed between the
performance achieved over different bandwidths. This is in contrast to the situation
experienced by the legacy scheme, as shown in Figure 3.8. As already discussed, this
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Figure 3.21 An accurate deactivation of attenuated subcarriers supports successful communication over large bandwidths even under challenging propagation conditions.
Furthermore, the performance is transparent to the frequency variability of the
channel. Practically, the same goodput is achieved over channel B and F.

observation is rather of theoretic interest: Under very low SNR conditions beacon
frames are unlikely to be received correctly, as no loading scheme is used to transmit
this frame. Without reliable beacon transmissions, the communication with the AP
cannot be maintained.

Comparison with Other Schemes
Figure 3.22 shows that, regardless of the channel type and the transmission bandwidth, the proposed approach achieves a goodput performance that is in general
comparable to that of bit loading. This remarkable performance stems from the
accurate deactivation of attenuated subcarriers. Figure 3.24 shows that the proposed approach disables, on average, more subcarriers than adaptive modulation
and bit loading. This indicates that, if the modulation cannot be selected on a persubcarrier basis, the best goodput is achieved by employing less subcarriers with
more power. The latter allows for more efficient MCSs. In this context, Figure 3.25
shows the distribution of the best performing MCS per channel access as selected
by subcarrier switch-off. The figure aggregates the results obtained in channel types
B, C, E, and F. For instance, for an average SNR of 10 dB, MCS 3 is selected in
90 % of the transmissions. In addition, the efficient MCS 9 (i.e., 256 QAM with code
rate 5/6) is selected in 60 % of the cases already from 30 dB SNR on. The selection
of efficient MCS combinations is also shown in Figure 3.23(b), where the PHY efficiency of the proposed approach is, on average, only slightly lower than the one of bit
loading. Despite the use of error-prone MCSs and the highly dispersive propagation
conditions, the resulting PER is in general below 5 %, as shown in Figure 3.23(a).
In general, while power loading consistently outperforms the legacy scheme, its goodput is significantly lower than the goodput of bit loading and subcarrier switch-off.
The performance loss is particularly remarkable under dispersive propagation conditions and over large bandwidths and is consequence of the high error rate (cf.
Figure 3.23(a)) and/or lower spectral efficiency (cf. Figure 3.23(b)).
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Figure 3.22 Subcarrier switch-off clearly outperforms the power loading and legacy schemes,
especially under dispersive propagation conditions. While bit loading achieves
higher goodput, the performance difference is only modest.
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Figure 3.23 Performance comparison over 160 MHz channel F. Bit loading and subcarrier
switch-off achieve a low error rate, in general below 5% (Figure 3.23(a)), despite
the use of more efficient but less robust data rates (Figure 3.23(b)).

3.6.3

Machine Learning Heuristic

The proposed strategies disable highly attenuated subcarriers and are able to significantly improve the goodput performance of 802.11 ac communications. They feature,
however, two major drawbacks. First, the subcarriers to be disabled are selected by
means of a binary search, whose convergence time increases with the total number N
of available subcarriers. In the worst case, binary search requires log2 (N ) iterations.
In addition, every iteration is associated with a set of computations (e.g., expected
PER by means of an error model) that increase the complexity and the resulting
runtime of the algorithm. Second, the selection of the most appropriate MCS for
transmission is strongly dependent on the number of disabled subcarriers and vice
versa. The joint selection of the transmission rate and the number of subcarriers to
be disabled is a challenging problem that has not been addressed so far. With an increasing number of disabled subcarriers, the average channel conditions of the active
subcarriers improve and a more efficient MCS can be potentially supported. However, if a new MCS is selected, the optimal number of disabled subcarriers changes
accordingly. Hence, a two-dimensional search over both the available MCS and the
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Figure 3.24 Adaptive modulation, bit loading, and subcarrier switch-off deliberately deactivate subcarriers to improve the performance. Over a 160 MHz channel F, the
number of disabled subcarriers differs significantly, as the algorithms employ
different strategies for the distribution of resources.
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Figure 3.25 Distribution of the MCSs as selected by the proposed switch-off inversion
scheme over 20 MHz channels and for different average SNR values. The figure
illustrates that highly efficient MCS combinations are frequently selected, even
under relatively challenging propagation conditions.

number of disabled subcarriers is required, which significantly increases the computational complexity of the algorithm and eventually degrades the performance. We
are interested in a lightweight approach that provides a solution to the joint problem
of selecting the transmission rate and disabling attenuated subcarriers. We propose
a decision-tree-based learning algorithm to the above problem, which we present in
the following.

General Idea
The proposed heuristic is based on the idea that the optimal solution has the effect
of transforming the perceived channel state, as shown in Figure 3.26. Hence, if the
relationship between input and output (i.e., after (sub)optimally disabling subcarriers) channel state is learned, the complex iterative process of finding Γ can be
simplified. For that, we first need appropriate metrics that characterize the channel
conditions. We select three metrics (i.e., the input variables), namely the channel
gain spread ∆H(tj ) , the average SNR over all subcarriers, and the variance of the
channel gains. These metrics provide detailed information about the frequency vari-
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Figure 3.26 The deactivation of subcarriers transforms the perceived frequency variability
of the channel. Under low SNR conditions, more subcarriers are disabled and
the channel becomes remarkably flat. The figure considers a particular channel
realization over a 20 MHz channel B and for different average SNR values.

ability of the channel and the average propagation conditions. In addition, they can
be easily obtained once the channel estimation has been performed.
As output variable we select the channel gain spread computed over the active
subcarriers once an appropriate Γ and MCS have been determined. This task can
be based on simulation models as discussed in Section 3.6 (which is the approach
taken in this work) or by means of measurements as in [NW13]. We use the output
channel gain spread as an indicator of the number of subcarriers that need to be
disabled. Basically, we disable the most attenuated subcarriers until we reach the
desired channel gain spread. Once Γ is determined, we need to select the transmission
rate. This task is realized in a two-stage approach: (1) dynamic power distribution
and (2) selection of the rate based on a table lookup.
Figure 3.26 shows that frequency variability of the transformed channel (after disabling Γ subcarriers) is significantly reduced. Without the burden of highly attenuated subcarriers, a dynamic power distribution based on channel inversion is likely to
yield a similar error performance as the optimal power loading solution. In addition,
this power distribution has the effect of completely flattening the channel. Given
the SNR in a flat channel, the MCS that yields the highest goodput can be directly
determined based on a table lookup [ZTZ+ 08] containing the SNR switching points
for the MCS combinations.
We collect training data based on the final solution (i.e., for the best Γ and best MCS)
provided by the suboptimal channel inversion switch-off approach. Every tuple of
input variables and output variable constitutes a training example and a large set
of training examples constitutes our training data. Once the latter is available,
we can employ machine learning techniques to process it. For this task we rely
on decision tree learning (for regression), which has been described in Section 2.3.
We illustrate the result of decision tree learning in Figure 3.27, which shows the
resulting regression for a tree depth of three. Note that the channel gain variance
is not included as node attribute within these three levels, which suggests a low
importance of the metric. The leaf nodes represent the desired output channel gain
spread if the input channel gain spread and average SNR follow a specific tree branch.
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Figure 3.27 Three-levels tree structure obtained for 20 MHz channels. The channel gain
spread ∆H and the average SNR are selected as attributes for root and interior
nodes. The leaf nodes represent the output variable, that is, the resulting
channel gain spread after (optimally) disabling subcarriers.

3.6.3.1

Data Collection and Learning Phase

We collect problem instances (i.e., inputs and output) for different TGac channels
(i.e., channels B, C, E, and F), different bandwidths (20, 80, and 160 MHz), and
different communication distances. In total we collect 4 · 105 instances for learning. The output variable of the problem is given in decibels and takes positive real
numbers including zero. The original channel gain spread and the average SNR variables are also given in decibels. For learning the training data we use Weka [MH09],
a tool that provides support for a large set of machine learning algorithms. For
our problem we select a classic decision tree learner for regression (REPTree is the
particular name chosen in Weka). It splits a node based on the information gain
metric, which is defined as the difference between the entropy of the parent node
and the average entropy of the child nodes. In addition, a node is split only if the
proportion of misclassified samples is larger than 0.1 %. The decision tree learner
performs post-pruning to determine the final tree structure, thereby reducing the
probability of over-fitting to the training data.
3.6.3.2

Parameter Design

In the following, we conduct the performance evaluation of the proposed heuristic.
First, we investigate the robustness and accuracy achieved by the heuristic subject to
different tree designs and parameterizations. Finally, we compare the performance
of the heuristic against other transmission strategies.
Power Distribution
In the basic design, we propose the use of channel inversion. Assuming that the most
attenuated subcarriers have been disabled, channel inversion is expected to achieve
a similar performance as the optimal solution at a significantly lower computational
cost. Nonetheless, we investigate different methods for distributing the transmit
power and evaluate their impact on the overall performance. Besides channel inversion, we consider Hunziker’s optimal power loading [HD03] and the homogenous
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Figure 3.28 Performance obtained by the proposed decision tree heuristic over 160 MHz
channel F.

power distribution. For this analysis we use all three input variables and a tree
depth of seven.
The use of channel inversion for 160 MHz transmissions results in a marginal performance degradation as shown in Figure 3.28(a). However, if the power is distributed
homogeneously over the active subcarriers, a dramatic performance loss is suffered,
especially under dispersive propagation conditions and large bandwidths. As the
three approaches select the same number of subcarriers to be disabled, the average
SNR over the active subcarriers is also the same. Hence, the same MCS is selected
regardless of the power distribution. If the power is not distributed to balance the
(still existing) frequency variability, a rate selection based on the proposed table
lookup is not accurate. In fact, the rate selection is too aggressive for the uniform power distribution, which results in an unacceptably high PER as shown in
Figure 3.28(b). The negative impact of frequency selectivity on SNR-based rate
selection approaches has been studied in literature [CLE+ 12, HHSW10]. One could
alternatively add more robustness by, for instance, selecting the rate based on the
so-called effective SNR [HHSW10] or by adding an SNR safety margin to the MCS
selection [SHP+ 12]. However, the further investigation of this issue is outside the
main focus of this work. In the following, we do not contemplate the homogenous
power distribution as a suitable power management to be combined with the decision
tree heuristic.
Tree Depth
A large tree depth has higher computational and storage requirements than a smaller
tree and can lead to over-fitting without appropriate stopping criteria or pruning.
However, a large tree classifies the training data more accurately. We investigate the
impact of the tree depth on the goodput performance. Figure 3.29 shows the goodput achieved based on decision trees of depth 3, 5, 7, and 10. It can be observed that,
in general, increasing the dimension of the tree results in a better performance. However, the gain achieved from increasing the tree depth from 7 to 10 is only marginal.
Hence, as large trees are associated with a set of disadvantages, we consider a tree
depth of 7 in the following.
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Figure 3.29 The tree depth has only a modest impact on the goodput performance. Nevertheless, the larger the tree the higher the goodput.
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Figure 3.30 Importance of the selected input variables for providing high goodput over a
160 MHz channel F. The performance achieved employing all three variables is
shown as reference.

Importance of Input Variables
The basic design of the proposed heuristic is based on three input variables that
capture characteristics of the wireless channel that are relevant to the considered
problem. We are interested in the importance of the different variables and the performance degradation experienced from letting certain metrics out of the learning
and prediction phases. Figure 3.30(a) shows the goodput achieved with only one
variable. In general, the average SNR is the most important variable, whereas the
channel gain variance and the channel gain spread have a similar relevance. Interestingly, exclusively relying on the average SNR already provides a very high goodput,
close to that achieved with all input variables. However, the latter approach shows
a more stable behavior throughout the SNR range and for different channel types
and bandwidths. Similar observations can be extracted from the combination of two
input variables, as illustrated in Figure 3.30(b). The combinations that include the
average SNR always achieve a satisfactory performance. Again, the performance
achieved with the three input variables exhibits the most robust behavior under
different conditions.
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Figure 3.31 Learning from training data collected over different channel types and different
frequency bandwidths. Evaluation conducted over a 160 MHz channel F.

Training Dependency
We investigate the necessity of gathering training data that is specific to the propagation conditions that are faced during the evaluation. Specifically, we investigate if
performance degradations occur when the propagation characteristics (i.e., channel
type) during evaluation differ from the conditions present during training. Similarly, we study the importance of collecting training data over different bandwidths.
Figure 3.31(a) and Figure 3.31(b) clearly highlight the robustness of the approach,
as in general only marginal goodput variations can be observed. This is a particularly important observation, as it eases the task of gathering appropriate training
data. For instance, the measurement methodology followed in [NW13] over a lowdispersive 10 MHz channel could already provide usable training data to be applied
in dispersive environments and over large bandwidths.
3.6.3.3

Performance Comparison

Based on the conducted evaluation, we parameterize the decision tree heuristic with
the three variables, channel inversion power loading, a tree depth of seven, and the
learning based on training data collected over all bandwidths and channel types. We
compare the performance achieved by this heuristic against the suboptimal channel
inversion and suboptimal uniform power solutions. As a reference scheme we also
show the performance of the legacy scheme. The corresponding results are shown in
Figure 3.32 for a 20 MHz channel B and a 160 MHz channel F.
The switch-off heuristic does not only outperform the legacy scheme, but it also
achieves a consistently higher goodput than the suboptimal uniform scheme. In addition, the goodput performance is comparable with that of the suboptimal channel
inversion approach. In this case, the loss is typically modest and, in most cases,
below 10 % regardless of the SNR, the channel type, and the bandwidth.
In this section we have presented a novel approach to the complex problem of jointly
disabling subcarriers, dynamically distributing the power among the active ones, and
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Figure 3.32 The decision tree heuristic achieves a similar performance as the suboptimal
approaches to the deactivation of subcarriers over a 160 MHz channel F.

selecting the transmission rate. The scheme learns from past solutions that connect
the channel state over the whole available bandwidth with the channel conditions
present after (sub)optimally disabling attenuated subcarriers and appropriately selecting a transmission rate. The gathered knowledge is exploited to determine,
during operation and at a low computational cost, an accurate solution to the joint
problem. In the evaluation, we have observed a high goodput performance (only
slightly lower than the close-to-optimal scheme) and a remarkable robustness to differences between the conditions faced during training and later during prediction.

3.7

Increasing Evaluation Realism

The investigations conducted so far have focused exclusively on the PHY performance of the considered algorithms. While such an analysis is important to identify
their performing potential, it deliberately omits a set of issues that can have a
significant impact on the overall performance of the system. As an example, the
interactions between PHY and MAC (e.g., the interdependencies between PER and
medium access delay) have been neglected so far. In the following, we add realism
and complexity to the simulations to gain insight into system interdependencies and
overall performance quality.

3.7.1

Protocol Overhead

So far we have studied the communication performance from a PHY layer perspective without taking medium access contention, control frame transmissions, and
inter-frame spaces into account. For instance, in 802.11 communications there is an
important interdependency between a PHY error and the subsequent medium access
delay, which penalizes those transmission strategies with a worse error performance.
In addition, 802.11 ac defines the transmission of RTS/CTS frames to dynamically
select the transmission bandwidth based on the channel activity observed in the different 20 MHz portions of the spectrum, which introduces a non-negligible overhead.
However, the negative impact of protocol overhead can be reduced by transmitting
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multiple frames per medium access based on the A-MPDU aggregation. This technique can be further combined with a block acknowledgment of the correctly received
frames within the aggregate. For more details on the dynamic bandwidth negotiation and frame aggregation we refer to Section 2.2.4.2. Finally, as discussed in
Section 3.5, loading schemes that assign a variable number of bits per subcarrier
require a signaling field within the PLCP header format, thereby losing conformity
with the standard. To guarantee backwards compatibility, the transmission of CTSto-self frames has been proposed [GEPW07a]. In this section we also account for
this type of overhead and evaluate its impact on the performance.

3.7.2

Header and Control Frame Errors

In our prior evaluations, we have assumed that transmission errors happen only to
the payload part. By appropriately disabling attenuated subcarriers and dynamically distributing the power, low error rates can be achieved even under challenging
propagation conditions. However, the transmission of control frames and PLCP
headers is based on the static distribution of power and modulation resources over
all the payload subcarriers. Hence, it is likely that the latter become the error bottleneck of the communication, which would reduce the applicability of large bandwidths under low SNR conditions. We also incorporate this issue in the following
evaluation.

3.7.3

Outdated Channel State Information

The benefits of loading algorithms are tightly coupled with accurate channel estimations. In 802.11 systems, the state of the channel can be obtained based on a
known preamble structure that is prepended to every transmitted frame. Then,
based on the source address of the frame conveyed in the MAC header of the packet,
the corresponding transmitter-receiver link can be characterized. Details about the
preamble and general 802.11 frame format are provided in Section 2.2. However, precise channel information can only be guaranteed by explicitly triggering the channel
estimation without relying on sporadic and unpredictable transmissions. This type
of channel estimation introduces a certain amount of overhead to the communication. For instance, by means of the RTS/CTS frame exchange channel information
can be obtained. In the context of 802.11 ac systems, accurate channel estimation is
required for MIMO transmissions. For that, this amendment defines the on-demand
transmission of NDPA and NDP frames, which are answered by a compressed beamforming frame. Based on the expected mobility of the users, channel estimation
needs to be triggered more or less frequently depending on the Doppler spread, as
discussed in Section 2.1.3. In this investigation we rely on the RTS/CTS frame exchange to estimate the channel state, which are anyway required to determine the
frequency bandwidth that should be allocated for payload transmission.

3.7.4

Simulation Model and Methodology

For conducting these investigations we perform significant modifications to our PHY
simulator in MATLAB. Specifically, we advance the time depending on the processes
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being executed (e.g., transmission of frames, inter-frame spaces, medium access delay) following the principles of discrete-event simulations. In the following, we first
present the implemented features and discuss the corresponding simulation assumptions. Afterwards, we describe the evaluation methodology and define the considered
performance metrics. Finally, we gradually evaluate the impact of the new features
on the performance.
3.7.4.1

Simulator Features and Assumptions

This section summarizes the simulator features and assumptions.
Exponential Backoff Deferral: When a station wants to transmit, it first has
to sense the medium idle during DIFS and, to further reduce the probability
of a collision, a random backoff time needs to elapse before the station can
initiate the transmission. The backoff time is given is slots, the number of
which is uniformly distributed between zero and the contention window. The
value of the contention window is doubled (up to a specific value) after every erroneous transmission and reset to its minimum value after every correct
transmission. For more details, we refer to Section 2.2.3.1. In our simulations,
we focus on a single transmitter-receiver link, where no frame collisions occur.
Hence, the contention window is increased exclusively due to erroneous packet
transmissions. Furthermore, we assume that the transmitter has always packets queued and ready to be transmitted, so that no additional delay needs to
be considered.
RTS/CTS Bandwidth Negotiation: We assume that, if possible, the transmitter makes use of a 160MHz bandwidth. This is negotiated based on the
RTS/CTS frame exchange. These frames are transmitted using a legacy
802.11 a transmission in a duplicated fashion over the different 20 MHz portions of the spectrum. If an RTS or a CTS frame is not correctly received,
the corresponding 20 MHz portion is assumed to be occupied by neighboring
activity. In our simulations, as we consider a single transmitter-receiver link
in isolation, smaller bandwidths will be used only if RTS frames (over the duplicated spectrum portions) or CTS frames (only over the primary channel)
are dropped due to channel errors. Hence, the payload information may be
transmitted over 20, 40, 80, or 160 MHz depending on the bandwidth negotiation process. For more details about the dynamic bandwidth negotiation we
refer to Section 2.2.4.2.
PHY Header Errors: The PLCP header prepended to every frame, as shown
in Figure 2.26, contains preamble structures and fields that carry control information. The preambles consist of specific bit sequences that are used for
time and frequency synchronization and for channel estimation, among others. These bits are not modulated nor is their content protected with error
correction codes. In the simulations, we assume that these important tasks
can be conducted successfully regardless of the communication conditions. On
the other hand, we account for channel errors affecting the control information
within the PLCP header. All three fields (i.e., SIGNAL, VHT-SIGNAL-A,
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and VHT-SIGNAL-B) are individually protected with forward error correction codes [Gas13]. In addition, our proposed heuristic, adaptive modulation,
and bit loading, require an additional field within the VHT portion of the
header to inform the receiver about the disabled subcarriers and modulation
type used per subcarrier, respectively. Note that the header content is transmitted using all available subcarriers and without the dynamic distribution of
power or modulation.
Control Frame Errors: Similarly as with the PLCP header, we account for
channel errors affecting the successful reception of control frames (i.e., RTS,
CTS, BACK, and CTS-to-self). In general, these frames are transmitted using
the most robust MCS. Errors in the control frames can lead to the selection
of a narrower frequency bandwidth and to a delayed access to the medium,
among others. Note that we do not consider the transmission of beacon frames.
Correspondingly, association and de-association events with the AP do not
occur.
A-MPDU Frame Aggregation and Block Acknowledgement: The high data
rates that can be achieved in 802.11 ac communications, magnify the impact
of the protocol overhead introduced by this amendment. This can be balanced
by means of frame aggregation and block acknowledgement techniques, which
enable the transmission and acknowledgement of multiple frames within one
medium access. As every single aggregated frame is protected by forward error
correction codes, the aggregation does not lead to higher error rates. In our
simulations, we consider the case where only a single MSDU is transmitted
within the mandatory A-MPDU aggregate, and two cases where 10 and 50
MSDU frames are carried within the aggregate, respectively.
Outdated Channel Information: In our simulations, we investigate the impact
of outdated channel information and outdated resource assignments (e.g., subcarrier and power) on the performance. Despite the relatively low complexity
of the switch-off heuristic (see Section 3.8.3), it may be convenient to reduce the
number of channel estimations and the corresponding algorithm computations.
This investigation is also relevant in the context of frame aggregation, since
during the transmission of a large aggregate the channel potentially changes
without an adjustment of the assignments. We consider the case of perfect
channel knowledge at all times and two cases where the channel estimation
and the algorithm computation are performed at predefined intervals, see Table 3.3. In addition, we consider the channel variations that happen between
aggregated MSDU frames. However, we assume that the channel remains
static during the transmission of single control and payload (sub)frames.
Rate Adaptation: The data rate selected for transmission has a high impact on
the overall performance. One classical method for adapting the rate is based
on success statistics of past transmissions [KM97, LMT04, KKCQ06]. Hence,
there is a strong dependency between the error performance and the transmission rate. In our investigations we rely on the Automatic Rate Fallback (ARF)
algorithm proposed in [KM97] that increases the rate after 10 consecutive successful transmissions and lowers the rate after two consecutive packet failures.
When transmitting an aggregate of frames, we increase the rate if more than
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Parameter

Value

Minimum contention window

15 slots

Maximum contention window

1023 slots

A-MPDU aggregation
MSDU length
Channel estimation periodicity

1, 10, and 50 MSDUs
1500 Byte
0, 10, 100 ms

Table 3.3 Parameterization of the enhanced simulator.
80 % of the frames were received correctly, lower the rate if less than 20 % of
the frames failed to be decoded correctly, and keep the same rate otherwise.
Due to the relatively low mobility in the considered scenarios, it is expected
that the algorithm rapidly converges to the most appropriate data rate. We
select the ARF algorithm for choosing the rate in the legacy and power loading
schemes. Finally, the bit loading algorithm requires the appropriate selection
of a target BER. We follow the same ARF principle to choose the target BER
from a discrete number (30) of available values distributed between 5·10−2 and
5 · 10−6 . Specifically, we lower the target BER after 10 consecutive successful
transmissions and increase it after two consecutive failures. We opted for this
approach, as an exhaustive search over all available target BER would result in
prohibitive computational runtimes. Note that, to the best of our knowledge,
there are no works in literature proposing specific methods for selecting the
target BER that maximizes the system goodput.

3.7.4.2

Performance Metrics and Methodology

In this investigation, we compare the performance of the legacy transmission, Hunziker’s optimal power loading algorithm [HD03], and Hughes-Hartogs’ greedy bit
loading algorithm [HH] against our switch-off heuristic. For the latter we employ
the tree structure obtained with all three input variables, a tree depth of seven, and
training data obtained over all bandwidths and channel types. For more details we
refer the reader to Section 3.6.3.
We consider five different channel traces and focus exclusively on channels B and F.
Every simulation run covers a total of 10 s per trace. Multiple metrics are collected
to capture the different effects considered in this evaluation. In general we show
the average value of the metrics over the different traces together with the 95 %
confidence intervals.
Goodput: This metric is measured differently as in previous sections. Specifically,
we keep track of every MSDU frame that is correctly received given that the
subsequent BACK frame is also successfully decoded. When the simulation
is finished, we compute the goodput as the total number of correctly received
bits divided by the simulation time.
Packet Error Rate: For every transmitted MSDU within the A-MPDU aggregate, we compute the PER based on the error model presented in Section 3.4.1.
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Note that this metric is computed exclusively over the payload part and it does
not account for the error contribution of the PLCP header.
Overhead: We measure the amount of medium access overhead (i.e., DIFS and
backoff), bandwidth reservation overhead (i.e., RTS/CTS exchange), PHY
header overhead (i.e., preamble, PLCP header, and signaling field), and other
control information overhead (i.e., BACK and CTS-to-self frames). We represent the overhead based on the airtime occupancy of the different components
relatively to the total simulation time. For convenience, we also show the
airtime percentage of payload transmissions.
Bandwidth: Depending on the success of the RTS/CTS bandwidth negotiation,
a specific bandwidth is selected. We capture the bandwidth selected for every
payload transmission.
Data Rate: The considered transmission schemes select the data rate in a different
manner. The legacy and power loading schemes employ the rate adaptation
algorithm ARF [KM97] as already described. Bit loading selects a particular
modulation per subcarrier based on the channel states per subcarrier and the
chosen target BER. When the latter algorithm has converged, a particular data
rate can be computed. Our switch-off heuristic disables attenuated subcarriers
and performs channel inversion power loading on the active ones. The resulting
channel is flat in the frequency domain, such that the most appropriate data
rate can be selected best on precomputed (SNR versus rate) lookup tables.
For all these approaches we compute the average number of transmitted raw
data bits (i.e., payload and coding redundancy bits) per symbol.
3.7.4.3

Results

In the following we gradually present the simulation results, thereby increasing the
number of considered features.
Impact of Protocol Overhead
In Figure 3.33 we show the goodput comparison while exclusively accounting for the
impact of protocol overhead. There are a few important observations that can be
made based on these results. First, a very low goodput is obtained (up to 24 Mbit/s)
which is in clear contrast to the high goodput performance observed in the PHY
simulations presented in previous sections. The large amount of overhead (i.e.,
medium access, bandwidth negotiation, signaling, ACK, inter-frame spacing, and
CTS-to-self) eliminates the benefits from both high bandwidth transmissions and
the accurate distribution of resources conducted by loading schemes. Second, our
decision tree heuristic and bit loading are able to successfully convey payload information under low SNR conditions, as channel errors only affect the payload part.
However, these two schemes are progressively outperformed by power loading and,
at higher SNR values, by the legacy scheme. Clearly, the lower overhead of the
latter (i.e., no signaling field and no CTS-to-self frame) has a high relevance under
the considered conditions. Qualitatively similar results were obtained in [PEG11]
by means of network simulations using OPNET Modeler.
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Figure 3.33 Impact of protocol overhead on the goodput performance over a 160 MHz
channel B. While the considered loading schemes outperform the legacy transmission in the low SNR range, the gain is marginal, or does not even exist,
under better propagation conditions. In general, the large amount of overhead
renders useless both the better PHY performance of loading algorithms and the
employment of large bandwidths.

Figure 3.34(a) shows that all transmission schemes achieve remarkably high data
rates. The switch-off heuristic and bit loading schemes employ lower data rates
under challenging propagation conditions (i.e., at low SNR values) to guarantee
an acceptable PER, which stems from the deactivation of attenuated subcarriers.
Figure 3.34(b) shows that, as the propagation conditions improve, these schemes
provide the highest data rates, while keeping a low PER. In addition, the decision
tree heuristic achieves the best error performance.
Figure 3.35 illustrates the distribution of airtime occupancy for the different transmission schemes. It can be clearly seen that a good error performance not only
increases the number of correctly received data frames, but also reduces the amount
of time required for accessing the wireless medium. The latter component dominates the airtime occupancy of the legacy and power loading schemes under low
SNR conditions. In general, the airtime occupied by payload transmission is negligible compared to that of the protocol overhead, which explains the low goodput
performance observed in Figure 3.33. Finally, the significant amount of overhead
introduced by CTS-to-self frames to maintain backwards compatibility when employing bit loading or the decision tree heuristic contributes to the goodput loss
experienced by the latter schemes.
In this context, Figure 3.36 illustrates the goodput comparison when the CTS-to-self
frames are removed from the transmission sequence of bit loading and decision tree
switch-off. This evaluation is relevant to characterize the performance of the latter
schemes under green-field conditions, that is, when all the nodes in a network can
decode the transmitted payload frames that do not comply with the standard format.
If these frames are not required, more airtime is made available for transmitting user
information and a higher goodput is achieved. For instance, the subcarrier switch-off
heuristic provides the best goodput performance among the considered schemes.
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Figure 3.34 Data rate and packet error rate comparison over a 160 MHz channel B.

Impact of Erroneous Control Frames and PHY Headers
Figure 3.37 shows the performance comparison over channel B, when the impact
of channel errors affecting the transmission of PLCP headers and control frames
is taken into account. As the latter are transmitted employing an homogenous
distribution of resources, a goodput reduction is expected for loading schemes that
adapt power and modulation to the instantaneous channel state to improve the
reliability of the payload part. Figure 3.37(a) confirms this conjecture and shows
that none scheme is able to successfully convey user information at 10 dB SNR.
Recall that the SNR is computed based on a 20 MHz bandwidth and decreases for
larger bandwidths as the power budget is fixed per device. While the goodput
gain of loading algorithms over the legacy scheme is remarkable at 20 dB SNR, the
gain vanishes with improving propagation conditions. In addition, our decision tree
heuristic and especially bit loading suffer a significant performance loss that stems
from the larger PLCP header. These schemes require a signaling field to inform
the receiver about which subcarrier is active (i.e., 1 bit per subcarrier) or which
modulation is used per subcarrier (i.e., 3 bit per subcarrier), respectively. The larger
PLCP header increases not only the protocol overhead, but also the probability of
experiencing channel errors.
Figure 3.37(b) shows the packet error rate performance. Recall that this metric
is computed over the payload part and hence does not directly reflect the overall
packet loss probability. Nevertheless, there are minor differences compared to Figure 3.34(b), which stem from employing a different channel bandwidth. The latter is
illustrated in Figure 3.37(d) and shows the result of the bandwidth negotiation process. As control frames can be corrupted due to channel failures, the whole 160 MHz
bandwidth is not always selected. Bandwidth limitations are typically experienced
at 10 dB SNR and only sporadically at 20 dB. One consequence of employing lower
bandwidth is the reduction of frequency selectivity (see Section 3.3.2), which correspondingly improves the error rate (see Figure 3.5).
Figure 3.37(c) shows the average data rate selected by the different schemes. There
are no significant differences compared with Figure 3.34(a) except for a loss suffered by all schemes in the low SNR range. For instance, the data rate reduction
experienced by bit loading goes up to 35 %, which is in contrast to the 17 % loss
experienced by the switch-off heuristic.
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(a) Legacy: The high packet error rate (Figure 3.34(b)) increases the time required for
accessing the medium. The time spent for
user information is below 10% of the total
simulation time for all considered points.
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(b) Power loading: A similar distribution of the
airtime occupancy as with the legacy scheme
is obtained with pure power loading. Nevertheless, the better error performance of the
latter results in a lower medium access delay.
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(c) Decision tree switch-off:
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amount of airtime consumed by protocol
overhead compared to payload transmissions
increases with improving propagation conditions. The bandwidth reservation is the overhead component with the largest impact.
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(d) Bit loading: This scheme exhibits a similar
distribution of airtime occupancy as the decision tree heuristic. Nevertheless, less airtime
is employed for transmitting data, which can
be explained by the higher transmission rates
of bit loading (Figure 3.34(a)).

Figure 3.35 Overhead comparison over a 160 MHz channel B with CTS-to-SELF.
Errors happening to PHY headers and control frames dramatically change the distribution of airtime occupancy experienced by our switch-off heuristic and bit loading.
Figure 3.38 illustrates that under challenging propagation conditions most airtime
(up to 80 %) is spent on trying to access the wireless medium. Although the fairness
of the airtime distribution improves with an improving signal quality, the amount
of airtime used for transmitting user information is marginal (up to 10 %) compared
to the overhead components. Bit loading achieves qualitatively very similar results.

Impact of Frame Aggregation
The investigations conducted so far have shown that 802.11 ac transmissions are
strongly limited by the large amount of protocol overhead. The primary goal of
achieving very high throughput cannot be achieved by exclusively relying on large
bandwidth transmissions. However, there are methods for reducing the impact of
protocol overhead. For instance, MU-MIMO allows the transmission of payload
frames from the AP to different users simultaneously exploiting spatial diversity. In
addition, multiple frames can be aggregated and transmitted sequentially within one
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Figure 3.36 Goodput comparison when the bit loading algorithm and the subcarrier switchoff heuristic do not transmit a CTS-to-self frame to guarantee backwards compatibility with non-dynamic devices as proposed in [GEPW07a]. The correspondingly lower amount of protocol overhead results in a higher goodput.

medium access, see Section 2.2.4.2. In the following we investigate the potential of
A-MPDU frame aggregation in combination with the usage of large bandwidths.
Figure 3.39 shows the performance comparison when 10 and 50 MSDUs frames are
aggregated. In general, the goodput achieved by all schemes increases dramatically from 20 Mbit/s without aggregation up to 150 Mbit/s (see Figure 3.39(a)) and
400 Mbit/s (see Figure 3.39(b)), respectively. Frame aggregation enables the different schemes to exploit their PHY efficiency. This is specially true for bit loading
and the switch-off heuristic. The latter outperforms all other schemes significantly
at most of the considered SNR points. For instance, a goodput gain of 180 % and
207 % is obtained over the legacy scheme at 20 dB SNR when 10 and 50 MSDU
frames are aggregated, respectively. The gain over power loading is lower but still
significant.
Impact of Outdated Channel Information
All previous results have assumed the presence of up-to-date channel information.
Based on accurate channel knowledge, the considered loading schemes can distribute
the transmission resources in an appropriate manner. Nevertheless, precise channel
estimations may not be available at the transmitter at all times. For instance,
during the transmission of a large frame aggregate no new channel estimations are
performed and the resource distributions cannot be correspondingly corrected in case
of significant mismatches. In addition, even though recent channel information may
be available, it can be preferable not to compute the solution of a loading algorithm
to save some computational power. In the following we investigate the impact of
outdated channel information and, consequently, of an inaccurate distribution of
power, modulation, and subcarrier resources. We start by analyzing the behavior of
the considered 802.11 ac channel models in the time domain, before presenting the
performance results.
Channel Analysis: When transmitter, receiver, or scatterers move, they potentially introduce a Doppler frequency shift fDoppler , which results in time variant
channel gains. In general, as indoor scenarios are characterized by low environmental speeds [Ee04], the channel gain variations due to the Doppler shift are slow.
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(c) Data rate: Errors in the PLCP header increase the number of packet failures, which
increases the probability of selecting a lower
transmission rate based on the rate (or target
BER) adaptation algorithm. The decision
tree heuristic chooses a transmission rate independently from frame success statistics.

(d) Bandwidth selection: Channel errors in the
control frames (i.e., RTS and CTS) suggest
that particular (20 MHz) spectrum portions
are occupied by concurrent transmissions.
As a consequence, these portions cannot be
employed to build a 160 MHz channel.

Figure 3.37 Performance comparison over channel B. The results account for channel errors
affecting PLCP header and any control frame.

Coherence time is a measure of the time span over which a channel is considered as
being static. Unfortunately, there is little agreement on how to define this metric.
For instance, it is defined as Tcoh = 1/fDoppler in [Be09] and Tcoh = 0.423/fDoppler
in [Rap96]. Both methods depend exclusively on the Doppler frequency fDoppler ,
whereas the latter is derived from the mobility speed in the communication surroundings as discussed in Section 2.1.3.
Coherence time can be also computed based on measured channel information. For
instance, as the minimum time shift necessary for the autocorrelation factor of the
channel gains to fall below a certain threshold θ. In our investigations, we use
the unbiased correlation function R̂xx (m) presented in Equation 3.29, which is wellsuited for the evaluation of measured data [Bre09]
R̂xxunbiased (m) =

1
· R̂xx (m),
M − |m|

m = 0, 1, . . . , L − 1 ,

(3.29)
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Figure 3.38 Protocol overhead experienced by decision tree switch-off over a 160 MHz channel B. The results account for channel errors affecting the PLCP header and
control frames.
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(a) Aggregation of 10 MSDUs per channel access: The impact of overhead is significantly
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for transmitting user information. The performance of loading schemes improves significantly.
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(b) Aggregation of 50 MSDUs per channel access: With an increasing amount of payload
information aggregated per channel access,
the goodput performance improves in a remarkable manner.

Figure 3.39 Impact of frame aggregation on the goodput over channel B. The results account for channel errors affecting the PLCP header and control frames. The
aggregation of multiple data frames per channel access exploits the better PHY
performance of the switch-off heuristic.

where M corresponds to the total number of samples, m is the amount of shifted
samples, and L refers to the maximum shift. The√ latter is typically chosen to
be L  M (in our investigations we select L = M ) in order to always have
enough overlapping samples for an accurate calculation of the average. Alternatively,
coherence time can also be defined as the time that needs to elapse for the channel
gain of single subcarriers to vary more than a predefined threshold ξ dB.
In the following, we characterize the coherence time of TGac channel models based
on the last two computation methods. Specifically, we chose θ = 0.9 and ξ = 3 dB. In
addition, we parameterize the channel mobility as discussed in Section 3.3.1, thereby
assuming a user speed ν = {0.18, 0.50, 1.20, 2.50} km/h [Be09] in channeld B, C, E,
and F, respectively. The corresponding results are shown in Figure 3.40(b) and Figure 3.40(a). The two methods with the selected thresholds are similarly restrictive.
As expected, the higher the mobility in a particular propagation environment, the
lower is the available coherence time. In the practically static parameterization of
channel B (typical conditions in home and small office scenarios), a large coherence
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(b) Coherence time defined as the time shift required to bring the autocorrelation of the
channel gains below the threshold of 0.9.

Figure 3.40 Coherence time performance of 802.11 ac channels.
time has been observed. For instance, the median of the values corresponds approximately to 40 ms. In addition, about 20 % of the observations exceed 100 or
150 ms depending on the model. Note that these values increase significantly if a
less restrictive threshold is chosen. In contrast to channel B, channel F exhibits
remarkably lower values. For instance, the median is below 10 ms and the coherence
time practically never exceeds 50 ms.
Performance Evaluation: The previous analysis clearly shows that indoor channels of small dimensions typically feature slow variations in the time domain. The
stability of the channel behavior allows for delayed channel information and delayed
computations of the dynamic distribution of power and modulation resources. A
major benefit from this observation is the reduction in channel estimation overhead
and computational resources. We are interested in the impact of outdated resources
distribution on the goodput performance. Figure 3.41 shows the goodput comparison over channel B when 50 MSDU frames are aggregated per channel access, while
accounting for a channel estimation delay of 10 ms (Figure 3.41(a)) and 100 ms (Figure 3.41(b)), respectively.
A delay of 10 ms over channel B does not affect the performance of the considered
loading schemes in a perceptible manner. The loss in goodput is marginal and does
not exceed 1 % of the goodput achieved with recent channel information. The situation changes remarkably when the channel estimation frequency is extended to
100 ms. As already illustrated in Figure 3.40, after 100 ms the behavior of channel
B cannot be considered to remain static. This observation translates into a performance loss suffered by the loading algorithms. The loss is larger the more parameters
are adapted to the channel state of the channel. The goodput performance of power
loading is only marginally affected by the outdated channel state, whereas bit loading loses up to 3 %. However, the switch-off heuristic is more sensitive to variations
of the channel conditions and experiences a maximal goodput loss of 14 %. This
sensitivity stems from the threefold adaptation of transmission parameters; not only
the number of disabled subcarriers and the power are dynamically selected, but also
the transmission rate is chosen based on the previous two decisions. However, recall
that every large bandwidth transmission is negotiated based on the RTS/CTS frame
exchange. Hence, recent channel information is in general available.
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(a) Channel estimation and algorithm computation conducted with a periodicity of 10 ms:
The large coherence time of channel B avoids
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(b) Channel estimation and algorithm computation conducted with a periodicity of 100 ms:
The large time span between consecutive
computations of the dynamic algorithms
leads to a significant goodput reduction.

Figure 3.41 Impact of outdated channel information on the goodput performance of loading
algorithms over channel B. The results account for channel errors affecting
the PLCP header and control frames. An aggregate of 50 MSDU frames is
transmitted per channel access.

3.8

Discussion

In this section we investigate specific issues that were not addressed in the performance evaluation. Specifically, we investigate the PHY performance of the legacy
scheme when MIMO Transmit Beamforming is applied and when a perfect choice of
the transmission rate is made. We are interested in the performance gain that can
be achieved under these conditions by employing loading algorithms, and in particular our switch-off heuristic. Finally, we conduct an evaluation of the computational
complexity of some of the considered loading schemes.

3.8.1

Impact of MIMO Transmit Beamforming

In Section 2.2.4 we introduced some of the MIMO techniques supported in 802.11 ac.
TxBF exploits channel knowledge to pre-process the signals transmitted over the different antennas, so that they overlap constructively at one of the receiver antennas.
This is a powerful method for flattening the perceived channel and improving the
quality of the communication. As MIMO TxBF reduces the frequency selectivity,
it is unclear if loading algorithms in general and subcarrier switch-off in particular, yield a sufficient performance gain that justifies the additional complexity and
overhead costs.
In the following, we first study the impact of TxBF on the frequency selectivity of
802.11 ac channels, thereby focusing on the channel gain spread and the coherence
bandwidth. Afterwards, we evaluate the goodput performance of the SISO legacy
scheme and the switch-off heuristic against the legacy scheme on top of a 2x2 MIMO
system using TxBF.
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Figure 3.42 Analysis of frequency variability in 802.11 ac channels employing MIMO TxBF
over a 160 MHz bandwidth. The channel gain spread decreases and the coherence bandwidth increases compared to the SISO transmission, that is, compared
to Figure 3.1 and Figure 3.3, respectively.

TxBF and Frequency Selectivity
We generate channel traces using the model presented in [Sch03] as already described
in Section 3.3.1. To account for the effects of TxBF on the channel, we assume perfect
channel knowledge at the transmitter. With that knowledge, the relative phase shift
between the transmitted signals can be corrected so that the latter reach the receiver
(i.e., one of the antennas) in phase. Hence, both signals combine constructively at
that antenna and the quality of the received signal is improved.
Figure 3.42(a) shows the resulting spread of the channel gains over 160 MHz bandwidths. For channel B the median of this metric corresponds to 12.5 dB, while for
channel F it reaches 21.5 dB. Without TxBF a significantly larger spread was observed in Figure 3.1(b), namely 26 dB and 36 dB in channels B and F, respectively.
Figure 3.42(b) shows the coherence bandwidth obtained based on a channel gain variation threshold of 3 dB. A precise definition of this metric is given in Section 3.3.2.
Again, TxBF alters the perceived channel state compared to the SISO transmission
(see Figure 3.3). For instance, the median of the coherence bandwidth in channel
B increases from 2 MHz in the SISO case up to about 8.5 MHz with TxBF, while it
increases from 0.5 MHz to 1 MHz in channel F.
Clearly, TxBF efficiently addresses the problem of frequency selectivity in 802.11 ac.
However, even with perfect channel knowledge, the latter is not completely removed
from the system. In the following, we conduct an evaluation with two goals in mind.
First, we are interested in the goodput gain provided by TxBF when power and
modulation resources are homogeneously distributed across all available subcarriers.
Second, we investigate the performance of our subcarrier switch-off heuristic over a
SISO channel and compare it to the legacy MIMO with TxBF.
Performance Comparison
In this evaluation we focus exclusively on the PHY performance of the different
schemes. When using TxBF we assume perfect channel knowledge and the use of
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Figure 3.43 MIMO TxBF reduces the perceived frequency variability of the channel. Hence,
the performance degradation resulting from the homogenous distribution of
power resources and the use of all available subcarriers is reduced. Despite the
goodput improvement of the legacy scheme, the switch-off heuristic achieves
higher goodput over 20 MHz and especially over 160 MHz bandwidths.

half the power budget (i.e., 50 mW) per antenna. Furthermore, we assume that both
transmitted signals overlap in a perfectly constructive manner at one of the receiver
antennas.
Figure 3.43(a) shows that, even under low-dispersive conditions (i.e., 20 MHz channel
B), a significant performance gain can be obtained by means of TxBF. For instance,
18 % more goodput is achieved at 30 dB SNR. At the latter point, the accurate deactivation of subcarriers and the dynamic distribution of power provides a remarkable
performance boost, such that TxBF is outperformed by up to 30 %. This trend
can also be observed in wider and more dispersive channels. Figure 3.43(b) shows
similar results over 160 MHz channel F. At 30 dB SNR, TxBF achieves 65 % more
goodput than the legacy SISO scheme, whereas our switch-off heuristic provides an
additional gain up to 55 %.
Besides the benefits that subcarrier switch-off provides to a SISO communication,
this approach could also be employed on top of a MIMO system. As reliability
is already guaranteed by the accurate deactivation of subcarriers, we envision an
approach that combines subcarrier switch-off with MIMO spatial multiplexing to
roughly duplicate the amount of user information conveyed per channel access.

3.8.2

Impact of Perfect Rate Adaptation

The PHY performance results presented in Section 3.4, Section 3.5, and Section 3.6
accounted for a synthetic approach for selecting the transmission rate of the legacy
scheme, power loading, and subcarrier switch-off (both optimal and suboptimal solutions). Specifically, multiple simulation runs were conducted to choose the most
appropriate rate based on their average long-term performance. While this method
guarantees the best long-term goodput for each considered SNR point, it does not
necessarily yield the best performance per channel instance. Similarly, the performance results of the legacy and power loading schemes presented in Section 3.7 were
based on the ARF [KM97] rate adaptation algorithm, which does not guarantee the
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optimal data rate selection. We are interested in the potential of loading algorithms
to outperform the legacy scheme, assuming that the latter always selects the most
appropriate transmission rate.

Simulation Methodology
To abstract from the impact of inaccurate rate selections, we iterate over all available transmission rates for each channel instance and select the one that yields the
highest goodput based on the error model introduced in Section 3.4.1. We follow
this approach for the legacy, power loading, and the optimal and suboptimal switchoff approaches. Similarly as in previous sections, we conduct a search for the most
appropriate target BER for the bit loading scheme. Recall that the decision tree
heuristic automatically selects the transmission rate.

Results
Figure 3.44 shows the goodput results for a 20 MHz channel B. For a convenient
comparison we also show the results obtained without optimal rate adaptation in
Figure 3.44(b), which have been already presented in Section 3.6. After comparing
both graphs, it is clear that the goodput gain of bit loading and subcarrier switch-off
is significantly reduced over a 20 MHz bandwidth. These results suggest that efficient
and fast responding rate adaptation algorithms provide good means to counteract
the effects of multi-path fading of the wireless channel. A fine-grained distribution of
power, modulation, and subcarrier resources on top of a perfectly selected data rate,
provides a only a modest improvement to the communication over narrow bandwidths. Figure 3.44(c) shows a similar comparison but over a 160 MHz channel F.
Again, we observe that power loading and the legacy scheme experience a significant performance improvement. However, under these highly dispersive propagation
conditions, the latter schemes are clearly outperformed. The higher the frequency
variability of the channel, the larger is the benefit from applying a dynamic adaptation of transmission resources on a subcarrier basis. These results illustrate that,
regardless of the rate adaptation accuracy of the legacy scheme, large goodput gains
can be achieved by means of our proposed subcarrier switch-off algorithms over large
bandwidths.

3.8.3

Computational Complexity

The performance gain provided by loading algorithms comes at the cost of a higher
computational complexity, among others. Large convergence times do not only increase the energy consumption of the transmitting device, but more importantly can
lead to a delayed usage of the computed solution. This is particularly problematic
in mobile environments, as the channel conditions considered for computing the resource assignment may differ significantly from those present when transmitting the
frame. We have studied the impact of computational time on the performance of
power loading in [PEG12].
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Figure 3.44 The goodput gain of the loading algorithms over the legacy scheme is reduced
if the most appropriate data rate is selected per channel instance. While the
benefits of the dynamic distribution of power and/modulation resources per
subcarrier are modest over 20 MHz channels, over 160 MHz they are remarkable.

Evaluation Methodology
In this section we measure, by means of simulations, the computation time of our
decision tree heuristic under different signal strength conditions, different frequency
bandwidths, and different channel types. In addition, we compare it against Hunziker’s optimal power loading algorithm [HD03] and the greedy bit loading algorithm
proposed in [HH].
The decision tree heuristic can be split into four different algorithmic components.
First, the channel gains of the individual subcarriers need to be sorted. Once the
considered channel metrics (i.e., average SNR, channel gain spread, and channel gain
variance) have been obtained, a specific tree branch is followed based on the value of
the former. We account for the required time to travel the tree structure, which is
the only step in the computation that does not scale with the number of subcarriers.
Note that for this analysis we consider a tree depth of 10. The third component
consists of the iterative deactivation of subcarriers until the desired channel gain
spread is achieved. Finally, a channel inversion power loading is applied on the
active subcarriers.
We compute the different times in MATLAB (i.e., by means of the native tic-toc
functions) using a four 2.5 GHz core machine with Ubuntu Operating System (OS).
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Figure 3.45 Sorting and channel inversion power loading are computationally simple. Their
computation time modestly increases with the bandwidth. Traveling the structure of the decision tree (recall that we consider a depth of 10) is independent
from the bandwidth and it is a computationally simple task. Disabling subcarriers until achieving the desired frequency variability increases significantly with
the bandwidth. While over 20 MHz its contribution is comparable to that of
the other components, over 160 MHz it is clearly the convergence bottleneck.

During the computation no other user processes were running. Within a loop we
compute the average computation time and the corresponding variance over 105
algorithm iterations. We repeat the latter over 1000 different channel realizations
per average SNR, four different average SNR values per bandwidth (10, 20, 30, and
40 dB), three different bandwidths (i.e., 20, 80, and 160 MHz) per channel type,
and two different channel types (i.e., channels B and F). We configure the bit and
power loading algorithms so as to operate with the most appropriate target BER
and transmission rate, respectively.

Results
Figure 3.45 shows the results obtained for channel B over a 20 MHz and a 160 MHz
bandwidth. The proposed heuristic has a relatively low computation time over
20 MHz, as shown in Figure 3.45(a). Regardless of the propagation conditions a
maximum of 90 µs are required. While the time needed for sorting the subcarrier gains, traveling along the tree branches, and distributing the power is in general
independent from the average SNR conditions, the time needed for deactivating subcarriers decreases with improving propagation conditions. This is associated with
the lower number of subcarriers that are disabled under high SNR values (see Figure ??). The results over a 160 MHz bandwidth are presented in Figure 3.45(b) and
show that the iterative search for the number of disabled of subcarriers that fulfills
the desired channel gain spread is the computational bottleneck of the heuristic.
While the other three components do not exceed 50 µs, the latter step requires up
to 1.6 ms. It is important to note that we considered the trivial implementation,
where the worst subcarriers are sequentially being disabled until the desired gain
spread is achieved. More efficient implementations such as a binary search would
significantly reduce the required time. Figure 3.46 shows the (total) computation
time of the decision tree heuristic for different bandwidths and SNR values. Again,
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Figure 3.46 Computation time comparison of the decision tree heuristic over different bandwidths (i.e., 20, 80, and 160 MHz) and for two different channel types (i.e.,
channel B and F). The time scales with the dispersive behavior of the channel,
that is, it decreases with increasing signal strength and increases with the delay
spread and the bandwidth.

it can be observed that the time decreases with increasing bandwidth and improving
propagation conditions. Challenging propagation conditions lead to a large number
of disabled subcarriers required to balance the impairments of the channel. This
same reasoning explains the increase in computation time observed for channel F in
Figure 3.46(b). However, despite convergence times in the order of 1-2 ms, the large
coherence time of indoor channels would minimize the performance degradation that
can be expected as a result of a delayed computation [PEG12]. In Figure 3.47 we
compare the computation time of bit loading, power loading, and our heuristic. In
general, the first two algorithms require a larger time to converge. Hughes-Hartogs’
bit loading [HH] is known to be computationally complex, and Hunziker’s power
loading not only requires an iterative process to approach the optimal solution but
also the numerical computation of Lambert’ W function as discussed in Section 3.5.1.
While our heuristic provides a solution to the power distribution, the number of subcarriers, and the transmission rate, the considered bit and power loading algorithms
require the additional task of selecting the most appropriate target BER and transmission rate, respectively. This fact could further increase the time needed to achieve
the goodput performance exhibited in Section 3.5.4.
Despite the non-negligible computation time of the switch-off heuristic over large
bandwidths, we identified the computation bottleneck and expect significantly lower
times by means of more efficient implementations. In addition, the measured times
are comparable and in general lower than bit loading [HH] and power loading [HD03]
algorithms.

3.9

Related Work

OFDM has become the de-facto transmission technology in 802.11 WLANs. The
multiple subcarriers that make up for the channel bandwidth allow for a fine-grained
distribution of resources so as to overcome the negative impact of frequency-selective
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Figure 3.47 The computation time required by our decision tree heuristic is, in general,
significantly lower than that of bit loading and power loading.

fading. Extensive research efforts, in particular during the last two decades, have
led to a vast number of approaches to the dynamic adaptation of power and/or
modulation resources [HH, CCB95, FH96, Czy96, GC97, KRJ00a, KH99, GLW02,
HD03, AOT05, MDH06, GEPW07a].
For instance, the adaptation of the transmit power per subcarrier is preferred over
the equalization at the receiver side, to avoid the amplification of both signal and
noise components [KH99]. However, distributing the power inversely proportional
to the estimated channel gains, also known as channel inversion, results in extremely
large variations of power levels across subcarriers. The latter increases the complexity and cost of the transceiver, as the linearity behavior of the power amplifier needs
to cover a larger range of input power values [KH99]. The authors propose an efficient
approach for avoiding this linearity constraint, which consists of disabling those subcarriers that would hamper the pre-equalization (i.e., the power adaptation) phase.
The algorithm first computes the power required per subcarrier assuming a perfect
channel inversion. Power is sequentially distributed to those subcarriers requiring
the lowest amount until no more power is available. The subcarriers that have not
received any power are not considered for transmissions. Hence, subcarrier switchoff is used as a method for reducing the complexity of the power amplifier rather
than for maximizing the communication performance. The same authors suggest
that the two-level modulation (i.e., on/off) allows for techniques that blindly detect
active subcarrier without the need of explicit signaling. The availability of such
blind-detection techniques would completely eliminate the introduced overhead of
subcarrier switch-off. Not only would the signaling field be obsolete, but the deactivation of attenuated subcarriers would remain compliant with the 802.11 standard
and avoid the associated overhead (e.g., the transmission of a CTS-to-self frame).
Adaptive modulation and bit loading approaches disable specific subcarriers if the
particular algorithms decide to distribute modulation and/power resources to better
performing subcarriers. Nevertheless, these techniques increase the hardware and
computational complexity and introduce a non-negligible amount of protocol overhead when applied to 802.11 systems. As an alternative lightweight approach, some
works [MtB04, JHSC07, THC09, NW13] have investigated the pure deactivation of
subcarriers to improve the communication performance.
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The authors in [MtB04] investigate the potential of subcarrier switch-off to improve
the goodput performance of an 802.11 n system, both in SISO and MIMO (2x3 and
3x4) configurations. By means of simulations the authors observe goodput gains up
to 3 dB in the SISO case, while the gain decreases under MIMO conditions due to the
existing spatial diversity. Our investigations confirm the latter observation in the
presence of MIMO transmit beamforming. Finally, the authors claim that deactivating a fixed number of subcarriers regardless of the channel conditions and the used
modulation, does not yield a remarkable performance improvement. Instead, they
observe a higher goodput when deactivating subcarriers based on a particular SNR
threshold. Unfortunately, the authors do not present any method that successfully
accomplishes the task under varying transmission and propagation conditions.
An algorithmic approach to the subcarrier switch-off task is provided in [JHSC07],
where the authors propose to iteratively compute the Shannon capacity of every
subcarrier for an increasing number of disabled subcarriers and starting with the
most attenuated ones. Finally, the authors select the number of disabled subcarriers
that maximizes the sum of individual capacities. The proposed method however
does not consider the effects of error correction coding on the success probability
of packet-based transmissions, which is a major challenge for developing accurate
subcarrier switch-off approaches for 802.11 systems. In addition, the authors do not
propose to dynamically distributed the power resources among the active subcarriers.
In our investigations, we have observed a significant performance improvement from
the latter task.
The major drawbacks of the previous work, has been partially addressed in [THC09].
The authors propose to jointly disable attenuated subcarriers and distribute the
power so as to maximize the goodput of an OFDM system. First, goodput is modeled as a sigmoidal function, where the latter is parameterized based on empirical
measurements. However, this modeling approach cannot be used to provide a closeform solution of the best power distribution. Hence, the authors propose to only
consider the exponentially rising part of the sigmoidal function, which also corresponds to the practically relevant portion. Modeling the goodput curves employing exponential functions allows for a close-form solution to the power distribution
problem. In addition, the authors propose to disable those subcarriers whose SNR
is expected to have a poor contribution to the goodput as predicted by their model.
Nevertheless, one main limitation of the proposed method is the inaccuracy of the
goodput model (which is also mentioned by the authors) and the required parameterization based on calibration measurements. Furthermore, a new calibration is
theoretically needed in every new scenario, in order to account for the particularities of the propagation environment. The latter significantly limits the applicability
of the approach. Note that the propagation conditions (i.e., average SNR, delay
spread, and bandwidth, among others) have an important impact on the number of
disabled subcarriers and the corresponding SNR threshold for deactivation, which
we have shown in Figure 3.20.
In this chapter we show that an optimal or close-to-optimal solution to the goodput maximization problem cannot be found by simply disabling subcarriers based on
fixed SNR thresholds. The interdependency between number of disabled subcarriers,
power per subcarrier, and employed modulation (among other transmission parameters) is extremely complex and does not allow for accurate and general close-form
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solutions. Instead, we claim that a suitable and practically feasible approach consists of measuring the achievable performance for varying parameter combinations
under fixed propagation conditions. Next, the knowledge obtained after learning
the structure of the best performing solutions can be applied to achieve robust solutions to new problem instances. Hence, powerful and flexible hardware platforms
are required.
In the last years the capabilities of fully programmable devices have been continuously rising. Various works have implemented and evaluated the performance of
particular loading algorithms by means of measurements [LVE+ 07, NW13].
The authors in [NW13] implement subcarrier switch-off on the Wireless Open-Access
Research Platform (WARP) software-define radio platform. The focus of their work
is exclusively set on the deactivation of attenuated subcarriers, whereas no dynamic
power distribution is applied to the active subcarriers. Furthermore, the number of
subcarriers to be disabled is based on an SNR threshold, which is determined empirically for every MCS. The evaluation is conducted in a static indoor scenario exempt
from interference and user mobility, where a remarkable throughput improvement
(up to 250 %) can be achieved by means of this lightweight approach compared to
the default transmission that uses all available subcarriers. We envision a similar
measurement methodology to keep track of the most efficient switch-off solution for
different MCS together with our proposed channel metrics. With our method we obtain solutions that can be generalized to different propagation conditions (i.e., delay
spread, channel bandwidth, average signal strength) without requiring continuous
scenario-specific measurements. A similar work [LVE+ 07] implements a dynamic
multi-user OFDM approach for 802.11 a/g into a commercial software-define radio platform. Given some algorithmic simplifications, real-time computation was
possible. Large throughput gains compared to static approaches were measured
in [VFK08].
Finally, subcarrier switch-off has been considered to enable dynamic spectrum sharing [ZS11]. The authors implement the required PHY functionalities on GNURadio [Gnu] and test them by means of USRP radio boards [Ett]. Basically, in a first
phase the wireless activity in different sub-bands (i.e., blocks of multiple subcarriers)
is sensed. Based on the measured interference map, particular sub-bands are not
used for transmissions by nulling all subcarriers within that sub-band and, thereby
effectively reducing inter-cell interference.
A similar technique to subcarrier switch-off, namely channel width adaptation has
been proposed in the recent years [CMM+ 08, PB11]. This technique disables groups
of subcarriers [PB11] (in GNURadio/USRP) or modifies the system clock [CMM+ 08]
(in Atheros Network Interface Cards (NICs)) to adapt the usable bandwidth. In
general, these works do not strive for optimal subcarrier deactivation policies and are
rather interested in the increased power per subcarrier and larger coverage achieved
when transmitting over smaller bandwidths. While the selective deactivation of
particular subcarriers [PB11] offers flexibility and a fine-grained adaptability, the
authors in [CMM+ 08] observed an improved resilience to delay spread due to the
larger time guard intervals resulting from the reduced system clock.

3.10. Summary and Conclusions

3.10

119

Summary and Conclusions

In this chapter we have investigated the impact of large frequency bandwidths on the
communication performance of upcoming 802.11 ac systems. In particular, we have
characterized how the perceived frequency variability of the channel increases with
the bandwidth and the challenges that the latter poses to the success of the communication. Next, we have evaluated, by means of simulations, various algorithms that
dynamically distribute power and/or modulation resources per subcarrier so as to
cancel out and even exploit the frequency variability of the channel. While all the
considered algorithms (i.e., power loading [HD03], adaptive modulation [GEPW07a],
and bit loading [HH]) are in general able to improve the performance, they all present
severe drawbacks. First, the pure adaptation of transmit power is dramatically impaired by the burden of highly attenuated subcarriers. Second, adaptive modulation
and bit loading introduce a significant amount of protocol overhead and increase
the complexity of the transceiver design. While the capabilities of current hardware [war, Ett] devices suggest that the latter point is less problematic, the required
overhead limits the performance in a noticeable manner, particularly affecting large
bandwidth transmissions.
The identification of these problems calls for more efficient dynamic approaches. We
have proposed a hybrid approach that disables the worst subcarriers in terms of signal strength, thereby addressing the main drawback of power loading. Next, a simple
channel inversion [KH99, Erm06] is used to dynamically distribute the power over the
active subcarriers, which marginally increases the computational complexity. Our
proposed approach requires the receiver to be informed about which subcarriers are
employed for transmitting payload. The overhead associated with this signaling information corresponds, in the trivial case, to 1 bit per subcarrier, which significantly
reduces the overhead required by adaptive modulation and bit loading [GEPW07a],
that is, 3 bit per subcarrier. In addition, our proposed on/off scheme reduces the
transceiver complexity compared to (de)modulating a varying number of bits per
subcarrier. Finally, to further reduce the computational complexity and allow for
the joint selection of the transmission rate, we develop a decision-tree heuristic that
learns the structure of good solutions to the problem. The gathered knowledge is
later employed to easily derive new solutions at runtime.
In this chapter, we do not use machine learning to directly solve a classification or an
optimization problem. Instead, we propose to obtain multiple solutions to the joint
problem of adapting disabling subcarriers, distributing the power, and selecting the
transmission rate. These solutions can be collected by means of simulation models
or prototypes (for instance using the framework presented in [NW13]). Next, the
structure of the best performing solutions can be learned to be applied on future
problem instances. Summarizing, we indirectly convert a regression problem into
a solver of a complex multi-dimensional and non-linear optimization problem. The
solutions of our proposed heuristic exhibit a remarkable accuracy and robustness
together with a modest computation time.
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4
Vehicular Communication Reliability
under Jamming Attacks
In the previous chapter, we focused on design aspects of indoor 802.11 networks.
Specifically, we discussed the impact of very large frequency bandwidth on the
performance of 802.11 ac systems and proposed a novel approach for improving
throughput and reliability. A different amendment within the 802.11 family, namely
802.11 p [IEE10], was developed to enable vehicular communication for the support of safety-critical [HH10, SLC11, BSKW09] and traffic management applications [FFCa+ 10, NAT+ 12, SDLCG12], among others. Therefore, communication
reliability and timely message delivery are the major design goals of this standard
amendment.
Malicious interference, also known as jamming, can severely disrupt the communication [HPP11, BKL+ 08]. However, the problem of jamming has not been directly
addressed by the 802.11 p amendment. In this chapter, we characterize the impact
of jamming on 802.11 p transmissions. Based on extensive field measurements, we
observe a large potential of jamming to disrupt the communication and to pose a serious threat to safety-critical applications over VANETs. To address this problem we
propose a machine learning-based jamming detection algorithm. We implement and
test our approach on commodity 802.11 hardware and demonstrate a high detection
accuracy in indoor and vehicular scenarios.
The remainder of this chapter is structured as follows. In Section 4.1, we motivate
this investigation and highlight the main contributions. In Section 4.2, we characterize the impact of Radio Frequency (RF) jamming on 802.11 p-based vehicular
communication. Specifically, we first introduce the 802.11 p and jammer devices considered in the evaluation, thereby focusing on the packet reception mechanism and
proprietary interference mitigation algorithms featured by the employed 802.11 p
devices. Afterwards, we present the evaluation conducted indoors, which lays the
foundations to later understand the impairments that jamming causes on a vehicle
platoon in different outdoor scenarios. In Section 4.3 we propose a jamming detection framework for 802.11 networks. We provide a detailed description of the metrics
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used as indicators of jamming activity and how Random Forests exploits them to
accurately determine the presence of an attack. Finally, in Section 4.4 we conclude
the chapter.

4.1

Motivation

In general, there is little knowledge about the robustness of 802.11 p communications
against jamming and, more precisely, of the viability of safety-critical applications
over VANETs in the presence of jamming. This is an important issue that needs to
be addressed before drivers become habituated to the warnings of on-board safety
applications provided by their vehicles. There is a risk that drivers start blindly
relying on these applications, once they have observed their usefulness and reliability
for some time. Given a certain degree of habituation to those warnings, a jamming
attack can severely threaten road safety by disrupting communication.
The impact of jamming on the performance of classical 802.11 networks has been
intensively studied in the last years [BKL+ 08, HPP11, KSHH04, NRST11, IKD+ 09].
However, no single work has characterized the impact of jamming in the context of
802.11 p VANETs. The motivation for such a study is two-fold: First, the 802.11 p
amendment has been designed to overcome communication problems specific to the
vehicular environment, as presented in Section 2.2.2. This includes a reduction of the
frequency bandwidth to counteract the larger impact of multi-path fading and the
recommended employment of robust modulation and coding schemes, among others.
Second, it is important to understand the impact of jamming on the communication
in both the geographic and time domains. The latter are two relevant criteria to be
considered when evaluating the implications to road safety [BTD06].
In this chapter we address these issues and conduct the following investigations.
Robustness of 802.11 p Devices to Jamming: We conduct a thorough evaluation of the performance of 802.11 p devices under the impact of jamming by
means of measurements in an anechoic chamber. We account for a large variety
of jamming signals, namely a constant, a periodic, and a reactive jammer. We
present a detailed description of the packet detection procedure of commodity
802.11 devices and identify the elements that are most vulnerable to jamming,
namely preamble-triggered false signal detections and dynamic range overflow
at the analog-to-digital converter. In addition, we investigate the potential
of Atheros proprietary interference-mitigation mechanisms to overcome the
impact of jamming, both in static and mobile environments.
Vulnerabilities of Safety-Critical Applications over VANETs: We evaluate
the robustness of VANETs to jamming in relevant vehicular scenarios with
mobility. Specifically, we consider a vehicle platoon in large open space and
urban environments. We observe that constant and periodic jamming signals
are able to effectively disrupt communication over extremely large areas.
Detection of Jamming Attacks: Motivated by the significant threat that jamming poses to car-to-car communications, we develop a framework that detects
jamming activity in 802.11 networks. We apply machine learning techniques to
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appropriately combine and weigh indicators of jamming activity obtained from
commodity 802.11 hardware. Our proposed detection mechanism exhibits a
promising accuracy both in static indoor and vehicular scenarios.

4.2

Characterizing Communication under Jamming

Before conducting outdoor experiments, we characterize the performance of 802.11 p
devices in a controlled environment provided by an anechoic chamber. This allows
us to avoid undesired effects, such as interference from neighbor networks and other
sources of electromagnetic activity, as well as multi-path fading. In the following,
we first introduce the devices used in our experiments. We later discuss the main
features of the packet reception mechanism and interference mitigation techniques
in commodity WLAN cards. Finally, we present the indoor results.1

4.2.1

Hardware Equipment

In the following, we describe the main characteristics of the jammer and 802.11 p
devices used in our experiments.
4.2.1.1

Jamming Device and Attack Profiles

There are different ways of implementing a jammer for 802.11 networks. One typical approach is to use off-the-shelf NICs and tune certain protocol parameters accordingly. For instance, this can be done by disabling the CSMA/CA carrier sense
mechanism as in [PBKG11]. Alternatively, one can also study the impact of jamming
devices that do not comply with the standard used by the legitimate signals targeted
by the attacks. The latter is the approach taken in this work. We use the WARP
board for implementing our jammer [war], which are software-defined radios where
the PHY processing is realized on Field Programmable Gate Array (FPGA), while
the MAC layer processing is performed on an integrated PowerPC core. We chose
this platform as it already offers an appropriate PHY design and enough flexibility to
configure the desired set of jamming attacks. The WARP board provides an 802.11like OFDM PHY featuring a 10 MHz bandwidth. The available transceiver [max]
supports transmission at frequencies up to 5.875 GHz, hence, covering 802.11 p channels 172 and 174 [IEE10]. While the board is designed to provide a maximal output
power of 18 dBm in the 2.4 GHz band, the transmit power provided in the 5.9 GHz
band is not specified in the data sheets. Therefore, we measured it with a spectrum
analyzer and found it to be, on average, 16.75 dBm. The OFDM signals transmitted
in the default WARP implementation do not comply with the 802.11 p amendment,
1

The content of this section is partially based on the joint work with Ana Aguiar, and James Gross
published in "In VANETs We Trust?: Characterizing RF Jamming in Vehicular Networks", 9th International ACM Workshop on Vehicular Inter-Networking, Systems, and Applications, June 2012 [PAG12].
In addition, it is partially based on the joint work with Carlos Pereira, Ana Aguiar, and James Gross
published in "Experimental Characterization and Modeling of RF Jamming Attacks on VANETs", IEEE
Journal on Transactions of Vehicular Technology (to appear). Finally, this section is partially based on
the bachelor’s thesis of Oliver Kotulski [Kot12].
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Figure 4.1 Frame format of the jamming signals generated by the WARP board. Short
interference signal with a 64 µs duration for the periodic jammer (left) and long
interference signal with a 2.71 ms duration for the constant jammer (right). Note
that the durations in the figure are not to scale.

as the PLCP header fields differ from the specifications. In this context, we have
observed that the transmitted WARP signals do not hinder legitimate devices to
access the medium. This is in accordance with other works [TGSB09, GWGS07]
reporting that most commercial 802.11 devices, including Atheros chipsets, do not
consider the medium busy if they do not detect a standard compliant transmission. A jamming device that prevents the transmitter from accessing the medium
would exhibit a higher effectiveness. Hence, the use of WARP as jammer represents
best-case conditions for the communicating devices. We implement three different
jamming profiles, namely periodic, constant, and reactive, which we describe in the
following.
Periodic jammer: The periodic jammer signal is characterized by a 64 µs ON
phase and a 10 µs OFF phase as shown in Figure 4.1(a). The frame format
of the periodic jammer consists of a zero-payload WARP frame and QPSK
modulated PLCP and MAC headers, which are preceded by 802.11-like short
and long training sequences. The format of this jammer frame is illustrated in
Figure 4.1
Constant jammer: In contrast to the periodic jammer, the constant jammer
is intended to be continuously transmitting a signal. Realizing this with a
WARP board is, however, not entirely possible. The amount of time that the
device can be continuously transmitting is upper-bounded. With the help of
an oscilloscope, we measure this time as 2.71 ms. Between two consecutive
transmissions there is an unavoidable 10 µs long gap that is required by the
hardware to set up a new transmission. Nevertheless, this jammer features very
long active periods, such that we consider it as a constant jammer. The constant jammer frame consists of two 802.11-like and one WARP-specific training
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Figure 4.2 Constant and periodic jammer profiles in the time domain compared with the
considered 802.11 p frame. The latter are transmitted at a rate of 100 packets/s,
which corresponds to an inter-frame time of 10 ms. Hence, the channel is idle
most of the time with respect to 802.11 p transmissions. The periodic jammer
features a length of 64 µs and an OFF phase of 10 µs. The constant jammer
sends frames that occupy the channel for 2.71 ms and requires 10 µs to set up a
new transmission. The durations in the figure are not to scale.

sequences and BPSK modulated PLCP and MAC headers. In addition, BPSK
modulated random payload is generated to make up for the aforementioned
2.71 ms, as shown Figure 4.1(b). In addition, Figure 4.2 illustrates the constant
and periodic jammer signals in the time domain compared to the considered
802.11 p frame. The format of the latter has been discussed in Section 2.2.5
and shown in Figure 2.31.
Reactive jammer: We design the reactive jammer to start transmitting upon
sensing energy above a threshold, which we set to -75 dBm. By means of measurements we determined this threshold as a good trade-off between jammer
sensitivity and false detection rate. To avoid reacting to sporadic noise power
peaks, we impose that the detected energy needs to exceed the threshold over
the time span Tdetect = 2 µs before an ongoing 802.11 p transmission is assumed by the jammer. If an 802.11 p transmission is detected, the WARP
board has to switch from idle to transmit mode, which introduces a delay of
10 µs. Hence, the minimum reaction delay Treaction corresponds to 12 µs. Our
reactive jammer is, to the best of our knowledge, the fastest compared to the
designs reported in literature. For instance, the authors in [WMSL11] used the
Universal Software Radio Peripheral (USRP) platform to implement a reactive
jammer with a reaction delay of 20 µs.
Additionally, the reaction delay can be increased via software in microsecond
granularity. We use the latter capability to add sleep time phases to the
reactive jamming signal, so as to transmit only one interference signal per
detected 802.11 p frame. By appropriately selecting the reaction delay, the
duration of the jamming signal (Tsignal ), and by adding a particular amount
of sleep time, several reactive jamming patterns can be obtained, most of
which are illustrated in Figure 4.3. The considered reactive jammer signals
are characterized by the tuple (Treaction , Tsignal ). Figure 4.4 illustrates the start
and end points of the attacks for the considered reactive jammer configurations.
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Figure 4.3 Reactive jammer profiles in the time domain compared with the considered
802.11 p frame. The reaction delay, the duration of the jammer signal, and the
existence or absence of a sleep time between two consecutive attacks, completely
characterize the reactive jammer.
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Figure 4.4 Point in time where the different reactive jammer configurations start (depending
on the reaction delay) and end (depending on the signal length and the existence
of sleep time) their attacks. The configurations affect different portions of the
802.11 p frame with different implications to the effectiveness of the attack.

4.2.1.2

IEEE 802.11 p Device

We use NEC Linkbird 802.11 p [FBZL09] devices as sender and receiver. These
devices are the result of several vehicular communication projects funded by the
European Commission and the German Federal Ministry of Education and Research,
namely Fleetnet, Cartalk2000, and Network on Wheels [oER, FE, Ger]. The devices
are reference implementations of the WAVE standard and they have been widely
used in VANET experiments [BVF+ 11, MKH11]. These devices employ an Atheros
chipset, specifically, an AR 512 with Hardware Abstraction Layer (HAL) version
0.9.17.1.

Packet Reception Process in 802.11
The reception of a packet in commodity 802.11 devices is a complex process that consists of various concatenated steps, namely automatic gain control, signal detection,
time and frequency synchronization, and signal demodulation. In the following, we
provide a detailed description of these steps, as they are relevant for understanding
the performance impairments caused by interfering signals.
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Figure 4.5 Analog reception chain in commodity 802.11 devices. Figure adapted from [Noi].
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Automatic Gain Control: Any signal that reaches the receiver, either noise,
interference, or user information, enters the reception chain illustrated in Figure 4.5.
The radio signal is first amplified, then mixed down to intermediate frequency, and
amplified again. The signal is then split into complex components, which are mixed
down to baseband where they are low-pass filtered and amplified. Both quadrature
(Q) and in-phase (IP) components are digitized by the corresponding Analog-toDigital (A/D) converters. Next, a power detector estimates the power after A/D
conversion. This computation is completed rapidly (e.g., within one short training
symbol in Atheros chipsets [Noi]) and used to eventually perform gain adaptations
in the analog domain. The AGC chain is illustrated in Figure 4.6.
Although the dynamic range of the A/D converters is typically large (e.g., 70 dB
as mentioned in [AGC]), the power of incoming 802.11 signals may span over even
larger ranges. Hence, additional adjustment steps are needed to bring the signal
strength within the preferred range of the A/D converter. In Atheros chipsets, this
range is limited by the so-called coarse-high and coarse-low thresholds [Noi] and
is significantly smaller than the full A/D converter range. This restriction ensures
that the signal is neither distorted (i.e., the signal power exceeds the upper A/D
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converter threshold) nor is the signal quality reduced due to high quantization noise
caused by an insufficient resolution.
In Atheros chipsets, if the power detected exceeds the coarse-high threshold, the
analog gain is significantly reduced (e.g., by 17 dB in [Noi]) to bring the signal back in
range. Similarly, if the signal power falls below the coarse-low threshold, additional
amplification is triggered. In the particular case that the incoming signal saturates
the A/D converter often enough, a quick and aggressive analog gain reduction (e.g.,
30 dB in [Noi]) is performed to bring the signal back in range. The value for the
coarse-high threshold is said to be between -70 and -60 dBm in [RMF11] and between
-65 and -61 dBm in [AGC]. Although we have no means to confirm these values,
the measurements presented in the following suggest that the Atheros chipset of our
802.11 p devices employs a threshold of about -61 dBm.
Packet Detection: Once the incoming signal is within the preferred input range
at the A/D converter, the receiver tries to detect the presence of a signal of interest.
First, it has to be determined if the incoming signal is in-band or if it has been
transmitted on a different channel and, hence, it is not intended for the receiver.
This is done by comparing the digitized power at the output of the A/D converters
with the power measured after low-pass and decimation filter [Noi], as shown in
Figure 4.6. If the signal is determined to be in-band, it can be detected by means
of two independent methods, which are correspondingly triggered depending on the
power of the signal.
Strong signal detection is triggered by the sudden increase in signal power that forces
the reduction of analog gain as previously described.
Weak signal detection is triggered to identify low-power signals that are potentially
in the range of the background noise power or even below it. The receiver looks for
sequences with a periodicity of one short training symbol and compares the normalized self-correlation of a received sequence against a threshold. If the threshold is
exceeded, while a sudden increase in in-band power has been detected, the presence
of a signal of interest is assumed. Once the gain has been finally selected, it is kept
fixed for the remainder of the incoming signal.
Synchronization and Demodulation: Prior to extracting the payload, time and
frequency synchronization are performed using the short and the long training sequence, which are illustrated in Figure 2.15. Next, the receiver extracts information
from the PLCP header about the modulation used for transmitting the payload and
the total length of the remaining packet. The PLCP header further contains a parity
bit used to detect errors in the PLCP header itself. If no errors are detected, the
receiver demodulates payload bits for the specified time. Details about the PLCP
header format are provided in Figure 2.16. An interference signal, as the ones generated by our jammer, that triggers strong or weak signal detection but does not
conform with the standard frame format, keeps the receiver busy at least until the
parity bit indicates the existence of PHY errors.
Interference Mitigation Techniques in 802.11 Devices
The 802.11 standard does not define specific interference mitigation techniques. This
issue has been intentionally left open for vendors to propose their own approaches. In
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the following, we discuss two proprietary solutions implemented in Atheros chipsets.
Other vendors propose different approaches [TGSB09], hence, the discussed techniques should not be understood as a standard mechanism in 802.11. However, they
are relevant for understanding the results presented in this work and, to some extent,
generalizable due to the large market share of Qualcomm Atheros chipsets [Mar].
Ambient Noise Immunity: Interference signals can hinder successful transmission
and reception in 802.11 networks. They can refrain the transmitter from accessing
the medium, hamper the AGC configuration resulting in a reduction of signal quality or a distortion of the signal, and impair signal detection. Some of these issues
are addressed by the Atheros proprietary Ambient Noise Immunity (ANI) technique [ANI]. An interference signal can trigger strong or weak signal detection as
already described. In both cases, the receiver has means to determine the presence
of the interference (e.g., by detecting framing errors based on the parity bit of the
PLCP header) and stop the reception process. However, by locking onto the interference signal, the receiver may miss the arrival of a legitimate packet. If the rate
of this false packet detections exceeds a certain threshold, the interference immunity
is increased by reducing the sensitivity of the receiver. Basically, the analog gain is
reduced, while the coarse-high threshold is slightly increased. Hence, an interference
signal requires more power to trigger strong signal detection. If after the adaptation,
the rate of false packet detections is improved, the sensitivity can be progressively
increased as indicated in [ANI]. However, if the highest immunity level does not
significantly improve the situation, the OFDM weak signal detection procedure can
be disabled. Note that switching off the weak signal detection mechanism may induce the receiver to ignore weak legitimate transmissions, resulting in performance
degradations [TGSB09]. If weak signal detection is not the cause for the high false
detection rate, the immunity is reset and the receiver is configured with maximum
sensitivity, as the ANI technique is not able to avoid interference.
Noise Floor Measurement and Adaptation: Atheros 802.11 chipsets use the
measured noise floor of the circuits as a reference value to perform accurate measurements of the absolute signal strength of incoming signals [Noi]. The noise floor
present at the A/D converter consists of the thermal noise at the antenna plus the
noise of the RF front end, also known as noise figure [Noi]. The noise figure is
measured during the AGC calibration phase, where the receiver circuits are isolated
from the antenna. The periodicity of this calibration can be indicated in software
and typically corresponds to 30 s [RMF11]. Next, during operation, and while no
signal is being detected, the receiver measures the environmental noise. To obtain
the absolute power value at the antenna, the analog gain is subtracted from the
power observed after A/D conversion and normalized based on the calibrated noise
power. Similarly, when a signal of interest arrives at the receiver, the power observed
at the A/D output is corrected by subtracting the analog gain and the measured
noise floor. The signal power is reported by the Received Signal Strength Indicator (RSSI), which in Atheros chipsets is an expression of the Signal to Interference
and Noise Ratio (SINR). The RSSI is expressed in decibels (relative to the noise
power) and obtained once per correctly received packet. Noise measurements are
performed over short time spans (e.g., 12.8 µs in 10 MHz systems as in [ANI]) during
idle time, that is, while the device is neither transmitting nor receiving any signal.
Out of the measured samples, the minimum value is considered as the noise power
and stored in a circular buffer containing recent noise floor measurements. Finally,
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the median of the values in the buffer history is considered as the representative
noise floor [Atha].

4.2.2

Indoor Evaluation

Before bringing our equipment to the field, we perform a set of measurements in an
indoor environment to characterize the performance under jamming of the 802.11 p
devices. For this purpose, we use an anechoic chamber at the Faculty of Engineering
of the University of Porto (FEUP), which avoids the rather unpredictable effects of
multi-path propagation and interference. In the following, we first give a detailed
overview of the experimental setup for the indoor measurements and later present
the results.
4.2.2.1

Experimental Setup

We characterize the receiver response in terms of the average Packet Delivery Ratio
(PDR) in the presence of various jamming signals. Inside the chamber, we place
the antenna of the transmitting 802.11 p device on a pole. The jammer antenna is
placed on a second pole, while the antenna of the receiver is located on a box at
a similar height, as shown in Figure 4.7(a). The actual devices are placed outside
the chamber and connected to the antennas via cables. Next, we start with the
transmission of payload packets from the transmitter to the receiver. These packets
are 100 Byte long and are QPSK modulated at a rate of 6 Mbit/s. Overall, one such
packet occupies the channel during 232 µs. These packets are generated at a rate of
100 packets/s, so that the wireless medium is idle most of the time with respect to
802.11 p transmissions. All correctly received packets are recorded by an application
and later analyzed with respect to the PDR and the RSSI. One measurement point
corresponds to the average PDR value across a sequence of 10000 packets. We have
also computed the 95% confidence intervals, but do not show them in the figures as
they are below 1%. The small fluctuations of PDR and RSSI within a measurement
are shown in Figure 4.11, where every depicted point corresponds to the average
performance over 50 packet transmissions. This behavior was expected in the static
environment provided by the anechoic chamber. More details about the experiment
setup are provided in Table 4.1.
We focus on a basic attenuation topology between transmitter, receiver, and jammer,
as shown in Figure 4.7(b). The relatively low propagation loss between transmitter
and receiver emulates the typically short propagation distances between two vehicles
moving as a platoon. To investigate the impact of a jammer for a varying distance
to the vehicle platoon, we add passive attenuation elements to the RF output of
the jammer. For a convenient analysis of the results, some reference values for the
selected attenuation, the corresponding interference power at the receiver, and the
resulting SINR are shown in Table 4.2.
4.2.2.2

Calibration

Our 802.11 p devices report an RSSI for every successfully decoded packet. This
RSSI value is designed to indicate the strength of the received signal in relation to
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802.11 p Device

Data rate
Ptx
Payload length
Packet generation rate

6 Mbit/s (QPSK 1/2)
17.48 dBm
100 Byte (232 µs)
100 packets/s

Constant Jammer

ON-phase / OFF-phase

2.71 ms / 10 µs

Periodic Jammer

ON-phase / OFF-phase

64 µs / 10 µs
(12 µs, 47 µs)
(12 µs, 64 µs)
(12 µs, 500 µs)

Reactive Jammer

(Treaction , Tsignal )
(16 µs, 500 µs)
(40 µs, 500 µs)
Energy detection threshold -75 dBm

General

Center frequency
Jammer Power

5.86 GHz (DSRC Ch. 172)
16.75 dBm

Table 4.1 Setup parameters used in the indoor experiments.
SINRconst.

SINRreact.

PT x−Rx

PT x−J

Att.

PJ−Rx

55 dB

57 dB

-38.9 dBm

-103.3 dBm

64 dB

-94 dBm

47 dB

57 dB

-38.9 dBm

-95.3 dBm

56 dB

-86 dBm

35 dB

57 dB

-38.9 dBm

-83.3 dBm

44 dB

-74 dBm

25 dB

25 dB

-38.9 dBm

-73.3 dBm

34 dB

-64 dBm

15 dB

15 dB

-38.9 dBm

-63.3 dBm

24 dB

-54 dBm

10 dB

10 dB

-38.9 dBm

-58.3 dBm

19 dB

-49 dBm

Table 4.2 Selected points for a convenient analysis of the results. Based on the transmit
power of the devices and the propagation loss, we know the power Pa−b of a
signal originated at device a and received at device b. By adding attenuation at
the output of the jammer device, we can control the communication SINR.

the anticipated noise floor. To simplify the analysis of the RSSI, especially when
deducting the average received signal strength from it, we initially perform a set
of calibration measurements. In the following, we describe the procedure used to
obtain (1) the relationship between the transmit power set in software to the actual
average power of the transmitted signal and (2) the mapping between the RSSI (in
dB) and the actual received power (in dBm).
Calibration of the Transmit Power: We carry out this calibration by connecting
the transmitter to a spectrum analyzer through a coaxial cable with 2 dB attenuation. Because we are measuring a pulsed modulated OFDM signal, the energy of
each subcarrier varies from symbol to symbol. Measuring the power of an OFDM
signal is known to be a challenging task [BMB+ 04]. Figure 4.9 shows a transmitted
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Figure 4.8 Fig. 4.8(a) shows the mapping between transmit power values set in software and
the actual measured transmit power. Fig. 4.8(b) shows the mapping between
reported RSSI values and measured received power. We model the latter, by
means of a least square linear fitting, as Prx = 0.8565 · RSSI - 86.35 dBm.

802.11 p frame in the time domain that we captured with the spectrum analyzer.
The figure illustrates the high variance of power levels within the OFDM modulated
transmission. We use the maxhold function of the spectrum analyzer to obtain the
power over the signal bandwidth across a sequence of 1000 QPSK modulated packets
carrying random payload. This method is considered in [BMB+ 04] as one of the most
accurate approaches for measuring the power of an OFDM signal. The relationship
obtained is shown in Figure 4.8(a), where slight deviations from a straight line can
be observed, especially at the beginning and end of the power range. Nevertheless, a
linear behaviour can be observed in the range from 9 to 15 dBm. When driven at full
gain, the resulting power corresponds to 17.58 dBm, which is the configuration used
in all our experiments. Note that the maximum power reported in the datasheet of
the device is 21 dBm.
Calibration of the Received Signal Strength Indicator: We connect transmitter and receiver via a coaxial cable with 2 dB attenuation and add passive attenuator elements between them. This allows us to precisely estimate the received signal
power. Simultaneously, we record the average RSSI for a sequence of 104 packets.
Using least square fitting, we obtain a model for mapping an RSSI sample σ to a received power value γ (in dBm): γ = 0.8565 · σ − 86.35. By assuming the noise power
to equal the receiver sensitivity and adding it to the estimated receiver power, we
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Preamble

Payload

Figure 4.9 Transmitted 802.11 p frame captured by the spectrum analyzer. The representation in the time domain shows that the preamble features stable power levels,
while the OFDM signal (i.e., PLCP, MAC, and WSMP headers, as well as payload) exhibits irregular power patterns.

can convert RSSI values to SINR. Figure 4.8(b) shows the points obtained from the
experiments and the linear fitting. In our measurements, we never obtained RSSI
values below -86 dBm after the above conversion on any received packet. Therefore,
we assume this value to correspond to the receiver sensitivity.
4.2.2.3

Reactive Jammer Results

In this section, we present the measurement results regarding the impact of reactive
RF jamming on the performance of 802.11 p communications. For that, we show
the PDR for different SINR values. The latter are achieved by adding/removing
passive attenuators to/from the RF output of the jammer device. As highlighted in
Table 4.2, higher attenuation results in lower interference power (i.e., PJ−Rx ) and,
thus, higher SINR and vice versa. Note that the received signal strength of 802.11 p
data packets (i.e., PT x−Rx ) is constant for all measured points. We consider several
reactive jamming strategies, which are characterized by a different reaction delay
and signal duration as illustrated in Figure 4.3 and summarized in Table 4.1.
Impact of Reaction Delay
Figure 4.10(a) shows the PDR performance under the impact of the reactive jammer.
The considered delays are 12, 16 and 40 µs and the interference signal has a fixed
length of 500 µs. For comparison, we also show the performance that is achieved
when the jammer is disabled and observe that the communication is significantly
impaired by all reactive jammer patterns. Specifically, between 5 dB and 8 dB more
power are required to fully overcome the jammer (i.e., reach 100 % PDR). It can be
further observed that a slight increase in reaction delay results in a noticeably lower
jammer effectiveness. For instance, the resilience to the attack improves by up to
2 dB when the jammer requires 16 µs instead of 12 µs to react. These additional 4 µs
are particularly important, as they correspond to the short training symbols (t8 -t10 )
used for the coarse correction of frequency and time offsets, see Figure 4.4. Finally,
a jammer that reacts with a delay of 40 µs misses the whole preamble and the PLCP
header, which results in up to 3.5 dB lower effectiveness.
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Figure 4.10 The reaction delay affects the effectiveness of the reactive jammer significantly.
Specifically, few microseconds larger delays result in a noticeable lower jamming
effectiveness. In contrast, the length of the interference signal has a limited
impact on the performance. A reactive jammer that interferes the preamble
and relevant control information, such as the PLCP and MAC headers inflict
high damage. Prolonging the interference signal to overlap with the payload
does not lead to a further impact.

Impact of Interference Duration
In Figure 4.10(b) we present the importance of the interference duration. For this,
we consider the reactive jammer with 12 µs delay and three different signal durations, namely 47, 64, and 500 µs. Recall that these jamming configurations send a
new signal when energy is sensed, however, only once per detected 802.11 p packet.
As expected, the longer the interference, the more damage is inflicted to the communication. However, if the interference signal is reduced from 500 to 64 µs, the
jammer effectiveness is only marginally affected. If the jammer already interferes
the control information, little gain is obtained from further interfering the payload
part. On the other hand, an interference duration of 47 µs misses the end of the
MAC header and leads to a noticeably lower effectiveness.
In general, we have observed that the impact of the reactive jammer worsens the
802.11 p performance by at least 10 dB. When the signal of interest is at least17 dB
stronger than the reactive interference, the impact of the latter can be neglected.
4.2.2.4

Constant and Periodic Jammer Results

As opposed to the considered reactive jammer profiles, constant and periodic interference signals do, most of the time, not overlap with the signals of interest. Hence,
they can be identified by the receiver as non-compliant signals. As introduced in
Section 4.2.1.2, commodity 802.11 devices are typically equipped with proprietary
techniques that can take advantage of identifying the presence of signals that do not
comply with the standard. In this work, we focus on the ambient noise immunity algorithm featured by Atheros NICs. This interference mitigation algorithm requires,
however, a certain amount of time to converge. Therefore, the resulting performance
in the presence of a jammer largely depends on whether the algorithm is still iterating or has already converged. This is illustrated in Figure 4.11. We differentiate
between these two states and show the average PDR performance obtained during
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Figure 4.11 Time evolution of the PDR in the presence of constant jammer for 21 dB SINR.
the initial transient and during the steady state, respectively. We define the initial
transient as the time required by the receiver to bring the measured PDR to an
stable value, which we observed to happen typicalincrly within 10 to 30 s. Note that
in some measurements, the adaptations performed by the receiver do not result in
an improved PDR performance. In these cases, both phases are characterized by
the same PDR value. Correspondingly, we define the steady state as the time span
where no appreciable PDR fluctuations are measured.
In the following we present the communication performance results measured under
both initial transient and steady state conditions.
Initial Transient: Figure 4.12(a) shows the PDR obtained during the initial transient in the presence of the constant and periodic jammers. For comparison, we also
show the performance obtained when the jammer is switched off and in the presence
of the reactive jammer (40 µs, 500 µs). In the low SINR range, the constant and
periodic jammers are more effective than the reactive jammer by 3 and 7 dB, respectively. For higher SINR values, the constant and periodic jammers reduce the PDR
to 0 % after the nodes have reached a performance peak at 17 and 21 dB, respectively. Later in this section, we discuss the rationale behind this apparently weird
behavior of a PDR that decreases for an increasing signal quality. The SINR range
over which successful communication is completely blocked spans over 18 dB in both
cases. In the following, we refer to this situation of consistently having a PDR of
0 % under good signal conditions to as blackout phase. Perfect communication (i.e.,
100 % PDR) is achieved at 40 dB SINR in the case of the constant jammer. The
periodic jammer is significantly more effective and it hinders perfect communication
up to 56 dB SINR.
Steady State: Once the algorithms for interference mitigation have reached the
steady state, the resulting PDR changes significantly as shown in Figure 4.12(b).
This confirms the benefits of existing proprietary algorithms against malicious interference. For instance, in the presence of the constant jammer the blackout phase
disappears and the overall jammer effectiveness is comparable to the one of the reactive jammer. These results indicate that the interference mitigation algorithms
allow the receiver to synchronize to incoming signals of interest and avoid being
triggered by constant jamming signals. In the presence of the periodic jammer the
PDR increases remarkably in the low and mid SINR range, but the blackout phase
spans over the same SINR range as previously observed. Satisfactory performance
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Figure 4.12 Average PDR performance in the presence of constant and periodic jammers
during initial transient and steady state.

is achieved at 45 dB SINR and perfect communication only when the SINR reaches
56 dB.
Blackout Phase: In the following, we elaborate on the rationale behind the observed blackout phase, focusing mainly on the steady state, which is depicted in
Figure 4.12(b). At an SINR of 21 dB the interference signal reaches the receiver
with a power of -60 dBm. This value is likely to be above the coarse high threshold
and forces the receiver to perform a quick gain drop as discussed in Section 4.2.1.2.
This gain correction allows subsequent signals of interest (i.e., with a received power
of -38.9 dBm) to arrive within the range of the A/D converter without causing dynamic range overflow [GWGS07]. If the interference signal is further attenuated (i.e.,
SINR values larger than 21 dB), then the interference signal reaches the receiver with
a power that is below the coarse-high threshold. Hence, no gain correction is performed. Next, if a signal of interest arrives but the receiver is busy trying to decode
the interference signal, the gain cannot be set on time, which results in an overflow
at the input of the A/D converter. This effect is responsible for the decrease in PDR
for an increasing SINR.
The effectiveness of an RF jammer, especially if interference mitigation techniques
are employed, strongly depends on its ability to keep the receiver busy. In this respect, there are major differences between the constant and the periodic jammers
considered in this work. This is mainly due to the weak signal detection procedure
described in Section 4.2.1.2. Specifically, the constant jammer can trigger weak signal detection once per interference signal due to the initial preamble. Afterwards,
weak signal detection is no longer triggered, since the random content carried by
the interference packet is unlikely to self-correlate. Hence, the receiver is idle and
can suitably perform the AGC and synchronize with subsequent signals of interest, resulting in a satisfactory performance. This is clearly illustrated by the PDR
improvement observed from Figure 4.12(a) to Figure 4.12(b). On the other hand,
the periodic interference transmits preambles about 50 % of the time, thereby triggering weak signal detection at the receiver. Subsequent signals of interest induce
a sudden increase in received power, so that the receiver tries to identify a valid
signal. However, this happens without a prior adaptation of the gain, as the receiver is busy trying to decode the interference signal. Therefore, the high incoming
power of the legitimate signal falls outside the preferred A/D dynamic range and the
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receiver cannot extract the user information. This leads to the initially counterintuitive behaviour of observing a decreasing PDR for an increasing SINR as depicted in
Figure 4.12(b). An acceptably good PDR performance is achieved at 46 dB SINR,
that is, when the interference power is above the receiver sensitivity of - 86 dBm.
Nevertheless, perfect communication requires a 10 dB larger signal strength. This
observation indicates that the weak signal detection mechanism is able to identify
preamble structures even if their power is below the sensitivity threshold of the device. Hence, a preamble-based jamming signal poses the largest threat to 802.11 p
communication.
Summary Indoor Results
There are three major observations that can be derived from the presented results:
• The authors in [GWGS07] observed that an interference signal 20 to 30 dB
weaker than the signal of interest can effectively disturb 802.11 transmissions.
In our measurements we find that a preamble-based periodic signal with a very
high on/off rate, can seriously hamper an 802.11 p transmission despite being
up to 55 dB weaker than the legitimate signal. Extrapolated to an outdoor
environment, this means that a jammer located relatively far away from two
communicating vehicles that are close to each other can still be very effective.
• In the steady state, a periodic jammer can achieve a significantly higher effectiveness than a constant jammer, while the latter has a similar effectiveness
as the reactive jammer. However, during the initial transient, constant and
periodic jammers hinder communication in a similar way. The performance
of 802.11 p devices in the presence of a jammer is particularly vulnerable to
preamble-like structures that reach high levels of self-correlation and trigger
weak signal detection events at the receiver.
• In the presence of non-reactive interference, commodity 802.11 devices typically perform a set of adaptation techniques that improve the communication
performance. Reducing the convergence time of such techniques could increase
their applicability for 802.11 p-based VANETs.

4.2.3

Outdoor Evaluation

In this section we evaluate the quality of the communication between two vehicles
moving as a platoon in the presence of an RF jammer. The platooning movement
is characterized by a short and constant inter-vehicle distance and the same acceleration and speed across vehicles [Hob12]. Platoons are intended to increase traffic
efficiency, but they are vulnerable to jamming attacks. If the platoon is coordinated
by a VANET connection, even short disruptions of the communication can have
fatal consequences [BTD06]. In particular, we choose an open space and an urban
scenario. For convenience we name these scenarios rural and urban. In the following, we provide a description of the environment and the setup for each scenario and
present the corresponding results.
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Rural Environment

The first scenario is a rural area located in the periphery of Aachen in Germany
and shown in Figure 4.13. This scenario provides two perpendicular roads: A 600 m
long main road and a 120 m long side road. The line-of-sight along the main road
extend over about 300 m, hence it is significantly shorter than its total road length
due to a slight descending slope. The amount of traffic in the area is negligible with
only few sporadic cars and bicycles. This open space scenario offers a low dispersive
propagation environment, as there are no obstacles or buildings between or around
the vehicles. Therefore, shadowing and multi-path propagation are expected to have
a negligible impact on the performance. We place the jammer at the crossroads
between the main and the side road. The exact position is highlighted with a fire
symbol in Figure 4.13. The communicating vehicles move at a constant speed of
about 25 km/h along the main road, where they first approach the crossroad and
later leave the jammed area. Note that depending on the jamming signal, the
vehicles start off at different positions. Specifically, in the presence of the constant
and the periodic jammers the starting point is located far enough from the jammer
to initially enable successful communication, while the required distance is shorter
in the presence of the reactive jammer. Starting and ending points are highlighted
in Figure 4.13. In our measurements, the transmitter is closely followed by the
receiver keeping an inter-vehicle distance of about 5 m. In this scenario, we evaluate
the impact of constant, periodic, and two reactive jammer configurations on the
communication performance.
Results: Figure 4.13 illustrates the threat that an RF jammer (constant and reactive in this case) poses to a vehicle platoon. The areas over which communication
is successful are highlighted by a green colored area. In fact, the color changes
as function of the measured signal strength. As the transmission distance is almost
constant, the measured signal strength fluctuates only slightly within certain bounds
that are mapped to the green color. Whenever the communication is completely disrupted there is no color being displayed. Figure 4.13(a) illustrates that the constant
jammer effectively hinders the communication along the main road. Specifically,
over a length of 465 m no single packet is successfully received. Normal operation is
only possible when the vehicles are relatively far away from the jammer. Similarly,
Figure 4.13(b) shows that the impact of the reactive jammer is significantly lower,
since the blackout area spans only over a road segment of 70 m with the jammer at
its center. The indoor measurements indicate that, once the adaptive mechanisms
of the 802.11 p devices have converged, both the constant and reactive jammer have
a comparable impact on the communication (see Figure 4.12(b)). Outdoors, however, we observe major differences in the effectiveness of these two jamming signals
as shown in Figure 4.13. This can be explained by the changes in topology and
propagation conditions as the vehicles move, since in this situation of continuous
change, the algorithms featured by the 802.11 p devices have problems setting their
working point within the steady state.
1: and maybe the jammer does not hear the signal?
In the following, we show the time evolution of the PDR in the presence of the
considered jamming signals. In addition, we superpose the behavior of the predicted
SINR, that is, the SINR computed based on the position of the vehicles and the
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(a) Constant jammer.
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(b) Reactive (12 µs, 500 µs) jammer.

Figure 4.13 Satellite view of the rural scenario chosen for the platooning measurements.
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Figure 4.14 Communication performance obtained in a two-node vehicle platoon in a rural
open space scenario in the presence of reactive jamming.

jammer, their transmission power, and an appropriate path loss model. For obtaining the latter, we previously let the cars communicate with varying transmission
distances. We collected received power samples and the corresponding distance derived from the Global Positioning System (GPS) devices. Finally, by least squares
fitting the obtained information, we parameterize Friis’ path loss model to match
the signal propagation characteristics of the considered environment. More details
about this modeling methodology can be found in [PA13]. Figure 4.14 shows that
the temporal behavior of PDR and SINR is similar for both reactive jammers. Only
when the platoon is close to the jammer, a complete disruption of the communication occurs. The blackout area is in both cases of similar length, namely 10 s or 70 m.
Figure 4.15 shows that the blackout area is significantly larger in the presence of the
constant and periodic jammers. Basically, both jammers exhibit a similar effectiveness by completely disrupting the communication over more than 450 m as shown in
Figure 4.13(a). Although the periodic jammer seems to disrupt the communication
over a larger region than the constant jammer, this is mainly caused by a slightly
lower speed of travel that prolongs the exposure time to the periodic jammer.

PDR
SINR

PDR [%]

80

40

100

40

30

80

30

60

20

40

10

PDR [%]

100

60

20

40

10

20

0

20

−10
70

0

0
0

10

20

30
40
Time [s]

50

60

(a) Constant jammer.

PDR
SINR
0

10

SINR [dB]

4. Vehicular Communication Reliability under Jamming Attacks

SINR [dB]

140

0

20

30

40
50
Time [s]

60

70

−10
80

(b) Periodic jammer.

Figure 4.15 Communication performance observed in a two-node vehicle platoon in a rural
open space scenario in the presence of constant and periodic jamming.

(a) Geographic and topology details.

(b) Street canyon in urban scenario.

Figure 4.16 Details of the urban scenario chosen for the measurements.
4.2.3.2

Urban Environment

This scenario corresponds to a campus area at the University of Porto. It can be
partially considered as a dense urban area, where a narrow street is surrounded
by buildings and cars parked at the sides, as illustrated in Figure 4.16(b). The
narrow street builds a crossroad with a shorter side street. We place the jammer
inside a building on the side street and approximately 35 m away from the crossroad.
LOS propagation is possible between the jammer and the crossroad. This scenario
represents favorable conditions for the legitimate communication, as placing the
jammer outside the building and closer to the crossroad would clearly inflict more
damage to the communication. The vehicles move as a platoon around a group of
buildings for two consecutive laps at a constant speed of about 30 km/h. Details on
the scenario characteristics are provided in Figure 4.16.
Results
In Figure 4.17(a), we observe that the periodic jammer has the potential to disrupt
the communication for a period of 20 s, specifically, in the range from 50 s to 70 s.
This corresponds to creating a blackout area of 167 m at a speed of 30 km/h on
an orthogonal road, including segments to which there is no line-of-sight. When
approaching (or leaving) the jammed area, we observe a progressive reduction (or
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Figure 4.17 PDR and SINR temporal evolution in the platooning configuration under the
impact of the periodic and reactive jammers in the urban scenario.

increase) of the SINR from 35 dB to 10 dB (or vice versa). In this case, the SINR
is not computed based on a path loss model, but it is derived based on the RSSI
reports of the devices. Therefore, SINR information is not available when the PDR
is 0 %, as the RSSI reports are only forwarded to the application layer upon the
correct reception of a packet. The measurement ends with both cars approaching
the parking lot and stopping near the jammer, which explains the drop of PDR
at the end of the measurement. Figure 4.17(b) shows similar plots for a reactive
jammer that has a slightly different pattern than the reactive jammers considered so
far. Specifically, it transmits a 64 µs long signal after a delay of 16 µs. Based on the
indoor measurements, we expect only modest differences in the jammer effectiveness.
The reactive jammer has only a very limited impact on the transmission in the
considered environment. Since the jammer is far away from the transmitter-receiver
pair, the communication is characterized by a high SINR. In addition, the reactive
jammer only senses energy from the transmitter for a short period of time. However,
it still has a noticeable impact that leads to an appreciable decrease in PDR when
the platoon is at the crossroads.

4.2.4

Related Work

To the best of our knowledge, the only previous works focusing on RF jamming
attacks on VANETs are [HBOM09, SKL07]. The work in [HBOM09] presents an
approach for detecting reactive jamming in 802.11 p networks, but it does not assess
the impact of RF jamming, nor does it consider realistic VANET scenarios for evaluation. The authors in [SKL07] study, by means of network simulations, the impact
of RF jamming on the dissemination of geocast messages. The attacker consists of
an 802.11 p device acting as a reactive jammer that sends a short signal upon sensing
energy on the medium. The work shows that reacting upon sensing energy above
the card sensitivity is up to 20 % more efficient than reacting only if the sensed
SNR is sufficient to decode the incoming packet. Both attacks are able to block the
dissemination of geocast messages in a simulated two lane highway. In a city scenario, however, the situation changes as there are alternative paths to disseminate
the messages around the jammer. While these results are consistent with our observations in the field measurements, we cover a wider range of jamming signal profiles.
Additionally, there are various works on jamming at both MAC [BS03, PIK11] and
PHY [HPP11] for classical 802.11 WLANs. The authors in [GWGS07] study the
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vulnerabilities of 802.11 b/g hardware to RF interference, which are associated with
timing recovery and dynamic range selection issues. They consider a jammer that
emits DSSS or OFDM modulated signals that do not comply with the standard and
show that weak interference (i.e., 30 dB less power than the legitimate signal) can
significantly disrupt the communication by impeding time recovery. Our measurements show that, depending on the relative position of the nodes, a preamble-based
periodic jamming signal completely blocks communication up to 45 dB SINR. We
identify the weak signal detection triggered by the jammer that is followed by an
overflow of the A/D dynamic range due to the incoming signal of interest as responsible for the dramatic performance impairment. The observation and characterization
of this event further extends the work in [GWGS07]. Additionally, we confirm the
importance of correct time recovery [GWGS07] and show a degradation in (reactive)
jammer effectiveness that correlates with the proportion of preamble that is missed
by the attack. The authors in [KSHH04] present results for the error performance
of 802.11 b/g networks under the influence of RF jamming. Their results show that
wide-band jamming damages OFDM-based 802.11 g communications more severely
(up to 7 dB) than they affect the spread-spectrum PHY of 802.11 b. The results
further indicate that OFDM-based 802.11 p are likely to exhibit a relatively low resilience to jamming attacks, which motivates the development of accurate jamming
detection mechanisms, as well as efficient countermeasures.

4.2.5

Summary

We have characterized the performance of reference 802.11 p devices in the presence
of various RF jamming signals in a controlled and interference-free environment. The
considered periodic, constant, and reactive jamming signals significantly increase the
SINR requirements for a successful communication. Specifically, up to 55, 30 and
10 dB higher signal strength are needed, respectively. We have also investigated
the benefits of vendor-specific interference mitigation mechanisms. While the latter
reduce the performance degradations caused by the constant and periodic jammers,
the high convergence time, suggests the limited applicability for highly mobile vehicular environments. We have confirmed this by means of outdoor measurements. In
particular, we have evaluated the robustness of a two-node vehicle platoon against
jamming in open space and urban scenarios. Despite the short distance between
the vehicles, all considered jammer types were able to severely disrupt the communication, which poses a serious threat to safety-critical applications over VANETs.
Our results highlight the need for jamming-aware communications, protocols, and
applications, as well as effective jamming detection strategies.

4.3

Jamming Detection in 802.11 Vehicular Networks

In previous sections, we have characterized the impact of various jamming attacks on
802.11 p vehicular communications. In general, we have observed that jamming poses
a serious threat to the reliability of the communication and, hence, to road-safety.
In 802.11 p-based VANETs, no significant improvements can be made to the transmission so as to increase its robustness against jamming, as classical anti-jamming
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techniques such as frequency hopping [NBGR07] or spread spectrum [KSHH04] are
not defined in this standard amendment. Nevertheless, if the attack cannot be overcome, a detection mechanism could be used to trigger appropriate countermeasures.2

4.3.1

Motivation

The detection of jamming attacks does not avoid the problems of jamming itself,
but it can be used to trigger specific jamming-aware actions. For instance, the
use of a fall-back channel, the change of transmission technology (e.g., satellite
communication), the increase of transmit power, the use of the most robust MCS, or
the activation of an alarm to notify the end-user about potentially malfunctioning
applications. Jamming detection mechanisms are specially indicated for existing
technologies that can hardly be enhanced with robust anti-jamming techniques,
which is the case in 802.11 p.
Jamming detection can be performed by dedicated hardware or by algorithms within
the communication devices themselves. The latter is associated with less overhead
and lower cost, but requires knowledge of the communication behavior under normal
and jammed conditions. Hence, appropriate indicators (or metrics) of jamming activity need to be monitored. In literature, only few approaches to jamming detection
have been evaluated in experiments [GLS+ 13, XTZW05, XB12], which either do not
explicitly address 802.11 communications [GLS+ 13, XTZW05] or focus on specific
jamming attacks that can be hardly generalized [XB12]. These approaches rely on
manually determined thresholds for the selected metrics to separate normal activity from jammed conditions based on empirical observations [GLS+ 13, XTZW05].
During operation, effects such as network congestion, challenging wireless link conditions, and packet collisions can exhibit a similar impact on the communication
as jamming, which clearly complicates the detection. Furthermore, accounting for
multiple metrics, which theoretically improves the accuracy, makes the problem of
the manual threshold setting more complex. In this section, we present a jamming
detection mechanism for 802.11 networks, that appropriately combines and weighs
multiple metrics avoiding the error-prone task of manual threshold setting. We
conduct an extensive evaluation and show that our scheme achieves high jamming
detection rate in indoor and vehicular scenarios. The implementation of the scheme
is performed on commodity 802.11 g/n devices that do not account for the PHY and
MAC specialties of the 802.11 p amendment. This choice was forced by the impossibility of accessing the driver of the 802.11 p compliant devices [FBZL09] used in
Section 4.2. We elaborate on the applicability of the proposed scheme for 802.11 p
devices in Section 4.3.5.

4.3.2

Designing Jamming Detection Strategies

To separate normal operation from jammed conditions, it is necessary to analyze
the impact of jamming on the system performance. Therefore, we investigate a
set of metrics that react to jamming attacks in a specific way and helper metrics
2
The content of this section is partially based on the master’s thesis of Caj-Julian Schnelke [Sch13],
the master’s thesis Gloria Abidin [Abi13], and the extensive collaboration with Ismet Aktaş.
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(a) The indoor scenario consisted of a small
office room. The communication conditions were varied by means of the transmit
power and passive attenuators. The jammer was placed at different positions.
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(b) In the outdoor scenario we placed three cars in a
parking lot. A mobile node moved back and forth
between two static nodes. The jammer occupied
a fixed position.

Figure 4.18 Sketch of the indoor and outdoor scenarios considered in most experiments.
that do not show a reaction to jamming, but provide the necessary context for
the appropriate weighting of other metrics. In the following, we first introduce the
reference measurement scenario and the employed jammer, and later evaluate the
reaction to jamming of the selected metrics.
4.3.2.1

Reference Scenario and Measurement Setup

The reference scenario used to evaluate the suitability of the selected metrics is
a small office in the UMIC Research Centre at the RWTH-Aachen University. A
sketch of the scenario is shown in Figure 4.18(a). Our basic setup consisted of three
computers equipped with an 802.11 g Atheros NIC running the ath9k driver [athb].
Note that we do not employ the 802.11 p devices [FBZL09] considered in the previous section, as we could not access and modify their NIC driver. Nevertheless, we
believe that the observations obtained for 802.11 g technology can be extrapolated
to 802.11 p. This statement is discussed in detail in Section 4.3.5. We configured
the devices as an ad-hoc network on channel 11 in the 2.4 GHz band. The choice
of the channel was motivated by the lower activity of neighbor 802.11 transmissions
compared to other channels. Nevertheless, the sporadic impact of WLAN interference cannot be discarded. In addition, we focused on the ad-hoc architecture to
mimic the car-to-car communication that is expected in 802.11 p-based VANETs
when running safety-critical applications.
In order to account for favorable and challenging link characteristics, we consider
two naturally different topologies, which we refer to as good-link and bad-link. In the
good-link topology, the computers are placed close to each other and their transmission is parameterized to achieve, on average, a high PDR. The bad-link topology is
characterized by a poor PDR, which results from setting low transmit power and/or
adding attenuation elements to the output of the radio front-end of the devices. For
each topology, we collect data under normal and jammed conditions. In the latter
case, we place the jammer at different positions and vary its output power so as to
impact the communicating nodes differently.
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Figure 4.19 CDF to evaluate the impact on the selected metrics of the constant and reactive
jammer in comparison to the non-jammed case. PDR and max. IT are fairly
good indicators of constant and reactive jammer activity.

We use the same jammer device as introduced in Section 4.2.1.1. The employed
WARP board [KCH+ 08] provides an 802.11-like OFDM PHY featuring a 10 MHz
bandwidth and an output power of 18 dBm in the 2.4 GHz band. The jamming
signals can prevent the legitimate devices to access the medium, which differs from
what has been reported for other Atheros NICs in [TGSB09] and was also not the
case with the 802.11 p devices used in Section 4.2. Hence, the jammer can impair
successful communication by (1) blocking access to the medium and (2) hindering the
correct reception of transmitted frames. In this section we show that our jamming
detection tool learns the behavior of performance metrics subject to various jamming
attacks. Hence, while the results presented in the following are jammer-specific to
some extent, our approach is in essence not limited to the detection of this particular
type of interference signals.
4.3.2.2

Indicators of Jamming Activity

We have experimented with multiple metrics to detect potential jamming activity.
Candidate metrics have been selected based on two main criteria. First, we only
focused on metrics that are accessible via a common driver for commodity 802.11
NICs. This is particularly convenient to avoid the costs of adding dedicated hardware and the subsequent problems of integration. Second, the metrics should work
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regardless of the type of traffic exchanged between nodes. For instance, we discarded
the number of frame retransmissions and the related number of transmission failures, since these metrics require the use of ACK frames that are not available in
broadcast transmissions, where the transmitted frames are simply assumed to have
been correctly delivered. Recall that critical messages in 802.11 p car-to-car communications are broadcast transmissions that do not rely on ACK confirmations. For
a similar reason, we also discarded the current transmission rate, as the dynamic
selection of the data rate is not foreseen for the exchange of safety-critical information [JCD08b]. In addition, our proposed methodology for computing the PDR
made other metrics obsolete. Examples for this are the number of received bytes,
number of transmitted bytes, total number of received packets, and total number of
FCS errors.
Finally, a total of six metrics have been selected for further analysis, which we divide
into three categories: (i) channel, (ii) performance, and (iii) signal metrics.
Channel metrics: These metrics characterize the state of the wireless channel. In
particular, we have identified noise and Channel Busy Ratio (CBR) as relevant.
Noise is defined as the power of non-compliant signals measured on the channel
during idle times of the transceiver [Noi]. Details on the noise measurement
mechanism of Atheros cards are provided in Section 4.2.1.2. Jamming signals
that are transmitted while the legitimate nodes are idle (e.g., constant jammer)
are likely to be accounted for in the noise measurements of the cards. This is
highlighted in Figure 4.19(a). However, it is known that a minimum jamming
power [SDG+ es] and jammer duty cycle [Noi] are required for Atheros NICs
to include the jamming signal into the noise measurements. As shown in
Figure 4.19(a), this happens to only 30 % of the constant jammer samples
collected in the indoor experiments.
The CBR measures the time (normalized to the total observation time) that
the wireless channel has been sensed busy. The channel is considered busy
if the received power is above the Clear Channel Assessment (CCA) threshold. The latter takes the same values as the card sensitivity (i.e., -95 dBm) in
the employed NIC. As reactive jamming attacks are launched once the legitimate nodes have gained access to the medium, no impact is expected from
this jammer on the noise and CBR metrics, which can be clearly observed in
Figure 4.19(a) and Figure 4.19(b).
Performance metrics: This type of metrics can only be obtained if a connection is
established between two or more stations. We identify Inactive Time (IT) and
PDR as suitable metrics. The IT corresponds to the time that elapses between
two consecutive successful packet receptions, including probing and beacon
frames. Specifically, we account for the maximum IT at a node measured
accounting for the links to all neighbors.
As opposed to the other metrics, the PDR is not directly provided by the NIC.
For its computation, each node is aware of the number of network members
in its hearing range and of a predefined rate for generating probing packets.
The first condition is always true in an ad-hoc network, while the latter can
be determined upon association. Finally, the PDR is computed based on the
number of correctly received probing packets. This method for computing
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the PDR adds overhead to the communication, but it allows for an accurate
computation of the metric without requiring knowledge of the traffic statistics of the overlying application. Figure 4.19(c) and Figure 4.19(d) show that
both metrics are good indicators of jamming activity, since they clearly separate jamming from normal operational conditions. We provide a detailed
discussion on the benefits of the selected method for computing the PDR in
Section 4.3.3.1.
Signal metrics: Signal is the power measured upon arrival of a packet, but only
passed to higher layers in case of successful reception. Although this helper
metric is not explicitly affected by jamming, it provides a required context
(i.e., link quality) to the PDR and the max. IT metrics. For instance, a low received signal power is likely to result in a low PDR even if the jammer is silent.
This knowledge is important for weighting the PDR and max. IT metrics accordingly. In our experimentation, we differentiate between the minimum and
maximum signal strength observed at a node. In our three-node scenario, this
differentiation provides more insight into the topology and the expected performance than the average signal strength measured over all links. Nevertheless,
in a network with a larger number of nodes the average signal strength could
also provide valuable information.
4.3.2.3

Threshold Identification

A common strategy in related work consists of the manual selection of thresholds for
the chosen metrics [XTZW05], such that normal operation and jammer activity can
be differentiated. However, this is a difficult task that we illustrate in the following.
We collect samples of the tuple consisting of measured PDR and received signal
strength plus (measured) noise power. These samples are obtained in the reference
scenario without jamming activity following the approach proposed in [XTZW05]
and are depicted as blue circles in Figure 4.20. Next, we manually determine the
thresholds that best capture normal activity. Specifically, the thresholds are set so
as to contain the samples with 99 % confidence as in [XTZW05]. Once the jammer is
active, we evaluate how well the thresholds separate jamming activity from normal
operation. Figures 4.20(a) and 4.20(b) show clear overlap of jammed and unjammed
samples, which anticipates inaccurate detection rates. A numerical comparison of
this approach with our proposed framework is provided in Section 4.3.6. Based on
these figures, we derive two major observations: (1) metrics for jamming detection
proposed by related work in the context of general wireless networks do not necessarily work well in 802.11 and (2) manually finding appropriate thresholds is a
difficult task, even for only two metrics. Hence, we believe that the combination of
multiple metrics will drastically increase the complexity, making manual threshold
setting impractical.

4.3.3

Machine Learning-based Jamming Detection

We use machine learning for determining appropriate thresholds that separate regular operational conditions from jamming attacks based on multiple metrics, as
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Figure 4.20 Consistency check approach of PDR vs. max. Signal in indoor scenario as
proposed in [XTZW05]. A clear overlap of samples obtained under the impact of
the jammer and during normal operation can be observed. The latter indicates
that (1) using only two metrics for jammer detection might not be sufficient
and (2) the manual setting of a threshold is a complex task.

learning algorithms are well-suited for multi-dimensional classification problems. In
the following, we describe the main components of the proposed jamming detection
framework, before we present the evaluation results.
The jamming detection approach consists of two phases: (1) the collection of training
data and (2) the application of machine learning on the collected data.
4.3.3.1

Data Collection Phase

The required training data consists of a preferably large number of training examples.
A training example refers to a single instance of the classification problem and
consists of the values taken by the input variables and the resulting output variable
or class.
Input Variables
Except for the PDR, all other input variables are provided by the 802.11 driver. Although not strictly necessary, we employ the cross-layer component crawler [ASA+ 12]
to capture and manage the input metrics with less effort.
To measure the PDR we propose the exchange of probing packets between nodes. We
have implemented the packet exchange in a client-server manner, where each node
runs the server and the client. The client broadcasts User Datagram Protocol (UDP)
probing packets every 100 ms employing the most robust transmission rate. By
knowing the probing packet generation rate, the number of nodes within the network,
and the number of correctly received packets, every node can compute an estimate
of the PDR.
The probing packets, whose format is illustrated in Figure 4.21, have a total size
of 57 Byte (8 bit message type, 16 bit to enable cooperative jamming detection, and
54 Byte for protocol headers and FCS). Hence, the broadcast of probing packets
introduces a per-station overhead of about 570 Byte/s. On the other hand, the exchange of these packets provides a set of benefits that justifies their use for jamming
detection. In addition to their small size, probing packets are transmitted with the
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Figure 4.21 Format of the probing packet. The reserved field can be used to carry the
detection probability to enable cooperative jamming detection.

most robust MCS available. This corresponds to the Differential BPSK (DBPSK)
modulation combined with Barker code in the DSSS-based 802.11 b or the BPSK
modulation with convolutional code rate 0.5 in the OFDM-based 802.11 g. Hence,
the transmission of probing packets is very robust against channel errors. Furthermore, by using a fixed transmission rate, we overcome the fluctuations in communication performance that stem from rate adaptation mechanisms, which would
complicate the detection of jamming activity. Finally, as shown in Figure 4.21, the
basic design of the probing packet has a reserved field of 16 bits. The first 7 bits
within this field are used to share jamming detection rates with the neighbor nodes
to enable cooperative jamming detection. The remaining 9 bits can be used, for instance, to tag the probing packets with a sequence number, which would protect the
system against deceptive jamming attacks that decode and replay captured packets
in the network.
Output Variable
As output variable we select the presence of jamming activity. The latter is a binary
variable that takes a one when the jammer device is active and a zero otherwise.
Once the data collection phase is finished, we manually add the value of the output
variable to the set of training instances. Note that we are always aware of the
activity status of the jammer.
4.3.3.2

Learning Phase

There are multiple machine learning algorithms tailored for multi-dimensional classification problems. For most of the investigations conducted in this section we
employ Random Forests [Bre01]. The latter algorithm has been introduced in detail in Section 2.3 and is known to be superior to most other learning algorithms
with respect to the classification accuracy, among others. The suitability of other
learning-based algorithms for the jamming detection problem is discussed later in
Section 4.3.5.2.
Random Forests is a sophisticated algorithm based on decision tree learning. Specifically, the forest consists of multiple random decision trees. Typically, the complexity
of the single trees is small, as they are grown based on a random subset of training
examples and considering a small group of input variables at every node, thereby
reducing the probability of over-fitting to the specific training data set. In the considered jamming detection problem, the leaf nodes of every tree contain a histogram
of the values that the output variable takes when following the corresponding tree
branch. If the majority of the samples at a leaf node correspond to a one, then
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the node is said to indicate jamming activity. Otherwise, the node votes for the absence of a jammer. During operation, the input variables are continuously monitored
and pushed down each decision tree, thereby reaching a specific leaf node. Finally,
the votes of all trees are aggregated into a single output variable representing the
prediction probability of jamming. Jamming activity is assumed if the prediction
probability is larger than or equal to 50 %. However, this decision threshold can be
configured so as to steer the detection accuracy into a specific direction.
In our investigations, we dimension the forest with 50 trees and a tree depth of
10. Furthermore, we let Random Forests (randomly) consider only two metrics at
every node of every tree. The chosen design represents a good trade-off between
accuracy and complexity. A detailed analysis on the dimensionality of the forest
and its impact on the performance is provided in Section 4.3.5.2.

4.3.4

Evaluation

In the following, we present a detailed evaluation of our proposed approach in a
representative set of scenarios.
4.3.4.1

Measurement Methodology

Every experiment considers different network topologies, where the average link
quality between nodes and/the position of the jammer are varied. For every topology,
multiple measurement runs with a duration of 60 s each are conducted. We have
configured the nodes to monitor the input metrics every second. The value of the
binary output variable (i.e., the status of jammer activity) is added to the log file
once the measurements are finished. To avoid biased learning, the same number of
instances with and without jammer activity is collected. Similarly, the number of
instances is also evenly distributed among the different topology configurations. In
the reference scenario illustrated in Figure 4.18(a), a total of 27000 instances (i.e.,
9000 for each jammer and 9000 without jammer) are collected. Then, 60 % of the
training instances are selected for learning and the remaining 40 % for testing. To
minimize the impact of this selection, we run the learning algorithm 20 times and
randomly consider, at each iteration, a different subset of instances. The prediction
accuracy is always obtained on instances that have not been used for learning. Unless
differently specified, the results show the average detection accuracy together with
the 95 % confidence intervals. In our evaluation, we show the True Positive (TP)
rate, that is, the correct detection of existing jammer activity, and the True Negative
(TN) rate, that is, the correct identification that there is no jammer.
4.3.4.2

Detection Accuracy under Default Conditions

Section 4.3.2.2 has shown that four metrics provided by commodity 802.11 NICs are
suitable indicators of jamming activity. However, it is unclear if a subset of these
metrics or even a single metric already achieve the desired accuracy.
Figure 4.22(a) shows the detection accuracy obtained in the reference scenario if only
one metric is considered for learning. It can be observed that every metric has the

100
90
80
70
60
50

TP Const.
Noise

TP React.
CBR

TN Const.
PDR

TN React.
Max. IT

(a) Prediction accuracy achieved with a single
metric. Every metric has the potential of
detecting jammer activity. PDR and max. IT
achieve the highest accuracy.

Detection Accuracy [%]

Detection Accuracy [%]

4.3. Jamming Detection in 802.11 Vehicular Networks

151

100
95
90
85
80

TP Const.
All Metrics

TP React.

TN Const.

No Signal No Channel

TN React.
No Perf.

(b) Prediction accuracy achieved when a certain group of metrics is excluded from learning. The highest accuracy is achieved when
all metrics are employed. The performance
metrics are most relevant, as excluding them
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Figure 4.22 Prediction accuracy in the indoor reference scenario.
potential of detecting jamming activity, which is illustrated by TP rates above 50 %.
Note that the noise metric is not used for detecting the reactive jammer, which is an
obvious decision based on the observations derived in Section 4.3.2.2. The results
clearly highlight that relying on a single metric is not sufficient to guarantee a reliable
jamming detection. Figure 4.22(b) shows the accuracy achieved with all available
metrics compared to the resulting accuracy when certain metrics are excluded. As
expected, employing all metrics results in higher detection rates. The no channel
group (i.e., when noise and CBR are excluded) yields a high accuracy, although the
detection of constant jammer activity decreases slightly. The exclusion of the signal
metrics significantly degrades the detection of reactive jamming, which speaks for
the relevance of these helper metrics. Clearly, the performance metrics (i.e., PDR
and max. IT) are most important for jamming detection, as excluding them from
the learning phase significantly degrades all detection rates. Summarizing, although
single metrics can be used to some extent to detect the presence of a jammer, the
consideration of multiple metrics is the right strategy towards an efficient jamming
detection.
Impact of Link Conditions
We are interested in the robustness featured by the transmission of probing packets.
For this evaluation, we let two nodes communicate with each other in ad-hoc mode
and collect the PDR obtained for specific signal strength values. By adding passive
attenuation elements we can control the received signal strength of the transmitted
signals with 1 dB granularity. Table 4.3 shows the average and lowest PDR obtained
over a series of 1000 probing packet transmissions using the 1 Mbit/s data rate.
Similarly, Table 4.4 shows the results obtained with the 6 Mbit/s data rate.
We observe that the DSSS transmission is more robust against jamming than OFDM,
which has been already reported in other works [KSHH04]. We define a communication link as good link when the PDR does not fall below 60 % and is, on average,
close to 80 %. Worse values of PDR are assigned to a bad link. Based on this definition, we observe that the bad link condition spans over a 4 dB range of received
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Signal Strength

Average PDR

Lowest PDR

-95 dBm

7.14 % (± 12.70)

0%

-94 dBm

39.32 % (± 22.01)

0%

-93 dBm

73.91 % (± 9.96)

20 %

-92 dBm

76.56 % (± 6.24)

60 %

Table 4.3 Range of the received signal strength within the bad link range using the DSSS
modulation with a data rate of 1 Mbit/s. The signal strength range over which
the communication is severely impaired spans only 4 dB.

Signal Strength

Average PDR

Lowest PDR

-91 dBm

1.86 % (± 5.02)

0%

-90 dBm

7.05 % (± 12.79)

0%

-89 dBm

54.50 % (± 18.98)

0%

-88 dBm

75.77 % (± 7.62)

50 %

Table 4.4 Range of the received signal strength within the bad link range using the OFDM
modulation with a data rate of 6 Mbit/s. The signal strength range over which
the communication is severely impaired spans only 4 dB. The OFDM PHY requires 4 dB more power to achieve the same performance as the DSSS PHY, see
Table 4.3.

signal strength. Although there are no restrictions for using our jamming detection
framework in combination with the OFDM PHY, all the results presented in the
remainder of this chapter are based on the DSSS PHY.
The previous results suggest that the probability of experiencing good link conditions
is significantly higher than bad links. This motivates us to conduct a differentiated
analysis of the behavior of the metrics and the jammer detection accuracy under
these two different link conditions. Figure 4.23 shows the behavior of the PDR
metric obtained under good and bad link conditions and for different positions of the
constant and reactive jammer. As expected, the PDR degrades significantly under
bad link conditions regardless of the jammer type. As a consequence, we observe
a larger overlap of the communication performance between jammed and normal
activity, which suggests a more challenging detection of the jammer. Figure 4.23
also shows that the CBR metric partially loses its potential to identify constant
jammer activity under bad link conditions.
Figure 4.24 shows that the position of the jammer with respect to the legitimate
nodes has also a large impact on the PDR. While the figure only presents the
results for the constant jammer, the same observations also hold for the reactive.
These results indicate the importance of considering different topologies to perform
an adequate collection of training data and, subsequently, obtain an accurate and
robust learning.
Detection Accuracy: We have seen that, due to the robust transmission of the
probing packets, bad-link conditions span over a very short SNR range. In general,
the reaction of the PDR and CBR to jamming is reduced under bad link conditions,
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Figure 4.23 Office scenario: PDR and CBR under bad link and good link conditions.
which suggests a more challenging jammer detection. We investigate this issue in
the reference scenario and show the corresponding results in Figure 4.25. The figure
shows that the prediction accuracy (i.e., TP and TN rates) decreases under bad
link conditions in the case of the constant jammer. With favorable communication
conditions, the latter can be detected almost perfectly. This is of particular importance, as platooning formations are typically characterized by large signal strength
values and a correspondingly high PDR. Hence, this specific VANET topology is
expected to reliably detect constant jammer activity. On the other hand, the detection of reactive jammer activity improves slightly with a decreasing link quality.
This is related with the larger impact of the reactive jammer on the CBR metric,
when the legitimate signals suffer from large propagation losses. This is shown in
Figure 4.24(b). Basically, some transmissions do not reach the intended receiver
but they trigger the reactive jammer, such that the generated interference signal is
accounted by the CBR computation. Hence, in the bad link scenario, the learning
algorithm can exploit the CBR to better detect reactive jammer activity.

4.3.4.3

Impact of Concurrent 802.11 Traffic

Intense traffic activity from neighboring 802.11 networks can affect the communication in a similar way as jamming. Network congestion can increase the CBR and
reduce the medium access probability, and indirectly the rate of correctly received
packets, thereby impacting the max. IT and PDR metrics and complicating the detection of an attack. In this context, we are interested in evaluating the ability of
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Figure 4.24 Office scenario: PDR under bad and good link conditions with constant jammer
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activity. Depending on the position and output power of the jammer, the impact
of the latter on the communication varies significantly.
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Figure 4.25 Detection accuracy obtained under good and bad link conditions. The constant jammer can be easily detected when the communication conditions are
favorable.

our approach to detect jamming activity in the presence of intense traffic generated
by a neighboring 802.11 network.
Scenario Details and Impact on the Metrics
For this experiment, we use the reference scenario illustrated in Figure 4.18(a) and
add two nodes that communicate with each other in ad-hoc fashion. Each node runs
the iperf application [Ipe] to generate a 12 Mbit/s load of UDP traffic with a fixed
Maximum Transmission Unit (MTU) size of 1500 Byte. The nodes are located close
to the original 802.11 network and use the same frequency channel for transmission.
The largest difference compared to previous results is observed for the CBR metric,
which is shown in Figure 4.26. In the no-jammer case, a noticeable increase of channel activity is measured that stems from the concurrent 802.11 traffic. In addition,
the reactive jammer significantly affects the CBR metric when concurrent traffic is
present. The rationale behind this observation is discussed in the following. First,
the reactive jammer does not hinder the concurrent 802.11 nodes from accessing the
medium. When the latter nodes transmit, they trigger the reactive jammer, which
results in an increased energy level on the channel. In addition, the reactive jammer
was less attenuated than the constant jammer, which further increases the impact
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Figure 4.26 Impact of concurrent 802.11 traffic on the CBR: Significant differences can be
observed compared to the case without concurrent traffic (cf. Fig. 4.19(b)).

on the CBR. This design criterion was necessary, in order for the reactive jammer
to be able to impair communication. As the reactive jammer signal is less effective
than the constant one (see results in Section 4.2.2), the first requires a larger transmit power to be considered by the 802.11 devices as being active. Note that the
impact of concurrent traffic activity on the other metrics is only marginal, so we do
not show them here.
Detection Accuracy
Table 4.5 shows the detection accuracy achieved in the presence of concurrent WLAN
activity. Specifically, row 2 shows the detection accuracy achieved by our approach
when concurrent 802.11 traffic is present during the learning phase and later also
during prediction. For better readability, we omit the 95 % confidence intervals,
which are always below 1 %. It can be observed, that the detection rates for both
jammers remain roughly unaffected compared with the reference case represented
by the values of row 1. This indicates that our approach efficiently differentiates between jamming and 802.11 interference. However, the activity of concurrent 802.11
nodes is unpredictable and depends on the number of neighbor nodes and the amount
of traffic they generate. Learning without accounting for concurrent traffic leads to
a significant drop in accuracy if this traffic activity appears during the detection, as
shown in row 3 of Table 4.5. To overcome this problem, it is important to collect
training data samples under conditions that are likely to emerge later during operation. In row 4 we show that conducting the learning on a combination of training
data samples from different scenarios (i.e., from rows 1 and 2) leads to high TN
and TP rates, which are comparable to the accuracy achieved with scenario-specific
learning.

4.3.4.4

Impact of Outdoor Mobility

In indoor environments, a reduced quality of the transmission does usually not result in dangerous situations. However, safety-critical applications in vehicular networks are constrained by tough reliability requirements and strict deadlines. Hence,
a responsive and accurate jamming detection is important to initiate appropriate
countermeasures. In the following, we evaluate our approach in an outdoor scenario
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Constant

Reactive

Jammer

Jammer

TP

TN

TP

TN

(1) Without concurrent Traffic

97.97

98.64

94.13

98.10

(2) Concurrent Traffic 12 Mbit/s

98.44

99.70

94.31

99.00

(3) Training (1) for predicting (2)

98.05

72.70

89.36

54.34

(4) Training (1 & 2) for predicting (2)

98.23

99.72

93.18

99.19

Table 4.5 Detection accuracy obtained with and without concurrent 802.11 traffic. If the
impact of the latter has been considered in the learning phase, a successful detection of jamming attacks can be achieved.

Min. Signal Strength

Average PDR Indoor

Average PDR Outdoor

-95 dBm

40.99 % (± 5.86)

11.32 % (± 13.89)

-94 dBm

47.50 % (± 12.12)

33.20 % (± 17.78)

-93 dBm

72.03 % (± 10.05)

37.32 % (± 19.63)

-92 dBm

76.40 % (± 5.80)

50.07 % (± 16.72)

-92 dBm

77.39 % (± 6.54)

60.39 % (± 16.04)

Table 4.6 The PDR performance obtained outdoors is significantly worse than indoors.
with mobility. The motivation for this experiment is twofold: First, the propagation outdoors is generally more dispersive than indoors, so that a wider range of
bad-link conditions is expected (cf. Table 4.6). Second, by adding mobility we create topology asymmetries and fluctuations over time of the propagation conditions
both between the legitimate nodes and between the latter and the jammer. This
variability was not present in the indoor scenario and we are interested in its impact
on the detection accuracy.

Setup and Methodology
We placed two cars at the ends of a parking lot, while mobility was introduced
by a third car that moved back and forth between the static nodes reaching a
maximal speed of 25 km/h. The jammer was located close to one of the static
nodes as illustrated by Figure 4.18(b). The wireless link between the static nodes
was characterized, without jammer activity, by a PDR of about 40 % that dropped
further due to the attenuation caused by the moving vehicle. Depending on the
position of the latter, the quality of the links varied significantly and we obtained
PDR values that span the range from 0 to 100 %. We conducted multiple runs of
60 s each and collected a total of 4500 samples, specifically, 1500 for each jammer
and 1500 without jammer.
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(a) Accuracy obtained by the single nodes that
conduct learning based on their individually
collected data. The constant jammer can be
easily detected by near nodes, while the reactive jammer has a larger impact on farther
nodes. Mobility is not a problem for the detection framework.
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Figure 4.27 Outdoor scenario: Prediction accuracy.
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Figure 4.28 Outdoor scenario: Impact of constant and reactive jammers on the PDR depending on the proximity of the jammer to a node.

Detection Accuracy
Figure 4.27(a) shows the global detection accuracy in the outdoor scenario compared
to the accuracy obtained by the single nodes if their own training data is used
for learning. Due to specific scenario characteristics, the nodes and the value of
the metrics are differently affected by the jammer, so that the detection accuracy
varies across nodes. For instance, the shorter the distance between constant jammer
and a node, the larger the impact of the jammer on that node and the higher the
detection accuracy of the latter. In case of the reactive jammer, we observe the
opposite behavior. For the reactive jammer to affect a nearby node, it first has to be
triggered by an ongoing transmission, which may not always be the case when the
transmitter is far from the jammer. We illustrate these observations in Figure 4.28,
where we show the impact of constant and reactive jammer on the PDR. It can
be observed that the constant jammer dramatically degrades the PDR at the close
node, while the reactive jammer barely affects this node. In addition, the high
prediction accuracy achieved by the mobile node indicates that mobility is not a
limiting factor for our approach.
Obtaining training data in outdoor environments can be time-consuming and costly,
which motivates us to investigate the reusability of indoor learning for detecting
jamming outdoors as shown in Figure 4.27(b). Similarly as in Table 4.5, the TN
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rates for both jammers suffer a dramatic loss. Again, differences in the scenario
characteristics, and hence in the behavior of the metrics, lead to notable training
dependencies. As already discussed, collecting training samples under different conditions and scenarios is a requisite for robust jamming detection. Figure 4.27(b)
shows that learning from both indoor and outdoor training samples, achieves in the
outdoor environment similar detection rates as with scenario-specific learning.
4.3.4.5

Enhancing the Basic Design

In the experimental results presented so far, we have shown that our approach
achieves a high jammer detection rate in different scenarios and under different
conditions. However, in either experiment there are a number of instances that are
not correctly identified, especially in the outdoor scenario with mobility. We are
interested in the reasons that lead to jammer detection inaccuracies. In Figure 4.29
we show the time evolution of three metrics, namely max. IT, PDR, and min. Signal
together with the decision of our detection tool, when the constant jammer was
active in the outdoor scenario. By inspecting Figure 4.29(a), we observe that some
erroneous decisions overlap with the reset of the max. IT value. Recall that the
latter metric measures the time elapsed between two consecutive successful packet
receptions over all links and keeps track of the maximum value. Hence, when a node
correctly receives at least one frame from all its neighbors within a time slot, the
value of max. IT set back to zero. In general, a low value of this metric indicates
the absence of jamming activity and can lead to erroneous detections. This type of
errors can be easily identified and corrected by means of a moving average.
Inspecting Figure 4.29(b) and Figure 4.29(c), particularly focusing on the range between 40 s and 45 s, we identify a second source of erroneous detections. We observe
a reduction of PDR down to 5 %, which can suggest jammer activity. However, the
value of min. Signal over this range corresponds to -93 dBm, which indicates that the
low PDR can also be a consequence of channel errors, as highlighted in Table 4.6.
Against this type of detection errors, a node can rely on the prediction of nearby
nodes, which may be subject to somewhat different conditions and, hence, accurately
predict the presence of an attack.
In addition, we have observed that the predicted jammer probability features a certain degree of correlation in the time domain. Figure 4.29(d) is a 10 s excerpt of a
measurement in the outdoor scenario when the constant jammer was active. The
figure illustrates the time correlation of the probability as predicted by Random
Forests and the final decision about the presence of a jammer. At some points,
the probability falls below the 0.5 threshold and a wrong decision is made. Figure 4.30(b) shows the distribution of erroneous jammer detections over time. For
this, we show the burst length of erroneous detections (i.e., False Positive (FP) and
False Negative (FN)) measured in the outdoor scenario for both jammer types. It
can be observed that a large amount of errors are isolated events, that is, they are
preceded and followed by correct decisions. Specifically, between 60 % and 90 % of
incorrect decisions are isolated errors.
Our jamming detection mechanism has been designed to enable fast and decentralized decisions based on local information. Nevertheless, the basic design can be
extended by exploiting both the temporal and spatial correlation of the detection
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Figure 4.29 Outdoor scenario: Particular values of the metrics complicate the detection of
the (constant) jammer.

probabilities. Intuitively, the probability of a jamming attack is likely to vary only
slightly between consecutive decisions and between nodes that are placed close to
each other. If the existing information redundancy is combined appropriately, the
detection accuracy can be improved. In the following, we present two enhancements
to the basic design and elaborate on their benefits and potential pitfalls.

Exploiting Temporal Correlation: Moving Average
In the basic design, every node decides on the presence of a jammer using instantaneous information without exploiting the knowledge provided by past decisions. In
Figure 4.30, we have shown how erroneous detections are distributed over time in
the indoor and outdoor scenarios. We observed that the majority of the detection
errors are isolated, that is, they are preceded and followed by correct detections.
Additionally, more than five consecutive erroneous detections rarely happen. In the
outdoor scenario the latter occur in less than 0.1 % and 0.4 % of the cases for the
constant and reactive jammer, respectively. Isolated errors are rather anomalous
events, where a specific metric or the interaction between metrics sporadically takes
values that confuse the detection mechanism. To intercept and filter these events, a
moving average (also referred to as mAvg) of a particular size can be applied over the
jamming detection probabilities provided by the learning algorithm. For a window
of size k, the values of k −1 previous detection probabilities are stored and combined
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Figure 4.30 Distribution of the error burst length in the indoor and outdoor scenarios.
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Figure 4.31 Benefits of exploiting the temporal correlation by means of a moving average.
Regardless of the scenario (i.e., indoor or outdoor), a moving average achieves
a remarkable improvement in accuracy.

with the current probability. If the averaged probability is larger than or equal to
0.5, a jamming attack is assumed.
With the main goal of removing isolated errors, we employ a moving window of
different sizes on the indoor and outdoor scenarios to investigate the potential of
this approach. In Figure 4.31 we show the corresponding results. It can be observed
that up to 10 % higher detection rates are achieved by means of this technique. A
window size of three seconds exhibits a large potential of removing isolated errors.
By further increasing the window size only a modest improvement is obtained. Note
that relying on past decisions can also have a negative impact on the detection
accuracy, which is shown in Figure 4.31(b) by a decreasing TP rate for the constant
jammer when a window of size seven is used. In general, this can happen when a
node enters or leaves a geographic area affected by a jammer. In the boundaries of
a jammed region, accounting for past decisions can degrade the detection accuracy.
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Exploiting Spatial Correlation: Cooperative Detection
As already discussed, the jamming detection approach has been primarily designed
to enable local and responsive decisions. However, our basic design can be enhanced
with additional information already available in the network. Specifically, by appropriately combining the detection rates of neighbor nodes, the spatially correlated
impact of the jammer can be exploited. This cooperative jamming detection can be
realized by conveying the individual detection rates within the probing packets as
discussed in Section 4.3.3.1. The availability of cooperative information depends,
hence, on the correct reception of probing packets. A node that is dramatically
affected by the jammer and suffers a PDR of 0 %, can simply not account for the decisions of its neighbor nodes. Nevertheless, in such cases of complete communication
disruption, the jammer can be easily detected. We study the benefits of cooperation by means of a simple approach, where each node assumes that all network
members within its hearing range are identically affected by the jammer. Hence,
a node decides on the presence of a jammer based on the average detection probability obtained across all network members. Large propagation distances between
cooperating nodes can lead to a degradation of the accuracy. In order to exploit
spatial correlation, smarter approaches could use GPS positioning information to
appropriately weigh the probability of the neighbors. This investigation is however
out of the scope of this work.
Methodology and Scenario Characteristics: The evaluation results provided
so far have been obtained off-line by applying our detection algorithm on previously collected data samples that had not been used for learning. We conducted
the required changes to enable on-the-fly jamming detection. This is achieved by
installing the required libraries implementing the learning algorithm (e.g., we used
OpenCV 2.4.3 for Random Forests) on the 802.11 devices. In addition, the output
of the learning phase (e.g., the structure of the forest) needs to be stored on the devices and, for prediction, the input metrics are passed as arguments to the machine
learning functions. Finally, we also enabled the moving average and cooperation
mechanisms functionalities to work on-the-fly.
We considered an office room of 25 m2 located in the building of the Communication
and Distributed Systems Chair in the RWTH Aachen University. The chosen topologies in this scenario were comparable to those of the reference scenario as illustrated
in Figure 4.18(a)). Nevertheless, small differences in the propagation conditions
of both scenarios were observed, especially with respect to the background 802.11
activity. The experiment consisted of 60 measurement runs, each with a duration
of 1 minute. 50 % of the runs were conducted with the jammer switched off and
the other 50 % accounted for jammer activity. In the latter case, we changed the
position of the jammer so as to differently affect the communicating nodes. The
inter-node distance chosen for the latter was similar as in the reference scenario.
We also added passive attenuation elements to the RF front-ends of the devices so
as to configure good- and bad-link conditions. Note that the measurements were
conducted on different days and at different working hours to account for a broader
set of events (e.g., different amount of background traffic, people moving along the
corridors and in other offices) that could have an impact on the communication. It
is important to note that no scenario-specific learning was conducted, instead, the
outcome of the learning obtained in the reference scenario was reused for detection
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Figure 4.32 Benefits of moving average and cooperation for an accurate jamming detection. Despite considering different scenarios for learning and testing,
the combined approach achieves remarkably high detection rates.
in this new one. In the following we show the results obtained with on-the-fly configuration (referred to as basic design) and with two enhancements that increase the
detection accuracy.
Results: Figure 4.32 shows the detection accuracy achieved by different strategies.
First, we consider the basic design with jammer-specific learning. Second, we also
apply moving average with a size of 3 seconds. Finally, we combine the latter with
cooperation. In general, we observe that the basic design achieves a high detection
accuracy even if the learning has been conducted with training data gathered under
different propagation conditions in a different building. For instance, the TN rates
are above 85 %, the TP rate for the constant jammer is close to 100 %, and the TP
rate for the reactive jammer is larger than 85 %. Again, these experiments confirm
that moving average increases the detection accuracy with respect to TP and TN
rates. Finally, the combined mechanism of moving average and cooperation achieves
a remarkable accuracy improvement, which brings all detection rates above 95%.

4.3.5

Discussion

In this section we discuss open issues of the proposed framework for jamming detection.
4.3.5.1

Applicability for Road Safety Applications

In Section 4.2, we have observed that malicious jamming has the potential of blocking the communication and rendering safety-critical applications useless. With the
proliferation of powerful software defined radio devices, jamming is a threat that
cannot be neglected. Therefore, we have developed an approach that, given appropriate training data, can efficiently detect the presence of constant and reactive
jammer activity. The detection of a jammer can be used to trigger specific actions that reduce the impact of jamming (e.g., increase the transmission power,
select the most robust data rate) and as valuable information for localizing the attacker. Furthermore, upon detecting a jammer, the drivers could be warned about
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Figure 4.33 Car approaching jammed area. Region A is out of the transmission range of the
jammer. In region B the jammer affects the communication, but the PDR is
above 0%. Hence, safety-critical messages are still received and the overlying
applications can be assumed to still work. Finally, in region C the jammer
completely blocks the communication. As no packets are received within this
area, safety-critical applications simply stop working correctly.

potentially malfunctioning safety-applications, or the latter could simply behave in
a conservative manner. For instance, in the case of the virtual traffic lights application [FFCa+ 10], a red light would be indicated instead of a green one, so that the
risk of an accident is minimized.
In general, safety-critical applications require a high true positive detection rate.
Intuitively, in case of an ongoing attack we are interested in a timely and accurate
detection. On the other hand, the presence of a jammer is a situation that can
be expected to occur only sporadically. Hence, we are also interested in keeping a
very low rate of false positive detections. Safety applications that are continuously
warning the driver or behaving imprecisely are not attractive for the end-user. In
the following we elaborate on this issue and present ways for adapting our proposed
framework so as to increase its applicability for 802.11 p-based safety applications.
Interference Regions
Figure 4.33 illustrates a typical situation that can be expected in vehicular environments. A car moves along a road, which we divide into three regions. First, region A
is completely outside the interference range of the jammer. As the car moves further,
it first enters region B, where the jammer starts impacting the communication but
not enough to completely block it. Hence, safety-critical applications are expected
to work reliably. Finally, within region C the vehicle is not able to successfully receive any packet. The dimensions of these different regions depend on the transmit
power of the communicating devices, the network topology, and the jammer type,
among others.
In Section 4.2.3 we have clearly observed these three regions in outdoor environments. In particular, Figure 4.15, Figure 4.15, and Figure 4.17 show that there
is a transition phase between perfect performance (i.e., PDR 100%) and complete
disruption (i.e., PDR 0%). The duration of this transition phase depends on the
moving speed of the vehicles and the type of jammer.
In the following we investigate the potential of our framework to achieve low false
positives and high true positives detection rates. These are requirements that can be
expected in car-to-car communications. Figure 4.34(a) shows that the presence of a
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(b) Burst length analysis of the FP rates obtained in the outdoor scenario. A very large
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This is true for both jammer types.

Figure 4.34 Time correlation of correct (TP) and incorrect (FP) detections in the outdoor
scenario.

jammer is, in general, correctly identified over long time spans without interruption.
Nevertheless, we observe a non-negligible fraction of isolated detections, which are
preceded and followed by erroneous detections. Furthermore, the length of consecutive correct detections is significantly larger in the case of the constant jammer.
Figure 4.34(b) shows that the erroneous detections tend to occur sporadically and
rarely in a consecutive manner. For instance, the length of the erroneous detections
is larger than 5 s only in 0.1 % and in 0.4 % of the cases for constant and reactive
jammer, respectively.
As jamming attacks affecting the communication of VANETs are expected to be
sporadic events, we propose a method to reduce the sensitivity of our jamming
detection tool to false positive decisions within region A. As a consequence, we
anticipate a lower accuracy detecting the actual presence of an attacker (i.e., within
regions B and C ). We refer to the proposed strategy as absolute majority vote.
The latter determines the presence of a jammer only if all the predictions within
a specific time span give a positive answer. The corresponding results for different
window sizes are shown in Figure 4.35(a). This method achieves TN rates that are
very close to 100 % for both jammers. For instance, in the case of a 5 s window, the
values are 99.96 % and 99.95 % for constant and reactive jammer, respectively. This
would mean that an erroneous prediction of constant jammer activity would only
happen once every 2500 seconds. As downside the sensitivity to jamming attacks
happening in regions B and C is degraded, particularly for the reactive jammer.
To address this problem, we propose to combine this strategy with the moving
average. As illustrated in Figure 4.35(b), the combined approach improves the TP
rates significantly. For instance, employing a moving average of 5 s and an absolute
majority vote window of 5 s achieves a TP rate of 97 % and a TN rate of 99.92 %
for the constant jammer. While the TN rate for the reactive jammer is also close to
100 %, the TP rate falls down to 86 %.
Finally, we believe that the appropriate cooperation between vehicles could significantly improve the overall performance. Vehicles within regions B and C could
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(b) The combination of moving average (window
of 5 s) with the absolute majority voting window achieves very high TN rates, while keeping acceptable TP rates for both jammers.

Figure 4.35 Jamming detection in VANETs requires a low rate of false positive detections, while maintaining a high sensitivity for the jammer activity. We
propose a majority vote mechanism combined with the moving average to
address these goals.
attach their GPS coordinates to the probing packets. Hence, vehicles within region
A could correctly decode this information and use it when approaching to those
coordinates. Alternatively, the steering of the detection accuracy into a specific
direction can be achieved by shifting the decision threshold, which is illustrated
in Figure 4.36. In addition, this method can be combined with any of the previously proposed techniques to achieved the detection rates required by a particular
application.
4.3.5.2

Different Machine Learning Algorithms

Up to this point, the evaluation of the proposed jamming detection framework has
been based exclusively on the Random Forests algorithm. In this section we first
evaluate the impact of the dimensionality of the forest on the detection accuracy.
Afterwards, we evaluate the detection accuracy and robustness achieved by different machine learning algorithms, namely C4.5 decision tree learning [Qui93], adaptive boosting [FS97], support vector machine [CV97], and expectation maximization [DLR77].
Dimensionality Random Forests
The dimensionality of the forest has several implications to the performance and
applicability of the algorithm. In general, a large number of trees and a large tree
depth improve the classification accuracy achieved by Random Forests [Bre01]. Due
to the randomization steps of the algorithm, over-fitting can be avoided. However,
a large dimensionality increases the computation time and the storage requirements
of the forest structure. We investigate these issues in the following. Figure 4.37(a)
shows the detection accuracy obtained in the outdoor scenario for a different number
of trees and a fixed tree depth of 10. It can be observed that employing a single
tree is not the best choice, as a larger number of trees provides a significantly better
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Figure 4.36 Outdoor environment: The detection accuracy can be steered into a specific
direction (i.e., TP or TN) by appropriately selecting the decision threshold.
However, a modest improvement into one direction can lead to a significant
drop in the other direction. The best performance in terms of aggregated rates
is achieved with the default threshold at 0.5. The most appropriate threshold
depends however on the requirements of the application.

accuracy. However, the use of more than 10 trees for classification achieves only a
marginal improvement. Figure 4.37(b) shows the results of a similar experiment.
Specifically, we keep the number of trees fixed at 50 and vary the tree depth. Small
trees with a depth of 3 are not able to appropriately classify the training data of the
considered problem, which leads to a degradation of the accuracy.
We consider different machine learning approaches and test their suitability for detecting jamming activity. We first provide a very brief introduction to the different
algorithms and the chose parameterization and afterwards we present the results.
For more information about these algorithms, we refer to Section 2.3 and to [Bis06].
C4.5 Decision Tree: This algorithm relies on a single decision tree for classification. The input feature at each node of the tree is selected so as to maximize
the information gain. Post-pruning is applied to reduce the probability of
overfitting without significantly degrading classification accuracy.
Adaptive Boosting (AdaBoost): AdaBoost iteratively combines multiple weak
classifiers to obtain a single strong one. For this purpose, each individual
classifier only needs to achieve a classification accuracy higher than 50%. Furthermore, the errors produced in one iteration are appropriately weighted in
the next iteration. We select a maximum of 100 iterations and choose the C4.5
algorithm as weak classifier.
Support Vector Machine (SVM): This classifier looks for an hyperplane that
separates the training data samples in a high dimensional space, such that the
margin is maximized, that is, the minimum distance between data samples
belonging to different classes. A non-linear transformation by means of a
kernel function is applied to the data points to perform the classification in
a higher dimensional space. We have used a gaussian or radial basis function
kernel k(xi , xj ) = e−γ(xi −xj ) with γ = 100.
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Figure 4.37 Outdoor scenario: analysis of random forests dimensionality.
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(b) True positive (reactive jammer) accuracy obtained for different amounts of training data
in the outdoor scenario.

Figure 4.38 Comparison of the detection accuracy and robustness obtained by the
different machine learning algorithms in the outdoor scenario.
Expectation Maximization (EM): This learning algorithm is of unsupervised
nature, that is, the class is not explicitly specified. The algorithm identifies
patterns in the data points and groups them into clusters. We empirically
determined that two clusters provide the best accuracy for outdoor training.
Figure 4.38(a) shows the detection accuracy achieved by the different algorithms
in the outdoor scenario. The four supervised learning algorithms exhibit a similar
performance, although Random Forests and SVM achieve on average a marginally
better detection. The EM algorithm yields a poor performance, which indicates that
unsupervised learning is not well-suited for the considered problem. Figure 4.38(b)
shows the accuracy of the algorithms for a varying amount of training data. Specifically, we show the achieved TP rates when the reactive jammer was active. In
general, all algorithms (expect for EM) provide an accurate detection already with
10% of the total training data. Random Forests and AdaBoost exhibit a very stable
accuracy, which is in contrast with the large fluctuations experienced by SVM and
C4.5, particularly with only 1% of the data.
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(b) Learning conducted with training data collected indoor to detect jamming in the outdoor scenario.

Figure 4.39 Detection accuracy of the different machine learning algorithms without
the availability of scenario-specific learning.
Figure 4.39 shows the accuracy when the learning obtained in one scenario is applied
to detect the jammer in a significantly different one. Specifically, the figure presents
the results from indoor learning applied to (1) the indoor scenario with concurrent
802.11 traffic (i.e., Figure 4.39(a)) and (2) the outdoor scenario (i.e., Figure 4.39(b)),
respectively. The performance drop, specially with respect to the TN rates, was
expected based on the results presented in Section 4.3.4.3 and in Section 4.3.4.4. In
general, decision tree learning (i.e., Random Forest, C4.5, and the parameterization
chosen for AdaBoost) are noticeably more robust than SVM to differences between
learning and testing scenarios. In addition, the EM algorithm achieves a higher
accuracy than with scenario-specific learning. This result was unexpected and we
believe that it does not reflect a capability of the algorithm itself.
Various observations can be extracted from these results. First, it is important
to select appropriate learning algorithms and conveniently parameterize them to
achieve high classification accuracy. Second, the design of the classification problem
plays a crucial role in the overall performance. Without a proper selection of input
and output variables, only a modest classification accuracy can be achieved. Finally,
the quality of the training data is a challenging yet fundamental task. If the learning
phase does not account for a broad range of operational conditions, the accuracy is
likely to drop when unseen events need to be classified. Summarizing, while machine
learning approaches are well-suited for jamming detection, they require expertise for
designing the problem and a potentially extensive data collection phase to guarantee
the desired precision.
4.3.5.3

Jammer Type

We have evaluated the ability of the proposed approach to detect constant and reactive jamming attacks. As discussed in Section 4.3.2, the jamming signals do not
comply with the 802.11 standard nor do they exploit any knowledge about the protocol of the targeted network. However, we suspect that a jammer that emits 802.11
compliant packets will not affect the metrics in a significantly different way than
our jammer does. The only exception is the noise metric, since legitimate packets
are not considered for that computation. Nevertheless, this metric provides only a
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modest detection rate improvement. Another potential jammer could target at the
way our approach computes the PDR. For instance, the jammer could deliberately
allow the successful reception of probing packets so as to tamper with the value of
the PDR. Therefore, the jammer would need to distinguish the small probing packets from other packet types, which can be for instance avoided by randomly adding
padding bits to the packets. This would increase the overhead of probing, but in
tradeoff for suppressing the vulnerability.

4.3.6

Related Work

With the widespread deployment of wireless networks, many research efforts have
focused on jamming attacks due to their potential for compromising both reliability and security. Many works have characterized the impact of jamming on the
network performance and discussed the reasons for the observed jamming effectiveness [BKL+ 08, GWGS07]. Some other works have proposed methods to overcome
the effects of jamming by using specific transmission technologies [NBGR07] or by
appropriately tuning transmission parameters [PBKG11], among others.
In the cases where the resilience to jamming cannot be increased, it is important to,
at least, detect the presence of a jammer. Several jamming detection approaches for
wireless networks have been proposed in the past years [XTZW05, GLS+ 13, TW08,
HBOM09]. However, the majority of these works evaluate the proposed approaches
only by means of simulations [TW08] or not at all [HBOM09]. In [XTZW05], the
authors propose the use of measured energy together with the PDR for jamming detection in wireless sensor networks. They first characterize the relationship between
these two metrics under normal conditions. Typically, when the jammer is active,
higher energy values are measured that do not match the previously characterized
relationship. In the same fashion, the PDR can be also combined with the transmission distance based on GPS positioning information [XTZW05]. The authors
implement the approach in sensor devices and show that different jamming attacks
can be identified. However, the evaluation is conducted in the same scenarios that
are used for training. In addition, the approach exhibits major weaknesses when
transferred to 802.11 networks. First, the multiple data rates available in 802.11
systems lead to significantly different PDR values for a given signal strength value
(or transmission distance). Second, the high frequency variability caused by multipath fading in conjunction with large transmission bandwidths (e.g., in 802.11 n/ac)
leads to large fluctuations of the PDR for a given (average) signal strength and
transmission rate [HHSW10].
The authors in [GLS+ 13] present an approach for detecting reactive jamming in
DSSS wireless systems, such as 802.11 b/g. They characterize the relationship between the chip error rate measured over the preamble (where the reactive jammer is
assumed to still be silent) and the actual frame error rate. During operation, transmission events that diverge from the previously characterized behavior are assumed
to be caused by a reactive jamming signal. The authors implement and evaluate
their approach on a USRP platform featuring a DSSS physical layer. They show a
detection rate with a false negative rate below 5% under good channel conditions,
while the accuracy decreases under challenging conditions (e.g., the false negative
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rate rises up to 30% for links with a PDR below 25%). The approach has a limited applicability, as it is only useful to detect reactive jamming in DSSS-based
systems. This is, however, not the common case in 802.11, where the OFDM PHY
is being considered in current and future WLAN generations, as in 802.11 a/n/ac.
Furthermore, the proposed metric is not provided by commodity 802.11 hardware.
In literature there are only few works implementing a jamming detection scheme that
could be applied (partially with significant modifications) in the context of 802.11
networks. We select the approaches presented in [GLS+ 13] and [XTZW05] and
compare their accuracy against our scheme with respect to different link qualities,
where the latter are characterized by the average PDR obtained while the jammer
is silent. The accuracy of Giustiniano’s scheme has been extracted from Figure 8
in [GLS+ 13]. It is important to note that the scenario, propagation conditions,
and jammer behavior considered in the latter work may differ significantly from
ours. Hence, this specific comparison should be treated with caution. In addition,
we implement Xu’s approach as indicated in [XTZW05]. For that, we generate a
scatter plot containing samples (collected without jammer activity) of the PDR and
signal strength plus measured noise power. This is done similarly as in Figure 4.20,
but for the data gathered in the indoor scenario first introduced in Section 4.3.4.5.
By inspecting the graph, we determine the operational non-jammed area. Later,
any sample falling above that region is considered as a jamming attack. For more
details we refer the reader to [XTZW05].
In Figure 4.40, we compare our approach against these two works for two different
PDR ranges in the reference indoor scenario illustrated in Figure 4.18(a). In general,
we observe that all schemes (with punctual exceptions) are able to efficiently detect
jamming attacks when the PDR is larger than 80 %. Under more challenging conditions, Xu’s approach [XTZW05] yields a poor accuracy with respect to TP rates,
while for the reactive jammer Giustiniano’s approach [GLS+ 13] provides a better
detection. Nevertheless, our scheme outperforms these two works significantly for
both jammers and link conditions. In cases where the basic design falls short in
providing a successful detection (e.g., low TN rate for the constant jammer), the
combination of cooperation and moving average yields a remarkable performance.

4.3.7

Summary

We have presented a machine learning-based jamming detection approach for 802.11
networks, which works with commodity hardware. We have evaluated our approach
and demonstrated an extraordinarily high accuracy in indoor and vehicular scenarios, under different propagation conditions and mobility patterns, and for constant
and reactive jammer types. Although the proposed approach is a standalone tool
that does not rely on additional applications, hardware, or information from other
nodes in the network, we have incorporated a cooperative approach that can be
enabled on demand. We show that cooperative jamming detection significantly
improves the detection accuracy without introducing significant overhead. Similar
benefits can be obtained by exploiting the knowledge of past predictions. The combination of both enhancements significantly improves the detection in all scenarios.
We have implemented and tested our jamming detection framework on an 802.11 g
device, due to the impossibility of accessing and modifying the hardware of the
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Figure 4.40 Comparison of our approach with Xu [XTZW05] and Giustiniano [GLS+ 13].
available 802.11 p devices. Nevertheless, we strongly believe that the results and
observations presented in this chapter can be qualitatively and, to some extent,
quantitatively extrapolated to the latter amendment. First, the medium access in
802.11 p is CSMA/CA-based, which is the same mechanism used in 802.11 g. In
addition, we have evaluated our framework for an ad-hoc wireless network, which
is the configuration used in 802.11 p for running safety-critical applications. Furthermore, we rely on the transmission of probing packets for the computation of the
PDR metric and for enabling cooperative detection. These packets are broadcast
with a fixed and robust data rate at regular time intervals. This design component
can be perfectly integrated into 802.11 p, where the exchange of beacon frames is
not only mandatory to maintain the ad-hoc network, but the transmission of these
packets fulfils all the requirements that we posed to the transmission of probing
packets. As a consequence, the integration with 802.11 p would completely eliminate
the protocol overhead introduced by our framework. Although most of the experiments presented in this section have considered the devices using the DSSS PHY, we
have also successfully evaluated our framework using the OFDM PHY. Finally, the
smaller bandwidth defined in 802.11 p (i.e., 10 MHz instead of the 20 MHz available
in 802.11 g) reduces the communication sensitivity to multi-path fading, thereby increasing robustness. Consequently, we expect that the range of signal strength values
associated with bad link conditions could be modestly reduced, which benefits the
accurate detection of constant jamming, as discussed in Section 4.3.4.

4.4

Conclusions

The results of the investigations conducted in this chapter raise concerns that the
communication and, particularly, the viability of safety-critical applications over
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VANETs can be seriously threaten by jamming attacks. This has been confirmed
by means of measurements in relevant vehicular scenarios. In urban and open-space
environments, constant and periodic, but also reactive RF interference are able to
severely disrupt successful communication. The observed performance degradation is
large enough to render useless any safety-critical application running over VANETs.
Hence, we claim that jamming-awareness should be considered as a pivotal design
criterion of vehicular networking. As a first step into that direction, we have developed an efficient jamming detection framework for 802.11 networks. Although the
detection of an attack is not directly a solution to the problem itself, appropriate
countermeasures could be triggered upon a timely identification of a jammer with
the goal of reducing the threats of the latter to road-safety.
The proposed jamming detection framework relies on a learning algorithm that, in
essence, addresses a multi-variate binary classification problem. Many algorithms
from the machine learning domain are known to be well-suited for these type of problems. In particular, our experiments confirm the suitability of decision tree learning,
adaptive boosting, and support vector machine for jamming detection. The latter
task is essentially a classification problem, where the feature vector (i.e., the values
of the chosen metrics) needs to be categorized depending on the value taken by the
output variable (i.e., the jammer activity). In general, all supervised learning algorithms have achieved a remarkably high detection accuracy. Supervised learning
was applied, as the value of the output variable was known. For the considered
problem, this is possible only if a jammer device is available. Without that knowledge, unsupervised learning can be still applied. Our experiments show that the
applicability of an unsupervised clustering approach is very limited and the results
are in some cases not better than chance. Furthermore, the physical interpretation
of the clusters is complex and the latter are relatively unstable.
The necessity of sophisticated learning algorithms for jamming detection increases
with a large number of input variables, as the manual setting of threshold thresholds
becomes impractical. One major benefit of machine learning algorithms is that the
complexity of the problem is basically shifted to the learning phase. Once the
learning has been conducted, the computational complexity of the algorithms is
extremely low. This allows our framework to perform the detection every second or
even with a higher time granularity.
In general, learning-based jamming detection requires training data that has been
obtained under conditions that are later found while predicting. This is clearly
the major obstacle faced by jamming detection algorithms in particular, and classification problems in general. Nevertheless, we have shown that every additional
training data set improves the applicability and generality of the conducted learning,
yet without significantly degrading the scenario-specific accuracy. Hence, we believe
that the learning nature of the proposed framework is the right strategy for jamming detection and could be an important first step into jamming-aware (vehicular)
networking.

5
Rate Adaptation in VANETs
In the previous chapter, we have discussed reliability aspects of vehicular networks.
Specifically, we have investigated the robustness of 802.11 p transmissions against
jamming and have proposed a mechanism for accurately detecting such attacks.
In VANETs, Roadside Units (RSUs) provide the infrastructure required to enable
vehicular access to the Internet. For instance, users can initiate multimedia applications or large file transfers from inside their vehicles. These applications prefer
large data rates over reliability or timely frame delivery. However, the large and fast
fluctuations of the vehicular channel gains limit the applicability of classical rate
adaptation algorithms significantly. Instead, smarter approaches that exploit knowledge of the signal propagation characteristics of a particular environment are known
to be more efficient [HLC+ 12]. In this chapter, we discuss the problem of throughput maximization by means of rate adaptation in vehicular networks and propose a
novel algorithm that performs an accurate and robust selection of the data rate in
highly mobile environments. The algorithm first conducts an accurate learning of
the signal propagation characteristics of the channel. Learning approaches have the
ability to identify patterns contained in empirical data that are otherwise difficult
or even impossible to recognize by manual inspection. During operation, the rate is
selected based on the previously acquired knowledge so as to appropriately match
future channel conditions.1
The remainder of this chapter is structured as follows. First, Section 5.1 motivates
the need for rate adaptation algorithms in VANETs. In Section 5.2 we discuss the
challenges of rate adaptation in vehicular environments. In addition, we highlight
propagation characteristics of the latter that can be exploited to ease the task of
adapting the rate. We then review related work in Section 5.3. Next, in Section 5.4
we describe the basic components of the proposed rate adaptation algorithm and
1

The content of this section is partially based on the joint work with Hanzhi Zhang, and James Gross
published in "RFRA: Random Forests Rate Adaptation for vehicular Networks", 14th International IEEE
Symposium on a World of Wireless, Mobile and Multimedia Networks, June 2013 [PZG13]. In addition,
this section is partially based on the masters’s thesis of Hanzhi Zhang [Zha12] and the bachelor’s thesis
of Moritz Werner [Wer13].
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present evaluation results in Section 5.5. We then discuss implementation issues
and practical considerations of the proposed algorithm in Section 5.6. Finally, we
present concluding remarks in Section 5.7.

5.1

Motivation

The development of VANETs has been mainly driven by the demands for higher
road safety [SKWL08, Pro05] and traffic efficiency [FFCa+ 10]. However, support
for infotainment applications is expected in the near future [Pro05]. Applications
such as video and music streaming, voice over IP, and large data transfers will be supported by the vehicles given Internet access provided by RSUs. While safety-critical
messages require timely and reliable frame delivery, best-effort and multimedia applications prefer rather high data rates even at the cost of a worse error performance.
In general, both types of applications benefit in one way or the other from an accurate selection of the data rate. First, packets can be conveyed reliably without
wasting extensive air-time if more efficient rates are sufficiently stable. Additionally,
rate adaptation can provide faster download times, lower jitter, and better medium
utilization, which is to the advantage of all users in the network [HRBSD03].
General Idea
The effectiveness of a rate adaptation scheme depends on its ability to accurately
adapt to a predicted future state of the wireless channel. High order modulations achieve high data rates, but yield a worse error performance than less efficient modulations. This trade-off is not trivial and adaptation algorithms are not
standardized. In the context of 802.11 networks, intensive research activities have
led to a vast number of rate adaptation schemes. Some examples can be found
in [JWS08, KKCQ06, ZTZ+ 08, SHP+ 12]. The majority of the proposed schemes
target indoor propagation environments, which are characterized by slow channel
changes. Vehicular communications, however, are subject to fast topology and channel changes, as well as short connectivity spans. Therefore, rate adaptation schemes
for VANETs need to be robust and fast-converging to achieve an acceptable performance under such challenging conditions.
On the other hand, the environment around an RSU features particular mobility and
signal propagation characteristics. First, the movement of the vehicles is limited in
space by the roads and regulated by traffic lights and speed limitations. Second,
vehicles do in general first approach the RSU and later leave the communication
area, which results in a certain pattern of the signal strength over time. In addition,
the type of environment (e.g., urban crossroads, open-space, street canyon) and the
density of the vehicles (e.g., higher at the traffic lights and during rush hours) have
a site-specific impact on the signal propagation. Finally, the availability of GPS
devices provides valuable inputs, such as the position and the speed of a vehicle.
Context information and scenario characteristics can be exploited to ease the task
of adapting the rate. A few works contributed over the last years [SNRI08, XPH09,
HLC+ 12, DD12] have shown that learning approaches can be applied to adapt the
rate in dynamic environments. In this chapter, we propose a novel rate adaptation
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scheme for 802.11-based vehicular networks. We employ Random Forests [Bre01] as
machine learning algorithm to learn the behavior of the signal strength over time
and implicitly characterize the propagation characteristics in the surroundings of
a particular RSU. The chosen method significantly extends related work that does
not employ signal strength measurements [SNRI08] or relies on the most recent measurement [XPH09]. In addition, the work in [LHC+ 12] highlights the importance of
accounting for the frequency variability of the channel gains caused by multi-path
fading. Our approach implicitly addresses this issue by mapping the signal strength
information to the measured performance. While this approach exhibits some similarities with the work in [DD12], we exploit context-awareness by incorporating GPS
distance and speed to the rate selection. By means of simulations, we highlight the
robustness and accuracy of the proposed approach and its superiority over related
work.

5.2

Problem Analysis

In this section, we first discuss the problems affecting rate adaptation in vehicular
environments. Afterwards, we present the main goals of the envisioned rate adaptation algorithm.

5.2.1

Vehicular Wireless Channel

In Chapter 2 we introduced the main phenomena that affect the propagation of wireless signals, such as path loss, shadowing, and multi-path fading. In a completely
static environment, and regardless of the contribution of these different components,
the signal strength and phase shift of the incoming signals remain (theoretically)
constant over time. Hence, under static conditions, the selection of the most appropriate data rate is a straightforward task. However, vehicular communications
are typically characterized by high mobility in environments of large dimensions,
which results in fast and large fluctuations of the signal strength. In the following,
we revisit the three propagation phenomena and focus on specific implications to
vehicular environments. For more detailed information about the wireless channel
and its impact on transmitted signals, we refer to Section 2.1.
Doppler shift: The high relative speed between transmitter and receiver, either in
vehicle-to-vehicle or vehicle-to-infrastructure topology, leads to a large Doppler
frequency shift. Even if both communicating nodes are static, there are typically other traffic participants moving in the surroundings. As a result, the
power of the transmitted signals is subject to fast changes in the time domain.
Multi-path fading: In vehicular environments, with exception of large openspace and rural areas, there is usually a large number of scatterers. The latter,
combined with the large dimensions of the environment, results in dramatic
fluctuations of the signal strength in both frequency and space domains due
to a large delay spread combined with a high vehicle mobility.
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Shadowing: In urban and highway environments, there are buildings and other
vehicles that can block the LOS component and other reflecting paths. Shadowing potentially affects the signal strength over long time spans, depending
on the dimensions of the blocking object. However, the high mobility of the vehicles results in shadowing attenuations that vary significantly over relatively
small time scales.
The fast and large fluctuations of the signal strength are the main challenge of any
rate adaptation algorithm in vehicular environments. The selection of the data rate
needs to avoid long build-up phases, such that the future state of the channel and
the resulting system performance are well approximated by current states.
In the following, we present the approaches taken by related work to address the
aforementioned challenges.

5.3

Related Work

Rate adaptation for 802.11 networks has been extensively considered over the last
years [SHP+ 12, KKCQ06, ZTZ+ 08, LMT04, WLYB06, JWS08, CK10, CGQ09].
Most work focus only on indoor scenarios, where the channel conditions and the
network topology remain stable for long time spans. In vehicular networks, these
conditions are naturally quite different: Channel states vary fast, as does the network topology. Under these conditions, rate adaptation approaches based on packet
success statistics [LMT04, KKCQ06] are known to have serious problems to converge
to the optimal rate and are outperformed by SNR-based schemes [CGQ09, ZTZ+ 08].

5.3.1

Classical Rate Adaptation Approaches

We present in the following some prominent classical rate adaptation algorithms
and briefly discuss the reasons why such approaches are likely to fail at efficiently
selecting the rate in vehicular communications.
5.3.1.1

Frame-based Rate Adaptation

Basically, frame-based rate adaptation algorithms [KM97, LMT04, KKCQ06] are
based on success and failure statistics of previous transmissions. In order to obtain
accurate estimates for the best data rate, these algorithms require multiple transmissions and, hence, feature a slow convergence. In addition, transmission failures can
also happen due to collisions. Lowering the rate without identifying the cause of error may even degrade the network-wide performance by aggravating medium access
congestion. Therefore, some frame-based rate adaptation incorporate techniques
to separate channel errors from collisions. For instance, the authors in [KKCQ06]
propose to always precede the payload transmission by an RTS/CTS exchange. As
these short packets are transmitted with robust modulation, corrupted receptions
are safely assumed to be caused by collisions. While differentiating the cause of a
packet failure can improve the accurate of the rate selection, the proposed approach
introduces a significant amount of overhead.
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SNR-based Rate Adaptation

SNR-based rate adaptation can be either sender or receiver-based. In the senderbased case [ZTZ+ 08, JWS08], the transmitter computes the SNR from previously
received frames exploiting, and assuming, channel reciprocity. Afterwards, the most
suitable data rate for the measured SNR is selected based on previous computations.
In receiver-based rate adaptation [CGQ09, CK10], the receiver maps the SNR of
received packets to a specific data rate. Next, it informs the sender about which
rate to use. The latter can be done by modifying CTS or ACK packets [CK10]
or by using a customized feedback packet [SHP+ 12], among others. SNR-based
algorithms are known to suffer from aggressive rate selections that lead to channel
errors [CK10]. This can be overcome, for instance, by introducing safety margins to
the decision thresholds [SHP+ 12] or by dynamically adapting the thresholds based
on transmission success statistics [JWS08]. However, both approaches suffer from a
lack of responsiveness to fast changing channel conditions.

5.3.2

Rate Adaptation in Mobile Environments

There have been a few works proposing rate adaptation for vehicular networks [DD12,
HLC+ 12, CK10, XPH09, SNRI08]. The authors in [CK10] reveal that SNR-based
rate selection approaches tend to over-select the data rate. As a solution, they propose to empirically characterize the propagation conditions and obtain an accurate
mapping between data rate and performance. In general, all these algorithms take
the approach of learning from previously collected data.
In [SNRI08], the authors propose the Context-Aware Rate Selection (CARS) algorithm. Based on empirically collected data, a linear-regression model is built that
combines context information (i.e., speed and transmission distance based on GPS)
and packet success statistics to predict the PER. Depending on the relative speed
of two communicating nodes, the algorithm gives more importance to the GPS information or to the packet statistics. By means of simulations, the authors show
that CARS substantially outperforms the Adaptive ARF (AARF) algorithm. At
high speeds, the algorithm relies virtually only on speed and distance as predictors
for the error performance. These variables are likely to work well only in similar
environments to the one used for collecting training data. As soon as the distance
does not correlate as expected with the signal strength, the algorithm is prone to
over- or underestimate the data rate.
The authors in [XPH09] propose the Model Tree Rate Adaptation (MTRA) algorithm. Specifically, they build an M5 decision tree [Qui86] to classify the training
data consisting of distance, SNR, speed, and data rate as input metrics. The decision tree is used to predict the PER for different data rates. Finally, the highest
data rate that yields an error rate below a predefined threshold is selected. The
proposed algorithm considers only the most recent SNR value, which does not provide information about the signal strength evolution. Furthermore, it is known that
other machine learning algorithms are, in general, superior in performance to M5
decision trees.
The authors in [DD12] propose an auto-regression model that uses the autocorrelation of signal strength time series (over 500 ms time slots) as predictor of the future
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signal strength. The predicted signal strength is then used to populate a multi-rate
retry chain. The multi-rate retry chain is a static rate adaptation mechanism that
uses a sequence of predetermined parameters, that is, a sequence of tuples defining
a rate r and the number of transmission attempts c using that rate. For instance,
the sequence (r0 /c0 , r1 /c1 , r2 /c2 ) determines that a queued packet is transmitted c0
times with rate r0 . If the packet was not received successfully, it is then transmitted
c1 times with rate r1 , and so on. From the previous definition, it is clear that the reactive nature of the multi-rate retry chain may not accurately and timely determine
the most appropriate data rate for transmission. In addition, the performance gain
presented in [DD12] over packet statistics-based algorithms is only modest even if
the evaluation does not account for shadowing and small-scale fading, two important
factors that would increase the error in the prediction of the signal strength.
Recently, the authors in [HLC+ 12] proposed a rate adaptation scheme based on a
decision tree with SNR, speed, and channel type as input variables. Channel type
is a variable used to implicitly define the propagation characteristics of the environment, such as pedestrian or vehicular channel. The authors show that this metric
is significantly more important than SNR and speed for performing accurate rate
selections [HLC+ 12]. In practice however it is difficult to determine the characteristics of the channel (i.e., determine the channel type) without requiring extensive
measurement campaigns and the use of expensive devices.
We believe that the channel characteristics can be implicitly captured by means of
SNR measurements. Firstly, the impact of speed and Doppler spread (i.e., channel variability in the time domain) is captured by the SNR evolution over the time
window. Secondly, the impact of multi-path dispersion (i.e., the channel variability in the frequency domain) leads to varying error rates for a given (average)
SNR [HHSW10]. We follow the approach of implicitly characterizing the propagation environment by extracting important information from the SNR time series
and propose a novel machine learning-based rate adaptation algorithm for vehicular
networks.

5.4

Random Forests Rate Adaptation Algorithm

The stochastic nature of the channel fluctuations makes it impossible to exactly
predict future values of the signal quality. Nevertheless, the surroundings of the
RSU feature somewhat site-specific mobility and signal propagation characteristics
that can be exploited to estimate the time evolution of the average channel gains.
We are interested in the development of an accurate rate adaptation algorithm with
the following design criteria in mind:
Selection of suitable metrics: We are interested in identifying signal propagation characteristics of specific environments and exploiting them for selecting
the transmission rate. For that we require appropriate metrics that implicitly
carry information about the evolution of the channel state and the corresponding system performance for a given data rate. For applicability reasons, the
metrics should be gathered without the need of dedicated hardware, so that
they can be directly obtained by means of 802.11 p and GPS devices. We
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assume the latter to be a default equipment component in vehicular communications.
Processing of data: First, we require enough empirical data to allow the identification of valuable patterns. Next, it is important to appropriately weight the
metrics according to their relevance at predicting system performance. One
major challenge stems from the processing of multiple metrics simultaneously,
which can be seen as a multidimensional classification problem. Hence, we
require a learning technique that is able to efficiently address these issues.

5.4.1

General Idea

Vehicular networking will be based, at least partially, on RSUs serving as access
points. Such an RSU is installed at a fixed location and the movement patterns
of cars associated to this RSU are potentially similar. Furthermore, the impact of
the propagation environment on transmitted signals is expected to feature certain
site-specific characteristics. The question arises if these patterns can be exploited
together. Essentially, this breaks down to predicting the SNR γ at the time of
transmission depending on the propagation environment of the RSU as well as the
mobility pattern and position of the corresponding station. We are interested in
applying the method of Random Forests (see Section 2.3.4.2) to this problem in
802.11 p networks. In the following, we first present the main characteristics of
Random Forest Rate Adaptation (RFRA), a novel rate adaptation scheme based on
Random Forests [Bre01] and later benchmark its performance against state-of-theart rate adaptation approaches by means of simulations.

5.4.2

Algorithm Design

This section presents the fundamentals of the proposed rate adaptation algorithm.
First, the chosen input and output variables are motivated and defined. Afterwards,
the phases for collecting, learning the training data, and exploiting the gathered
knowledge to adapt the rate are described in detail.
5.4.2.1

Input Variables

SNR Input Variables: Earlier works [CK10, CGQ09] have shown that SNRbased rate adaptation approaches are most suitable for fast changing channels. We collect SNR samples per communication link over a particular time
window, which is then divided into several time slots. Specifically, if multiple
SNR samples are gathered over the period of one slot, the median of those
samples is considered as the representative SNR value. By using the median,
the characterization of the SNR is more robust against fluctuations caused by
multi-path fading and captures the channel state evolution better. The time
slot length has been set to 5 ms based on [BZP+ 08], where the authors show
that for urban environments the channel has a fairly constant behaviour within
this time range. Note that if no packets are received over the period of one
time slot, the rate selection can still be performed, as Random Forests can cope
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Figure 5.1 SNR samples collected over a 100 ms window, which is divided into time slots of
5 ms each. If multiple samples are received during a time slot i, the median of
the samples (γi ) is considered as the representative SNR.

with missing input variables. We set the observation window to 100 ms, such
that a maximum of 20 SNR values are considered for every data rate selection.
It can be assumed that within this time, the speed and position of the cars
remain constant. Accounting for larger time spans would likely account for
old channel samples, that cannot longer be used to reflect the current state.
On the other hand, shorter windows may fall short to capture the time evolution characteristics of the signal strength. In this work, SNR information is
not extracted from overheard packets, that is, packets that are received by a
node that is not the intended destination. While exploiting overheard packets
can increase the granularity of channel information, it requires minor changes
to the NIC driver. Note, however, that the required effort for enabling this
capability is only modest.
GPS Input Variables: Further input variables are the transmission distance and
the speed of the car. The transmission distance is derived from the current
GPS coordinates of the vehicle, given that the position of the RSU is known in
advance. The latter can for instance be exchanged by means of beacon frames
upon association. The transmission distance is a good estimate of the average
signal quality as, in general, short communication distances result in a high
signal strength and vice-versa. It is, however, only a coarse indicator due to
the stochastic impact of multi-path fading and shadowing on the transmitted
signal. Previous work [XPH09, SNRI08] considers the speed of a car as input
variable as higher speeds result in faster channel changes. Our proposed algorithm also accounts for the speed of the car, although we later show that this
variable has a relatively low prediction importance.
Data Rate: Finally, we account for the data rate used to transmit payload frames.
This variable does not only have a significant impact on the success probability
of a transmission, but it is also the only dimension in our goodput optimization
problem that we can actually tune.
Note that we do not consider packets of variable size in this work, hence, the packet
size is not part of the input variable set. Nevertheless, this variable could be easily
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Figure 5.2 Data collection phase of RFRA. The RSU keeps track of the input variables and
keeps track of the transmission success of every incoming payload frame. Specifically, it extracts the data rate information from the PLCP header, computes the
SNR based on the preamble, and collects the GPS information previously attached to payload or beacon frames.

incorporated into the algorithm. We have intentionally left it out to reduce the
parameterization complexity of the performance evaluation.

5.4.2.2

Output Variable

As output variable we select the PDR, that is, a binary variable that indicates
whether a packet has been correctly received (i.e., one) or not (i.e., zero). Hence,
from every incoming packet, the RSU collects the input variables together with the
resulting PDR. This combination is defined as a training example and the collection
of all training examples constitutes the training data set.

5.4.2.3

Data Collection

Figure 5.2 illustrates the data collection phase. In order to characterize the propagation environment, the RSU gathers training data. Specifically, the RSU collects
the input variables and keeps track of the resulting PDR of incoming packets. The
training data is later used as input to the Random Forests algorithm for learning.
For generating training data we rely on ns3 network simulations [HLR+ 08, ns3].
We let one car move at different speeds within the coverage area of a RSU, while
constantly transmitting packets at different data rates. We assume that the car
attaches position and speed information to every data packet. Note that in a real
802.11 p network deployment, this information can be alternatively exchanged via
beacon frames during the CCH phase. Details about the medium access in 802.11 p
are given in Section 2.2.5.1. Out of every incoming frame, the RSU generates the
set of input variables (i.e., xi ={γ1 , · · · , γ20 , speed, position, data rate}) and stores
it to be later used by the learning algorithm.
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Figure 5.3 An exemplary decision tree (with a depth of two) of RFRA. In this case, the root
node corresponds to the most recent SNR value (i.e., γ1 ). The latter variable is
split at a value of 15 dB. The corresponding child nodes are the speed (left child)
and the data rate (right child). After splitting these child nodes, the leaf nodes
provide information about the typical values that the output variable (i.e., correct
or failed packet transmission) takes after following a particular tree branch.

5.4.2.4

Learning Phase

The accuracy of Random Forests increases with the amount of training data [Bre01].
We collect about two million training examples and use 60 % for learning and 40 %
for evaluating the accuracy. In addition, we balance the learning set with respect to
positive and negative training examples to avoid biased learning [Bis06]. For learning
and for predicting we use Open Source Computer Vision (OpenCV) [ope] version
2.4.3, which is a library of functions implementing, among others, machine learning
algorithms for real time computer vision. Basically, the learning procedure outputs
the structure of the forest, that is, the value of the input variable at every node of a
tree, the thresholds for splitting root and interior nodes, and the distribution of the
output variable at the leaf nodes as shown in Figure 5.3. This structure is stored as
a text file, whose size mainly depends on the dimensionality of the forest.
5.4.2.5

Error Rate Prediction

During communication, and before transmitting a new packet, the transmitter collects the required input variables. Basically, the SNR samples are obtained from
packets (either payload, control, or management packets) originated at the targeted
destination. Speed and transmission distance are gathered from the GPS device, see
Figure 5.4. Finally, the transmitter iterates over the available data rates, pushing
the latter together with the other input variables down every decision tree of the
forest. Note that Random Forests can cope with missing input variables, which is
particularly important if, for instance, not enough SNR samples have been collected
to populate all fields of the input feature vector. For every tree, a particular leaf
node is reached depending on the values of the input variables. As already stated,
the leaf nodes contain the distribution of the values that the output variable typically takes after having followed a specific tree branch. Specifically, the ratio of ones
over zeroes corresponds to the PDR predicted by a tree. If the predicted PDR is
larger than or equal to 0.5, the tree is said to vote for a one or for a zero otherwise.
Finally, the votes of all trees are aggregated to compute the PDR predicted by the
forest, that is, the ratio of trees voting for one to the total number of trees in the
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Figure 5.4 Rate selection in RFRA. The vehicle (here the transmitter) extracts the SNR
information from incoming packets originated at the receiver (i.e., the RSU).
By adding the GPS-based metrics, the input feature vector is generated and the
most adequate data rate is selected from transmission.

forest. Hence, the transmitter obtains a prediction of the resulting PDR for every
data rate. With this information, the transmitter can decide which data rate is most
adequate.

5.4.2.6

Rate Selection

Random Forests outputs a value for the estimated PDR for every data rate available.
To select a rate, a further step is needed that can depend, for instance, on the
requirements of the application. In principle, the performance of the system can be
quantified in different ways. Given the PDR per data rate, we have studied three
criteria:

PDR Threshold: Based on this criterium, we select the highest data rate that
would yield a PDR larger than a predefined threshold P DR > ρ, where
ρ ∈ [0, 1]. This method is indicated for applications that have specific error constraints.
Raw Goodput: This criterium selects the data rate that maximizes the expression Goodput = Rate · PDRθ , where the weighting factor θ ∈ [0, ∞). This
approach, however, ignores MAC protocol issues, such as the increasing contention window resulting from transmission errors, among others.
MAC Goodput: Finally, we also consider an approach that selects the data
rate that maximizes Goodput = f (Rate, P DRθ ), where θ ∈ [0, ∞). The
mapping function f (Rate, P DR) is adopted from [QCJS03] and accounts for
the impact of MAC protocol specialties, such as medium access contention,
packet collision, and inter-frame spacing. Further details are provided below.
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Goodput = f Rate, PDRθ =
B̂ =
T̂ =
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+ P DRθ · (1 − P DRθ )i−1 · (Tok + (i − 1) · Tnok +

i
X

TBk ) ,
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where B̂ corresponds to the expected number of transmitted payload bits, LDAT A
refers to the size of the payload frame, and N is the total number of transmission
attempts per payload frame before the frame is dropped. TBk is the backoff time of
the kth transmission. T̂ refers to the expected transmission time of a packet. The
time required to correctly transmit a packet Tok , as well as the air-time required by
a failed transmission Tnok are defined in the following.
LDAT A
LACK
+ LP LCP +
+ LP LCP
Rbase
Rate
LDAT A
+ ACKT out ,
= DIF S + SIF S + LP LCP +
Rate

Tok = DIF S + SIF S +
Tnok

where DIFS and SIFS are inter-frame spacings, LACK refers to the size of an ACK
frame, Rbase is the data rate selected for transmitting control frames, LP LCP refers
to the duration of the PLCP header. Finally, ACKT out corresponds to the time that
a transmitter waits until it declares that the payload frame has not been correctly
received, as no ACK frame has been received within that timeout.

5.4.3

Parameter Study

In this section we characterize the prediction accuracy of RFRA depending on the
dimensionality of the random forest. We further evaluate the impact of the chosen
variables and other design parameters of RFRA on the goodput.
5.4.3.1

Random Forest Dimensionality

The dimensionality of the random forest (tree depth Nd and number of decision trees
Nt ) has an impact on the learning and prediction accuracy of the algorithm. We
characterize the performance of various dimensionalities as illustrated in Table 5.1.
The figure presents the TP and TN rates, where a high TP (or TN) rate indicates
high accuracy by correctly predicting successful (or failed) transmissions. Training accuracy refers to the level of prediction obtained on the training data, while
test accuracy refers to the prediction accuracy obtained on data not considered for
learning. It can be observed that up to a certain dimension the aggregated accuracy
increases marginally, however, further increasing the size of the forest (e.g., up to
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Training

Test

Accuracy

Accuracy

TP

TN

TP

TN

Nd = 7, Nt = 30

90.3

91.7

90.2

91.9

Nd = 10, Nt = 30

92.0

91.2

91.8

91.3

Nd = 10, Nt = 50

92.9

90.9

92.8

91.0

Nd = 10, Nt = 100 93.3

90.6

93.2

90.7

Nd = 10, Nt = 200 93.1

90.8

93.0

90.9

Table 5.1 Accuracy of RFRA for different forest dimensionalities.
Nd = 10, Nt = 200) does not provide an observable benefit. As larger trees are
associated with a set of disadvantages, we select Nd = 10 and Nt = 50 in all our
experiments.
5.4.3.2

Variable Importance

Random Forests provides the prediction importance of the input features as quality
measure. Figure 5.5 presents the importance of the selected SNR variables. Clearly,
recent SNR samples are more relevant for accurately predicting future channel states.
While the importance decreases steadily for older samples, they all contribute to
some extent to improve the detection (i.e., importance higher than 0 %). The data
rate (not displayed in the figure) is the most important variable and reaches 28.83 %.
The SNR samples collected over the last 25 ms (i.e., γi=1..5 ) are more important than
the propagation distance (i.e., 3.84 %). Finally, the speed (i.e., 1.28 %) is the input
variable with the lowest relevance.
5.4.3.3

Goodput Performance

Next, we study different design aspects of RFRA by evaluating their impact on
the achieved goodput by means of network simulations. For these evaluations we
create a reference scenario, illustrated in Figure 5.6(a), where five cars move along
a straight road and transmit packets continuously to the RSU in saturation mode.
That is, the cars have always a data packet of size 500 Byte buffered and ready to
be transmitted to the RSU. For every scenario we perform 20 simulation runs with
different random seeds to be exposed to different channel realizations. All our results
show the average performance and the 95 % confidence intervals. Further simulation
parameters are summarized in Table 5.2.
Simulation Model: We model the behavior of the wireless channel as follows:
 
Path loss is obtained with the log-distance model |Hpl |2 = |H(d0 =1m) |2 + 10 · α · dd0 ,
where d refers to the propagation distance. The parameterization employed for other
variables is given in Table 5.2. Shadowing is based on Gudmundson’s model [Gud91],
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Figure 5.5 Variable importance provided by the Random Forests algorithm. Clearly, recent
channel samples (i.e., γn SNR values) are good predictors of communication
quality. Nevertheless, even older samples can still be exploited to improve accuracy. Even more important than the SNR is the chosen data rate (28.83 %). The
GPS-based input variables have only a moderate importance. While the propagation distance achieves a 3.84 %, the moving speed of the vehicles contributes
with a marginal 1.28 %.

Parameter

Value

Transmit power

40 mW

Carrier frequency fc

5.2 GHz

Packet size

500 Byte

Background Doppler

50 Hz

Loss exponent α

3
2

Reference loss |H(d0 =1m) |

46.67 dB

Noise power

-97 dBm

Shadowing variance
Carrier sense threshold

8 dB
-96 dBm

Table 5.2 Parameterization used in the simulation.

which accounts for spatial correlation in urban environments and is characterized
by a certain variance. Small time-scale variations of the channel are modelled as
time-correlated Rayleigh fading with a Doppler shift given by fd = v · fcc , where v
corresponds to the speed, fc to the carrier frequency, and c to the speed of light.
Given an SNR, a modulation and coding scheme, and a packet length, the error
model in ns3 returns an expected packet error rate. The impact of convolutional
coding on the error performance is considered as described in [LH06]. Basically, the
error model is in essence the same model employed in Section 3.4. However, while
the latter was adapted to account for frequency selective fading, the model described
in [LH06] and used in this chapter does not consider the impact of this propagation
phenomenon on the communication performance.
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Specifically, the distance is more important
than the speed, and the latter is only helpful
in highly mobile environments.

50 ms

100 ms
14

150 ms
20

Speed [m/s]

(d) Different window sizes for collecting SNR
samples result in a slightly different goodput. However, if only the most recent SNR
sample is used, the performance is significantly reduced.

Figure 5.6 Parameter study results on the basic scenario.
Rate Selection Criterion
We have discussed various methods for selecting the data rate based on the estimated
PDR for the available data rates. In Figure 5.6(b) we show the goodput performance
achieved by the discussed approaches in the reference scenario. Note that their
parameterization (i.e., the selection of ρ and θ) has been selected so as to provide the
best goodput performance in the considered scenario. Although the rate selection
criterion has only a limited impact on the performance, accounting for protocol
effects consistently yields a modest gain up to 4 %.
Figure 5.7 shows the impact of the parameter θ on the goodput performance provided
by the MAC Goodput criterion and highlights its importance. We try different values
for θ (between 0.1 and 1.5) and show the maximum and median goodput achieved
for a varying number of vehicles. It can be observed that θ allows for adapting the
working point depending on the number of active users. A low value of θ increases the
weight given to the PDR and results in a higher goodput as computed by the model
in Section 5.4.2.6. As a consequence higher rates are selected, which is convenient
to reduce network congestion and avoid the performance anomaly effect [HRBSD03]
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Figure 5.7 Depending on the number of vehicles associated with the AP, a different strategy
is recommendable for selecting the rate. The parameter θ for the MAC Goodput
criterion determines if either higher or lower rates are preferred. With more
vehicles involved in the communication, higher rates are selected, which reduces
the air-time congestion and improves the overall goodput.

when the number of users is large. Our simulations indicate that selecting θ = 0.25
is a good choice when the number of active users is larger than or equal to five. For a
lower number of users a higher value of θ provides better network-wide performance.
GPS Variables
Figure 5.6(c) confirms that the benefits of accounting for transmission distance and
vehicle speed are only moderate. Note that this was already predicted in the learning
phase of Random Forests, see Table ??. Furthermore, under low mobility conditions,
including the speed as parameter in the algorithm slightly degrades the performance.
Partially responsible for the low relevance of these two metrics is the ability of the
SNR metrics to implicitly provide similar information. For the evaluation, we use
the default Random Forests learning that accounts for both GPS inputs and evaluate
the resulting performance when a certain variable (or both) is missing. In general,
GPS information can help to adapt the data rate, but if satellite connectivity is not
available (e.g., in a tunnel) no significant drops in the performance are expected. At
high speeds, not accounting for the GPS-based variables results in a performance
loss of about 4.5 %, while at low speeds the loss is a marginal 2.5 %.
SNR Window Size
In Figure 5.6(d) we show the impact of the SNR window size on the goodput. For
that, we generate a specific learning for every window size. From our simulations we
identify the 100 ms as the best choice. Nevertheless, we do not claim this value as
the optimal value, as we have not studied all possible parameterizations. It can be
observed that considering a too short window size (i.e., 50 ms) or relying on too old
SNR values (i.e., 150 ms), yields a slightly lower goodput. This small performance
difference, in most cases within the confidence intervals, demonstrates the robustness
of the RFRA design. On the other hand, accounting only for the most recent SNR
sample results in a significant performance drop. At low speeds the loss corresponds
to 6 %, while at higher speeds it increases to a non-negligible 11 %. Note that relying
on a single SNR value is a common approach in related work [XPH09, SNRI08].
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Evaluation

After presenting the design of RFRA, we study the performance of the scheme
in comparison to other rate adaptation algorithms. We are also interested in the
robustness of RFRA especially in cases where the propagation environment changes
with respect to the training data. We study these issues in two typical vehicular
scenarios. The first one is a straight road, while the second one models an urban
grid with a crossroad. All results are obtained by means of ns3 simulations. The
simulation models and evaluation methodology are the same as already described in
Section 5.4.3.3. In the following, we first introduce the algorithms used to benchmark
RFRA before we present the evaluation results.

5.5.1

Comparison Schemes and Performance Metrics

We consider the following comparison schemes:
AARF: The approach presented in [LMT04] is an extension of the well-known
ARF algorithm [KM97]. Same as the latter, AARF decreases the data rate
after two consecutive transmission failures and the data rate is increased after the successful transmission of 10 packets. If the first transmission after
increasing the data rate fails, the transmitter falls back to the previous rate.
In addition, the threshold for rising the data rate is adjusted (lowered and
increased) to better capture the changing speed of the underlying channel. In
contrast to AARF, the ARF scheme relies on fixed thresholds.
Collision Aware Rate Adaptation (CARA): The authors in [KKCQ06] combine ARF with the RTS/CTS exchange to differentiate packet losses due to
collisions from losses due to channel errors. This enhancement is convenient
in scenarios with a high node density and when the payload packets are large.
Nevertheless, the overhead introduced by these control frames reduces the
benefits of this scheme in most scenarios.
CARS: This algorithm [SNRI08] estimates the link quality using both context
information and history of past transmissions. The context information is obtained from GPS devices and corresponds to the relative speed of the communicating nodes and the transmission distance. Based on context information,
transmission rate, and packet length, an error model estimates the PER. The
model consists of a multivariate linear regression model obtained from empirical data. The history of past transmissions is considered by performing
an Exponentially Weighted Moving Average (EWMA) on the success of past
frame transmissions obtained with every data rate. Depending on the speed
of the nodes, more importance is given to the context information (at high
speeds) or to the transmission history (at low speeds). Finally, based on the
estimated PER, the data rate that maximizes the expected goodput is selected.
For evaluating the different rate adaptation schemes we rely on the following performance metrics:
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Goodput: Is the rate (in bits/second) of correctly received data frames excluding
headers. Unless differently specified, we show the average goodput measured
by the RSU from all transmitting nodes.
PER: Is the ratio of erroneous data packets to the total number of data packets
transmitted.
Data Rate: Refers to the average data rate (in bits/second) used by the transmitting nodes during a simulation run.

5.5.2

Results

This section presents simulation results obtained under different propagation conditions.
5.5.2.1

Straight Road Scenarios

The first scenario is characterized by a straight road and therefore simple movement
patterns. In all our evaluations, we assume that the RSU has finished learning
the training data and that the cars have already downloaded the configuration file.
Furthermore, we consider only uplink communication although there is no practical
limitation for applying RFRA on downlink transmissions.
Symmetric Propagation Characteristics
We start evaluating the different schemes in the reference scenario illustrated by
Figure 5.6(a). In the scenario, the five cars move from the left to the right end of a
road at the same constant speed.
The goodput achieved by RFRA is the highest among all schemes independent from
the speed at which cars are moving as shown in Figure 5.8(a). The goodput gain is
on average 61% higher than AARF, 24% higher than CARA, and 21% higher than
CARS. The goodput performance of all schemes shows a robust behavior under
high speed conditions. In addition, the CARS algorithm improves its performance
for an increasing velocity, as it more strongly relies on context information than
on frame success statistics. The robustness of AARF stems from conservative rate
selections and the corresponding low error rates, which can be seen in Figure 5.8(c)
and Figure 5.8(b), respectively. CARA chooses higher data rates more often due to
its ability to differentiate between channel errors and collisions. However, the high
error rate indicates inaccurate rate selections. On the other hand, RFRA is able to
accurately select high rates without causing a large number of errors.
Big Object Attenuation
Next, we introduce a constant attenuation of 10 dB over a road segment of 40 m as
shown in Figure 5.9(a). This scenario introduces signal propagation asymmetries
that are intended to affect the correlation between distance and signal. Theoretically, this change should noticeably degrade the performance of those schemes that
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Figure 5.8 Performance comparison for the 5 cars scenario in the straight-road scenario.
RFRA provides the highest goodput.

rely on the transmission distance to adapt the rate. Figure 5.9(b) shows that the
goodput of all schemes decreases compared to the previous scenario due to the
larger attenuation. Under these conditions RFRA still provides the best goodput
and achieves up to 20 % and 55 % goodput gain over the CARS and AARF schemes,
respectively. Basically, the learning relevance of the distance and speed variables
decreases. However, as already shown in Figure 5.6(c), RFRA achieves good performance by exploiting the proposed SNR variables even in the presence of distorted
GPS-based inputs.
Hidden Node Effect
For this evaluation we increase the number of cars to 10 and split them into two
groups of 5 cars. Each group starts moving at one end of the road simultaneously
such that both groups meet in the proximity of the RSU. Scenario details are
provided in Figure 5.10(a). Note that when the two groups are at the ends of the
road they can be out of each other’s hearing range depending on the shadowing and
multi-path fading realizations. When this happens, packet collisions due to hidden
nodes occur. We are interested in the impact of collisions on the performance of the
rate adaptation algorithms.
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Figure 5.9 Changing the propagation conditions of the basic scenario (5 cars) by adding a
large attenuation area caused by a building.

Figure 5.10(b) shows the superiority of the learning-based algorithms over CARA
and AARF. With an increasing number of users, the accurate selection of high data
rates has the additional benefit of reducing network congestion and avoiding the
performance anomaly effect [HRBSD03]. CARA outperforms AARF significantly
by avoiding rate reductions due to frame collisions happening in the scenario. On
average, RFRA yields 21 %, 134 %, and 38 % more goodput than CARS, AARF,
and CARA, respectively. The robustness of RFRA to collisions has its origin in
the data collection phase, which was conducted in the presence of a single communicating vehicle. Training data that has been gathered without being altered by
frame collisions, captures a correct relationship between propagation conditions and
transmission success. Therefore, RFRA implicitly addresses the problem of differentiating between channel errors and errors due to collisions without introducing
overhead.
Larger Propagation Loss
Next, we change the path loss exponent to α = 3.5. But more importantly, we
keep using the learning obtained with α = 3.0. Hence, we expect a performance
degradation of RFRA and CARS, as they rely on training data that does not fully
reflect the current propagation conditions.
Figure 5.11 shows that the goodput of all schemes is further reduced due to the
increased attenuation. Indeed, the average goodput gain of RFRA over CARA
and AARF decreases compared with the previous scenario down to 27 % and 82 %,
respectively. More noticeable is the loss suffered by the CARS algorithm. This
algorithm strongly relies on the transmission distance to select the rate. When
changes to the propagation conditions alter the correlation between distance and
received power, this algorithm is likely to perform inaccurate rate selections. The
robustness of RFRA to propagation conditions that diverge from those considered in
the training data, is related to the information redundancy introduced by the selected
input variables and the stability of the latter. For instance, the propagation distance
and SNR metrics collected in a particular scenario are two different approaches to
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Figure 5.10 Performance evaluation subject to more vehicles associated with the AP and
the presence of hidden nodes.
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Figure 5.11 Goodput performance: Path loss exponent α = 3.5 and 10 cars in the straightroad scenario. The conditions during evaluation are different as during the
training phase, as we latter was conducted with a path loss exponent α = 3.0.

capture the communication conditions. In addition, the collected SNR variables are
able to abstract from the typical channel state fluctuations in vehicular environments
and provide robust information about the underlying average channel conditions.
5.5.2.2

Manhattan Grid Scenario

Next, we consider an urban scenario with a substantially larger number of cars.
Specifically, we select the Manhattan grid scenario, which is the most common vehicular scenario considered in literature [JDS12]. We use OpenStreetMap [WMMP11]
to model a crossroad and the contiguous four blocks of the area of Manhattan, as
shown in Figure 5.12(a). In particular, we select the crossroad built by the 5th Avenue and the 50th Street near St. Patrick’s Cathedral. The roadside unit is located
in the center of the crossroad. Along the vertical and horizontal streets with the
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(a) Manhattan Grid: Scenario details.

(b) Goodput performance.

Figure 5.12 Sketch of the considered Manhattan scenario and goodput results.
crossroad at their center, LOS communication is possible. For the other streets we
add a fixed attenuation of 10 dB caused by buildings. All streets consist of two lanes
with a single driving direction. We place 70 cars in the scenario and use the SUMO
mobility tool [BBEK11] to model acceleration (3.5 m/s2 ), deceleration (4.0 m/s2 ),
length of a car (4.0 m), and the minimum distance between cars (3.0 m). The maximum moving speed of the vehicles is selected as defined by OpenStreetMap for the
considered scenario, which corresponds to 27 m/s or 14 m/s depending on the streets.
It should be noted that not all cars are within hearing range of the RSU at all times,
which is illustrated in Figure 5.13(a). Furthermore, the variance of the shadowing
process has also an impact on the connectivity. The movement of the cars depends
on the speed limits and the traffic lights located at the crossroads. Details about the
distribution of the vehicle speed within the considered environment are provided in
Figure 5.13(b). It can be clearly observed that over large time spans, the vehicles
are waiting at the traffic lights. The average speed of the vehicles corresponds to
11.1 m/s. Even if the vehicles are static, a certain environmental mobility is assumed
in the scenario. We model it by means of a background Doppler shift of 50 Hz as
shown in Table 5.2. Hence, the channel gains vary over time as if the relative speed
between transmitter and receiver would correspond to about 3 m/s.
Figure 5.12(b) shows the goodput comparison under different propagation conditions. In particular, we consider 4, 8, and 12 dB as variance of the shadowing
process. It has to be noted that the learning in this scenario was performed with
a shadowing variance of 8 dB. In the figure we observe that RFRA outperforms all
other rate adaptation schemes. Again, this occurs also under different propagation
conditions than the ones used for training. On average, RFRA achieves 12 %, 18 %,
and 53 % more goodput than CARS, CARA, and AARF, respectively. The relatively good performance of CARA and AARF stems from the large periods of time
where vehicles are static waiting at traffic lights. The reduced mobility allows these
schemes to perform more accurate rate selections.
Figure 5.14(a) shows the distribution of available SNR variables when performing
the rate selection. About 60 % of the rate selections are conducted by the vehicles
without previous knowledge of the SNR conditions. In such cases the vehicles have
not received a single packet from the RSU during the last 100 ms. All 20 SNR
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Figure 5.13 Average number of cars associated with the RSU and their speed distribution.
variables are available in less than 1 % of the cases. In general, 802.11 devices forward
collected SNR information to upper layers only when the device is the intended
destination of the frame. In the simulations we have not exploited overheard traffic
originated at the RSU to populate the vector of SNR variables. In a real device
this would only require minor modifications to the driver and could result in an
improvement of the goodput performance.
Figure 5.14(b) shows the distribution of the selected transmission rates in the Manhattan scenario. With the exception of AARF, the distribution of rates is similar
for all schemes. The better goodput performance of CARS over CARA stems from
the larger protocol overhead (i.e., RTS/CTS) of the latter. On the other hand,
RFRA outperforms CARS due to a more precise choice of the rate. This is partially
illustrated in Figure 5.14(b) by the significantly higher percentage of users communicating at larger data rates, while the error performance of RFRA is similar to
that of CARS [Wer13]. The figure also highlights the rather bipolar rate selection
performed by the schemes, again with the exception of AARF. In the particular
case of RFRA, in 30 % of the cases, the selected rate is below 10 Mbit/s, while in
more than 60 % of the cases it corresponds to the maximal 27 Mbit/s rate.

5.6

Discussion and Limitations

This section discusses practical issues of the proposed algorithm that can condition
its applicability for 802.11 p VANETs.

5.6.1

Storage and Computational Resources

Clearly, learning the environment specifics for rate adaptation in vehicular networks
brings performance gains. The downside to this approach is that for each RSU a
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Figure 5.14 Figure 5.14(a) shows the distribution of the number of SNR variables available
for RFRA when selecting the rate. Figure 5.14(b) provides the intuition behind
the anomaly performance problem expected in an infrastructured network with
asymmetric links.

Forest Dimensionality

File Size

Compressed Size

(Nd = 10, Nt = 100)

13.40 MB

0.68 MB

(Nd = 10, Nt = 50)

6.60 MB

0.34 MB

(Nd = 10, Nt = 30)

3.90 MB

0.19 MB

Table 5.3 The size of the output file (i.e., the structure of the forest) increases roughly
linearly with the number of trees. Nevertheless, compression techniques (e.g.,
zip compressor as used in this work) reduce the requirements for storage and file
exchange overhead.

potentially different random forest is required. Furthermore, the question arises how
fast the rate can be computed. These two issues are investigated in the following.

Storage Requirements
As shown in Table 5.3, a random forest dimensioned with Nd = 10 and Nt = 50 has
a total data size of 6.6 MB. Basically, the forest is represented as a text file such that
compression schemes can reduce its size significantly. The compression gain shown
in the table has been obtained by means of zip compression. The compressed file
could be downloaded when associating to an access point or, alternatively, prior to
a trip. In the case of regular driving routes (e.g., from home to workplace) the latter
overhead would be negligible in the long-term, as previously downloaded files could
be cached.
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Computational Complexity
In addition to considering the file size, the execution time is important. We measure
the time for performing a PDR prediction. For this task we use a computer featuring a 3 GHz AMD Phenom processor and 8 GB RAM memory. The average time
required for predicting the PDR of a single data rate is 12.62 µs. Hence, predicting
the PDR for all eight data rates results in an average time of about 100 µs. This time
is too high for a practical implementation, as in the worst case only 58 µs (i.e., DIFS
time in 802.11 p) are available to select the rate before transmitting. Nevertheless,
the required speed-up can be obtained by reducing the search space such that only
few data rates are considered. In addition, processor parallelization techniques could
be employed to provide a further speed-up.

5.6.2

Channel Usage Restrictions in 802.11 p

As discussed in Section 2.2.5.1, the wireless medium access in 802.11 p happens in
FDMA/TDMA fashion. Specifically, a station switches between CCH and a SCH
every 50 ms. The CCH is used to advertise services offered on a SCH and to broadcast safety messages. This has several implications to our proposed scheme. First,
during the CCH interval the number of gathered SNR samples would be reduced,
as a low rate of transmitted packets is needed to not hinder the timeliness of safety
messages. Although RFRA can cope with missing input variables, this reduces the
prediction accuracy. Alternatively, as proposed in [WCL+ 09], the SCH interval can
be extended to improve the throughput. Second, if dual-radio capabilities are supported in VANETs, 802.11 p could be used for traffic security, while 802.11 a/n could
support multimedia applications. In both cases, we expect that RFRA improves the
throughput performance.

5.6.3

Performance Anomaly

Figure 5.14(b) indirectly shows that realistic vehicular networks can feature strongly
asymmetric communication links. While some users experience favorable propagation conditions, other users may be facing challenging conditions. The long-term
fairness provided by the CSMA/CA medium access combined with different data
rates employed by different users leads to the so-called the performance anomaly
problem [HRBSD03], which has been briefly discussed in Section 2.2.3. Basically,
the slow users block the channel for long time spans, which cancels out the higher
spectral efficiency obtained by faster users. Depending on the number of RSUs available to distribute the network load (e.g., in terms of generated traffic or number of
users), the negative impact of performance anomaly on the overall performance may
be severe. Under these conditions it may be wise to share the medium access according to the current channel conditions experienced by the users or based on the data
rates that are expected to be supported by the different users. A possible approach
could determine a priority-based medium access based on expected data rates, delay
constraints, or traffic type. The investigation of such approaches is potential future
work and considered out of the scope of this thesis.
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Impact of Inaccurate GPS Information

It is known that GPS devices provide positioning, speed, and acceleration information that are accurate to a certain degree. The predicted position and speed deviate
from the real values and the magnitude of the errors depends largely on the quality of the hardware employed by the GPS devices [OGB+ 02]. Similar to other rate
adaptation schemes [SNRI08, LHC+ 12, XPH09], RFRA proposes the use of GPS positioning to infer the propagation distance [SNRI08, XPH09] and the moving speed
of the vehicles [LHC+ 12, SNRI08] to characterize the site-specific behavior of signal
propagation. These works either assume perfect GPS information [XPH09] or show
by means of measurements that the presented algorithms provide larger throughput than related work [SNRI08, LHC+ 12]. However, the impact of GPS errors on
the performance of the algorithms is unclear. We have evaluated RFRA subject
to inaccurate GPS data. The positioning error is modeled by means of a circular
normal distribution centered at the real position and characterized by a variance of
5 m [OGB+ 02]. The positioning accuracy of current commercial GPS devices is even
lower than 3 m with a confidence of 95 % [Gar]. For the GPS speed error we have
considered product specifications of commercial GPS devices [Gar]. Specifically, we
assume that the error for determining the speed of the vehicles is uniformly distributed between 0 and 0.1 m/s, although the reported accuracy is slightly higher.
Following the same methodology as in previous sections, we collect training data
in a particular scenario accounting for GPS inaccuracies and, afterwards, we use
Random Forests to learn the data.
Figure 5.15(a) and Figure 5.15(b) show the goodput results obtained in two different
straight road scenarios. In particular, we consider the reference scenario illustrated
in Figure 5.6(a), the same scenario with additional attenuation caused by a building,
and the Manhattan scenario. We observe that RFRA exhibits a very robust behavior
against inaccuracies in the GPS inputs and suffers a marginal 2.5 % performance loss.
Nevertheless, not including the latter results in a non-negligible goodput reduction
of about 7 %. The CARS algorithm is significantly more sensitive to inaccuracies in
the GPS variables and can lose up to 11 % goodput. Note that we do not show the
performance achieved by CARS without employing the GPS-based variables, as the
results would be similar to those achieved by AARF.

5.7

Summary and Conclusions

While the main goals in VANETs is to improve road-safety and traffic efficiency,
these networks also provide the required infrastructure to enable access to the Internet from inside the vehicles. Many infotainment applications are error-tolerant and
profit from high throughput rather than from a robust transmission. This chapter
addressed this issues by presenting RFRA, a novel rate adaptation approach for
VANETs. The algorithm takes advantage of the recurrent and site-specific signal
propagation characteristics that can be found in the surroundings of a particular
RSU. These characteristics are learned by means of Random Forests, a powerful
machine learning algorithm. The obtained knowledge is later applied to select the
data rate. The proposed rate adaptation algorithm is evaluated, by means of simulations, under different scenarios and propagation conditions. In all considered
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Figure 5.15 Impact of inaccurate GPS position and speed on the goodput performance
achieved by RFRA and CARS algorithms. In general, inaccuracies in the GPS
variables lead to a modest reduction in overall goodput. Even with inaccuracies,
the context-awareness provided by GPS devices yields a noticeable goodput
gain. The loss in performance experienced by the CARS algorithm due to
inaccuracies in the GPS variables is significant, as this algorithm relies on the
latter more strongly than RFRA.

scenarios, RFRA outperforms classical and learning-based approaches. Not only
does RFRA yield a higher goodput, but its design also exhibits a remarkable robustness to changes in the environment that differ from the conditions present during
the learning phase.
In addition, this chapter confirms the benefits of learning-based approaches to the
rate adaptation problem in highly mobile environments. Related work [DD12,
HLC+ 12, XPH09, SNRI08] pointed out the importance of context-aware information to improve the accuracy at selecting suitable data rates in the presence of fast
topology and channel changes. The proposed RFRA algorithm provides a high performing heuristic to the per-node goodput maximization problem. Basically, the
objective function corresponds to the goodput, which corresponds to the rate of
correctly received packets. Basically, this performance metric depends on the optimization variable (i.e., the transmission rate) and the associated error rate, among
others. This optimisation problem is complex for various reasons: First, the error
rate features a complex inter-dependency with the optimization variable and with

200

5. Rate Adaptation in VANETs

the channel conditions experienced during transmission. Second, a solution to the
problem needs to be computed fast for the rate selection to be reactive and precise
enough and potentially very often depending on the variation rate of the channel
gains. Due to the impossibility to address this problem analytically, related work
usually approaches a solution in a two-stage fashion. In the first stage, the goodput
performance is characterized off-line typically as function of the signal strength (e.g.,
SNR) [SHP+ 12]. In the second stage, the signal strength is monitored and the rate
is selected by means of a simple table-lookup.
The major challenge corresponds to the estimation of the signal strength expected at
the receiver at the time of transmission, which is subject to a potentially large error.
However, there are other metrics that may ease the task of predicting the channel
gains (e.g., transmission distance) or their variability both in magnitude (e.g., delay
spread) and over the time (e.g., speed). The incorporation of more metrics does
not only increase the prediction accuracy, but also the complexity of the estimation,
as a simple table lookup is no longer applicable. More suitable approaches can be
found in the field of machine learning. In literature some approaches have been
proposed, such as multi-variate linear regression [SNRI08], auto-regression [DD12],
decision tree [XPH09, LHC+ 12], support vector machines [LHC+ 12], and adaptive
boosting [LHC+ 12] with different implications to the accuracy and complexity.
The proposed techniques follow, in essence, the same two-stage procedure as classical
SNR-based approaches. During the first phase training data is collected and learned,
to later apply the gathered knowledge for prediction. In the second phase, our
proposed algorithm predicts an error rate for every available data rate. Hence, we
add a third phase to perform the rate selection based on the information of the
latter tuples. In general, the quality of the training data is of crucial importance,
as the other phases build upon it. In the particular context of rate adaptation for
VANETs, obtaining good training data is complex. First, there are issues that may
stain the data, such as frame collisions and other sources of interference that can
distort the correlation between SNR and PER. Second, training data may experience
device-specific bias, as high-quality devices (e.g., at the RSU) achieve a better PER
performance for a given SNR than low-quality ones. If the gathered knowledge wants
to be applied by an heterogenous set of devices, an additional calibration phase may
be required. Further issues to be considered have been specifically addressed in
Section 5.6.
Summarizing, learning algorithms can be employed as heuristic to address complex
optimization problems from the networking and communication domains. While the
potential of learning algorithms is strongly coupled with the design (i.e., selection of
input and output variables) and the collection phase of the training data, they are
an accurate yet lightweight tool that enables the efficient inclusion of context-aware
information.

6
Summary and Conclusions
IEEE 802.11 WLANs are in continuous evolution to support the rising demands
for high throughput and ubiquitous access to the Internet. As a consequence, the
communication systems and the whole network are getting increasingly complex.
Accurate and yet scalable analytical models are not always suited or even available
to characterize these complex networks. In the recent years, machine learning algorithms are increasingly being considered in literature as an alternative approach to
the previous task.
Machine learning techniques feature a set of advantages over analytical approaches
for characterizing the behavior of a network or a communication system with respect
to certain metrics of interest. Neither abstractions nor assumptions are required, as
learning algorithm evaluate from a high level perspective the performance of the
system or network as a whole. Hence, such approaches take into account both the
internal (e.g., error correction gain, resources allocation strategy, transmission rate,
etc.) and external factors (e.g., interference sources, noise, collisions) that may affect
the overall performance without requiring their explicit identification and modeling.

6.1

Contributions

The main goal of this thesis is the investigation and development of novel approaches,
partially borrowed from the machine learning domain, to improve the performance
of existing and upcoming massively deployable 802.11 networks. Specifically, we
address relevant performance issues in 802.11 ac and 802.11 p networks, which are
briefly restated in the following.
Large Bandwidth Transmissions in 802.11 ac
We perform a thorough analysis of the frequency variability experienced over 80
and 160 MHz 802.11 ac wireless links by means of reference channel models. Even in
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indoor scenarios of small dimensions, we observe a large variability of the channel
gains across subcarriers. We evaluate the benefits of various existing approaches to
the dynamic distribution of power and/or modulation per subcarrier compared to
the default static approach. In general, an appropriate distribution of resources can
enhance the communication performance. The dynamic adaptation of power features
low computational and hardware complexities and maintains compliance with the
standard. Nevertheless, such a technique yields only moderate gains, mainly due to
the impairments caused by highly attenuated subcarriers. We propose to deliberately
switch off these subcarriers by not assigning power to them nor using them for
transmission. In addition, the saved power is distributed among the active ones. This
approach is able to efficiently reduce the error rate at the cost of reducing the number
of subcarriers available for transmitting the payload. We formulate this trade-off as
a goodput maximization problem and propose binary search to solve it, since no
close-form solution can be found for the combined problem. The downside to the
algorithm is a moderate increase in signaling overhead and in both, computational
and hardware complexity. Although the hardware complexity is unavoidable, the
impact of signaling and computational overhead can be significantly reduced by
exploiting the coherence time of indoor channels. By means of simulations, we show
that the proposed approach outperforms related work significantly.
We also identify that the selection of the most efficient data rate is strongly coupled
with the number of disabled subcarriers. Hence, the first task cannot be determined
without the prior specification of the latter and vice versa. An exhaustive search
for a solution to this joint problem introduces a significant amount of computational complexity. We address this issue by means of a decision tree algorithm that
learns the structure of previously computed optimal solutions for the joint problem
(i.e., deactivation of subcarriers, dynamic distribution of power, and rate selection).
The proposed algorithm dramatically reduces complexity at the cost of a marginal
performance loss. Such an approach differs completely from classical optimization
methods and is as simple as powerful. Basically, if the problem to be solved is too
complex for applying classical methods (i.e., the selection of multiple transmission
parameters that maximizes the performance), but we can obtain data that captures
the structure of the solution (i.e., value of transmission parameters that maximize
the performance under a large set of distinct propagation conditions), the direct
learning of good solutions can be applied to solve new (unseen) problem instances.
Machine learning techniques are particularly indicated when the number of factors
that may impact the objective function is too large for manual inspection and to
identify and exploit the possible correlation between different factors.
Reliability Threats in 802.11 p VANETs: The Case of Jamming
By means of measurements, we quantify the impact of jamming attacks on 802.11 p
devices in typical vehicular environments and identify the potential of jamming to
completely disrupt the communication over large areas. The threat is alarming in
open space environments, but the performance is also noticeably hampered in an
urban crossroad. Our observations suggest that jamming attacks can render safetycritical applications useless and compromise road safety.
802.11 p communications have been designed to counteract the impairments caused
by multi-path propagation. Unfortunately, no specific features are available to
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overcome jamming attacks. For instance, safety-critical applications operate on
a fixed control channel, such that frequency hopping is not feasible without requiring changes to the amendment. In addition, jamming-robust spread spectrum
techniques are simply not compatible with the OFDM PHY of 802.11 p.
We develop a jamming detection approach that works with commodity 802.11 devices. In particular, we rely on specific metrics provided by commodity devices that
exhibit a reaction to jamming attacks. We use sophisticated machine learning algorithms to combine and weigh these metrics. The outcome of the learning phase
is then used to identify jamming activity during operation. By means of extensive experiments, we demonstrate a remarkable detection accuracy in both indoor
and mobile outdoor environments. The detection of jamming attacks could warn
drivers about potentially malfunctioning applications and trigger specific reactions
(e.g., lower data rate, increase transmission power) to improve robustness against
jamming. We believe that jamming-awareness in general and jamming detection
in specific, are important for the design of reliable vehicular communications and
guaranteeing road-safety.
In general, supervised machine learning algorithms achieve an exceptional classification accuracy given appropriate training data. Our investigations reveal, however,
that learning robustness and generalization can be obtained only after extensive
measurements conducted under a wide set of conditions.
Supporting High Throughput in VANETs
802.11 p communications are mainly intended for the support of safety-critical and
traffic management applications. However, users accustomed to ubiquitous broadband access to the Internet will transfer these expectations to the interior of their
vehicles. In the near future, 802.11 p networks will have to face user demands for
high throughput. To this end, schemes that adapt the data rate provide good means
to cope with these demands. However, this is a challenging task due to the dispersive characteristics of the vehicular channel. Furthermore, the high mobility of the
nodes causes fast changes in the channel conditions and the network topology. In
addition, the connectivity time with the access points can be potentially low. Hence,
the algorithm for adapting the rate needs to be robust and feature short convergence
times.
However, in car-to-infrastructure communications the surroundings of the access
point typically feature certain recurring characteristics, such as node density, vehicle speed, and propagation loss, among others. These characteristics result in
specific patterns of the signal strength evolution over time. We propose a learning
algorithm to identify these signal strength patterns buried in empirical data and to,
additionally, combine them with available GPS-based context information, so as to
efficiently predict the best performing rate for the expected propagation conditions.
By means of network simulations, we show that the proposed scheme significantly
outperforms classical and learning-based rate adaptation schemes.
This investigation confirms the ability of machine learning to efficiently capture specific patterns contained in the training data. Specifically, by learning the sequence
of received signal strength samples over time, the behavior of the wireless channel is
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characterized from a high level perspective and a robust prediction of future channel
states can be performed. Learning algorithms are also convenient for accurately
exploiting the context information provided by the continuously rising number of
sensors embedded to the communication devices.

6.2

Challenges and Limitations

Despite the multiple benefits of machine learning, there are several issues that need to
be taken into consideration when addressing problems from the wireless networking
domain.
Selection of Metrics: When applying learning algorithms it is in general required to perform a meaningful selection of the input and output variables to
accurately capture the behavior of the system under consideration. In this
context, there are algorithms such as Random Forests that ease this task by
providing the relative importance of the considered metrics. Nevertheless, a
deep knowledge of the communication system is required for a proper design
of the problem.
Quality of the Training Data: For the learning to be accurate, the collected
training data should preferably cover the whole space of possible operational
states. This requires the designer to configure the system and the measurement
setup so as to obtain data that reproduces the situations that are likely to happen during operation. Similarly, the accuracy of learning techniques strongly
depends on the purity of the training data. If sporadic events stain the data,
the learning will account for them even if these events are typically not present
during operation. Biased or incomplete learning can be partially compensated
by gathering further training samples at runtime. For instance, decision tree
based algorithms can update the distribution of the output variables at the
leaf nodes with new data samples.
Availability of Training Data: Training data can be hard to obtain and requires
the existence of the system under consideration (at least a prototype) or appropriate simulation models. The first may not be available and the latter
constrain the learning with the limitations of the models themselves. Hence,
under these conditions the benefits of learning approaches are unclear.
Device Specific Learning: Training data obtained from a particular device implicitly accounts for the (hardware and software) specialties of that device.
Hence, the resulting learning is not necessarily generalizable. This apparent
limitation can as well be interpreted as an advantage, since analytical and
simulation models do typically not capture device-specific features.

6.3

Future Investigations

In the following, we briefly present a set of selected investigations that could confirm
and extend the contributions of this thesis.

6.3. Future Investigations

6.3.1
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Implementing Subcarrier Switch Off

We have shown that disabling highly attenuated subcarriers can significantly improve
the performance of an OFDM-based 802.11 system. This is especially true when
employing large frequency bandwidths as it will soon be the case in 802.11 ac. The
downsides to the proposed approach are the computational and hardware complexity,
the signaling overhead, and the loss of conformity with the standard.
The implementation of subcarrier switch off on real devices would be the ultimate
proof of the superior performance of such approach. A similar algorithm was recently
implemented by Nitsche and Widmer [NW13] on WARP devices. The considered algorithm disables subcarriers based on predefined SNR thresholds. Even though the
power is not dynamically distributed, the authors observe remarkable performance
gains already over a 10 MHz frequency bandwidth. In addition, the evaluated approach followed in [NW13] could be applied to collect training data for applying the
decision tree heuristic proposed in Chapter 3. The authors were able to measure
over large time spans without altering the propagation environment. The careful
design of measurement campaigns within a controlled environment, would allow the
gathering of appropriate instances of the optimization problem for the heuristic to
learn the structure of optimal solutions.
In general, there is not doubt that subcarrier switch off has the potential for improving the performance of upcoming 802.11 systems. In this context, we expect this
technique to be included in future discussions of the 802.11 standardization committee. Should this approach be considered in upcoming standards, at least as optional
feature, some of the previously discussed drawbacks (e.g., signaling overhead and
backwards compatibility) would disappear.

6.3.2

Network Wide Jamming Detection and Localization

We expect that the threats that jamming attacks pose to 802.11 p communication
identified in this work, will encourage the development of jamming-aware protocols
and communication methods for guaranteeing road safety. The incorporation of the
developed jamming detection approach could be a first step in that direction. Furthermore, we envision a network-wide jamming detection with jammer localization
capabilities. For instance, this could be done by combining the jamming probability
computed by every node with the positioning information provided by embedded
GPS devices. This information tuple could be then off-loaded by every node to the
nearest AP, eventually applying the rate selection algorithm proposed in Chapter 5.
The information provided by all traffic participants could be exploited to identify areas of high-risk and uncover the position of malicious devices. Higher accuracy could
be obtained by investigating the correlation between the computed probability of a
jamming attack and the actual distance to the jammer. The measurements of Section 4.3 indicate that the detection probability increases for a decreasing distance to
the constant jammer. For the reactive jammer, the opposite behavior was observed.
Hence, extensive measurements for different jammer types would be required.
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Implementing Random Forests Rate Adaptation

Despite the accuracy of the simulation models employed to evaluate the performance of the rate adaptation algorithm proposed in Chapter 5, the implementation
and evaluation on real devices would be the final proof of the superior performance
of the approach. One of the main features of the proposed algorithm is its ability to
estimate future states of the wireless channel. We have exploited this information to
adapt the data rate, but other transmission parameters could as well benefit from it.
For instance, transmission power control algorithms could regulate the amount of
employed power to guarantee a required communication performance, while reducing
the amount of interference produced to neighbor cells or to surrounding nodes. Similarly, the nodes could autonomously decide to transmit information during favorable
channel conditions or remain silent otherwise. In asymmetric network topologies,
some vehicles are close to the AP and are able to transmit at high rates, while
farther nodes would need to employ more robust data rates. Given the long-term
fairness provided by the CSMA/CA medium access protocol, the network-wide effective data rate would be reduced significantly, which is known as the performance
anomaly problem. A medium access mechanism that takes the individual and global
conditions (e.g., the expected data rate of all vehicles within a network), could prioritize those vehicles in the vicinity of an AP and grant a delayed medium access
to those vehicles approaching the AP. Such a hybrid medium access mechanism
could improve the throughput and quality-of-experience in opportunistic vehicular
networks.

6.4

Final Remarks

Summarizing, this work evaluates the feasibility of learning approaches to solve open
problems in existing and upcoming 802.11 wireless networks. Contributions in the
areas of OFDM resources allocation, rate adaptation, and jamming detection highlight the potential of learning techniques to abstract from individual network components and characterize, implicitly by learning from empirical data, the behavior of
complex communication systems. We show that the knowledge extracted from the
data can be suitably exploited to optimize network performance. The conducted investigations show that classical non-cognitive approaches are typically outperformed,
either in terms of higher performance and/or lower complexity. Recent related work
indicates a trend in the networking and communication communities, namely that
machine learning approaches are increasingly being used to address high-dimensional
complex problems with multiple unpredictable factors and abundant context information. Basically, problems for which no scalable and accurate analytical models
are available. The network design paradigm is evolving towards empirical heuristics,
a trend that is expected to continue given the always rising complexity in wireless
communication systems.
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