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ABSTRACT
Nature-based climate solutions supply carbon credits generated from net carbon
drawdown in exchange for project funding, but their credibility is challenged by
the inherent variability and impermanence of drawdown. By evaluating drawdown
benefits from a social cost of carbon perspective, project developers can enhance
credibility and estimate impermanence by conservatively anticipating drawdowns to
be eventually released following a release schedule, issuing additional credits when
actual release is less severe than anticipated. We demonstrate how we can use ex
post observations of drawdowns to construct optimal release schedules that limit
the risk of credit reversals (when net drawdown is negative). We simulate both
theoretical and real-life projects to examine how this approach balances the trade-
off between generating credits evaluated as more permanent and limiting reversal
risk. We discuss how this approach incentivizes project performance and provides a
pragmatic solution to challenges facing larger-scale implementation of nature-based
climate solutions.

KEYWORDS
Carbon credits; temporary carbon storage; REDD+; deforestation

1. Introduction

The international community has pledged to halt deforestation as a part of a package
of measures designed to achieve net zero emission by 2050 [1–5]. In particular, REDD+
projects for tropical forest conservation aim to reduce carbon emissions and concur-
rently provide biodiversity and social co-benefits [6]: it has been estimated that these
nature-based solutions (NBS) could potentially deliver around a third of greenhouse
gas emissions reduction needed to meet the 2◦C target set by the Paris Agreement [7].
NBS project developers secure funding by issuing carbon credits, which can be sold on
international carbon markets to entities seeking to offset unavoidable emissions from
their activities. However, the scale of the voluntary carbon market has thus far lagged
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behind expectations and current investment in NBS projects is woefully insufficient to
contribute meaningfully towards net zero targets [8–10].

Multiple factors limit investment in NBS carbon credits [11], including the uncer-
tainties around the real benefits of NBS projects and reputational risks associated
with project failure [9,12]. It is challenging to quantify the net carbon drawdown of
a project, also known as additionality, relative to a counterfactual scenario rep-
resenting what would have happened without the project interventions. Developing
quasi-experimental approaches to establish reliable counterfactual scenarios and mea-
sure drawdown more accurately remains an open area of active research [13–16].

Similarly, concerns over the permanence of carbon storage in NBS calls into ques-
tion their value for climate change mitigation [17,18]. Forest carbon storage is lost when
forest is degraded due to disturbance [19,20] or is converted to non-forest uses [21].
Higher carbon loss in a project relative to its counterfactual scenario causes release of
net carbon drawdown (additionality) back into the atmosphere, during or especially
after the end of the project: this means that NBS projects may only provide temporary
carbon storage [12,22]. It is currently common to account for this carbon release by
setting aside a proportion of the credits generated into a buffer pool to compensate for
later release events, but this approach neither adequately addresses releases occurring
after the end of the project nor robustly couples the risk of carbon loss to the buffer
pool size. As a result, the amount of buffer needed can be severely underestimated [23].

In contrast to debates about whether impermanent carbon storage contributes
meaningfully to reduction in atmospheric carbon dioxide concentration and warm-
ing, we adopt a welfare-centered approach and focus on its social benefits in the con-
text of the Cambridge Permanent Additional Carbon Tonne (PACT) framework. The
PACT framework assesses additional carbon drawdown using a pixel-matching coun-
terfactual analysis [24,25] and addresses impermanence by conservatively viewing all
carbon drawdown in NBS projects as impermanent: the drawdown is projected to be
released back into the atmosphere over time following a release schedule. Both the
economic benefit of drawdowns and damage of releases are calculated based on the
Social Cost of Carbon (SCC) [26,27], and future damages are discounted into present-
day terms [28]. The net amount of carbon credits issued is the amount of drawdown
multiplied by the Equivalent Permanence (EP), a value ranging between 0 and
1: EP = 0 and 1 indicate a drawdown that is immediately released (generating no
benefit) and permanent drawdown, respectively (see Appendix A.1 for details). The
calculation of EP enables comparison of diverse types of carbon credits on a common
scale, notably between NBS and geological storage.

In the PACT framework, credits issued for a given crediting period are the sum of the
actual carbon drawdown computed ex post (at the end of the crediting period) and the
amount of release that was predicted to occur that period. This adjustment is necessary
because when a project developer reduces the EP of credits issued in previous periods
to account for impermanence, they anticipate the quantity of releases in each future
period. If the actual release in some period is smaller than predicted, the amount of
unrealized predicted release is accounted for in the form of bonus credits. This means
that it is possible to issue credits even in a crediting period where the project has a
negative drawdown.

In an NBS project, where carbon drawdown can vary through time and is potentially
reversible, the project developer needs to balance two competing interests: generating
credits that are evaluated as being as permanent as possible (i.e., higher EP), and
ensuring that as few years as possible where no credits can be generated due to release
events. This is the crux of the problem that we address with the new work presented
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in this study.
Since the amount of credits issued is the adjusted drawdown multiplied by its equiv-

alent permanence, the project developer can increase the credits issued by estimating
a higher equivalent permanence for the drawdown, deferring anticipated releases far
into the future. However, by doing so, they anticipate fewer releases in the immediate
future, so there is a higher chance that observed releases will exceed total predicted
releases in those future periods, resulting in a negative adjusted drawdown (i.e., rever-
sal of additionality): we refer to this as reversal events. It is not realistic to expect
NBS projects to be free from the risk of reversal in every time period. Nevertheless,
projects where reversal frequently occurs are likely to be viewed as risky investments
with low credibility by credit buyers, threatening the viability of the project. We
posit that project developer’s optimal behavior is to limit probability of reversal to a
project-specific tolerable level, say 5%.

It is evident that both equivalent permanence and probability of reversal are influ-
enced by the release schedule: a front-loaded release schedule, where a developer an-
ticipates more releases to occur in the near future, will lower equivalent permanence,
but also reduce reversal risk by increasing the amount of total predicted releases that
can compensate for actual releases (see Appendix A.2 for a more formal statement of
this dilemma). In this study, we resolve this trade-off between increasing permanence
and reducing reversal risk by finding an optimal release schedule that constructs
the release schedules of carbon drawdown in each year in a risk-averse strategy, so as
to prevent the probability of reversal from exceeding a chosen level. We demonstrate
with a simulation model how this approach is achieved, and how it ensures a balance
between credit issuance and reduced reversal risk. Specifically, we ask the following
questions:

(1) Can the optimal release schedule approach balance project performance, credit
permanence and reversal risk, either in a theoretical or a real-life setting?

(2) What are the effects of parameter assumptions on model output?
(3) Does aggregating multiple projects to be managed as a single ‘portfolio’ improve

permanence and reduce reversal risk?

2. Materials and Methods

2.1. Construction of the optimal release schedule

[Figure 1 goes near here.]
We model the actual carbon drawdown in year t (Fig. 1, gray curve), computed

at the end of year t, as a random variable, which may be positive in some years
and negative in others, and has a distribution that reflects the uncertainty in project
effectiveness. Carbon drawdown in year t is expected to be released in future years t+j
according to a release schedule, which can be conceptualized as deposits of drawdowns
into future yearly ‘caches’: the drawdown in year t that is anticipated to be released
in a future year t + j is viewed as credits taken from year t, and deposited into the
cache of year t+ j. The total adjusted drawdown available for credit issuance (Fig. 1,
red curve) in each year t is calculated as the sum of the year’s actual drawdown and
the total amount of previously predicted releases in the credit cache (i.e., the sum of
deposits taken from drawdown in all past years t− i).

A reversal event occurs when the adjusted drawdown in a given year is negative:
the probability of reversal is therefore the area under the probability density function
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of the drawdown to the left of zero. We use the left-tail percentile of the curve, repre-
senting the ‘worst-performing’ years, to track this probability. Suppose we aim to limit
probability of reversal to 5%, we can find the 5th-percentile of the actual drawdown
curve(‘aω’, Figure 1), such that the area under the curve to its left is equal to 0.05 (Fig.
1, shaded gray area): this means that the 5% ‘worst-performing’ years will have an
actual drawdown lower than the 5th-percentile value. When this 5th-percentile value
is negative, the probability of reversal will be larger than 5% unless it is adjusted by
prior anticipated releases. By ‘depositing’ anticipating releases, we shift the probability
density function of the adjusted drawdown to the right compared to actual drawdown,
reducing the probability of reversal. When we shift the curve by the difference between
the 5th-percentile and zero, the area under the adjusted drawdown curve to the left
of zero will become 0.05, and the probability of reversal will be successfully limited to
5%. In other words, the absolute value of the 5th-percentile value (henceforth called
the credit cache volume) is the amount of total anticipated releases that should
be deposited each year to bound the reversal risk to 5%. This can be achieved by
depositing issued credits of each year as anticipated releases to fill up the credit cache
volumes of subsequent years successively.

In Figure 2 below, we present a step-by-step illustration of how to evaluate yearly
carbon drawdown and available credits and constructing optimal release schedules in
order to satisfy the condition that the probability of reversal should not exceed ω,
assuming that the carbon drawdown distribution, and consequently the credit cache
volume value, is constant over time.

Year 1: We measure the actual drawdown (a1, dark blue solid bar). Since there
are no previously anticipated releases in year 1, the number of credits available to be
issued (in the form of anticipated releases) is c1 = a1 (blue bracket). We anticipate
the releases of this amount by allocating it successively to each future year (light blue
solid bars), for each year allocating enough credits to meet the credit cache volume or
until all available credits have been accounted for. We see that the anticipated release
in year 2 (r̂21) has reached the credit cache volume aω, while the anticipated release in
year 3 (r̂31) is less than this value, and that c1 = r̂21 + r̂31. The equivalent permanence
of c1 can be calculated based on this release schedule, and the amount of PACT of
c1 × EP1 can be issued.

Year 2: Since there are previously anticipated releases for this year (r̂21), the credits
available to be issued is the sum of the actual drawdown (a2, dark red bar) and the
previously anticipated releases: c2 = a2+Σir̂

2
i = a2+ r̂21 (red bracket). Once again, we

anticipate the release of this amount of credits (light red striped bars) by successively
allocating it in future years. We see that in years 3 and 4, the total anticipated releases
now amount to aω, while there is still a gap between the total anticipated releases in
year 5 (r̂52) and aω.

Year 3: The actual drawdown is negative (a3 < 0, carbon loss in the project area
exceeds that of the counterfactual pixels, resulting in a release event) (dark purple
dotted bar). However, because we had already anticipated releases to happen (Σir̂

3
i ),

the anticipated releases can be used to compensate for actual releases, and the credits
available to be issued are the adjusted drawdown is a3 + Σir̂

3
i = a3 + r̂31 + r̂32 > 0

(purple bracket). We anticipate the release of this amount of credits in the same way
as in previous years (light purple dotted bar). Note that because the total anticipated
releases in year 4 already amounts to aω, the anticipated release of c3 is allocated to
year 5 (r̂53).

[Figure 2 goes near here.]
Figure 3 provides a ledger-like summary of the actual and adjusted drawdown,
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issued credits and credit permanence of each year in the example above. In short, we
construct optimal release schedules by allocating the issued credits in each year (ct)
successively to future years, in each year allocating the amount necessary for the total
anticipated releases in that year to amount to aω. To calculate equivalent permanence
for the credits issued every year, even near the end of the project, we anticipate releases
to continue to occur past the end of the project: this also provides the possibility to
issue credits even after the project ends, as long as carbon release occurs at a slower
rate than previously anticipated.

[Figure 3 goes near here.]
If the project developer is willing to tolerate a higher percentage ω of reversal

risk, the ω-percentile value will be less negative, and the credit cache volume will be
smaller (Fig. 1b). This represents a more risky strategy where credits are deposited
in the credit caches of each year in a more gradual manner, which results in higher
equivalent permanence overall but also a higher reversal risk (see Appendix A.2 for
mathematical formulation and formal proof).

This approach requires the probability density function of annual net carbon draw-
down to be known, which relies on a reasonably accurate estimation of carbon fluxes
in a project, for example through remote sensing technologies. In the simplest cases,
parametric distributions can be used to provide an analytical approximation for the
value of the credit cache volume. In more complex cases, random sampling can be
used to calculate the credit cache volume more accurately as the left-tail ω-percentile
of the sampled drawdown distribution. This provides us with an easy-to-implement
approach to construct optimal release schedules that limit reversal risk to a percentage
of ω from empirical observations.

As new measurements and estimations of carbon drawdown or release are obtained
every year, they can be included in the re-calculation of the carbon drawdown distri-
bution and the credit cache volume. This approach thus allows for positive changes
in project performance to be rewarded, creating incentives for project improvement:
if positive carbon drawdown is observed over successive years, the drawdown distri-
bution will shift to become more positive, meaning that the credit cache volume will
become smaller with the same tolerance threshold of reversal risk. This means that
less anticipated release will be deposited in each future year, leading to an increase in
equivalent permanence.

2.2. Model simulation

For all simulations in this study, we assumed annual crediting periods for simplicity.
Although this differs from current common practice (e.g. five-year verification periods
in the Verra methodology), our analysis can be trivially extended to permit longer
crediting periods. A similar assumption has also been used in other modeling stud-
ies [29,30]. We have released a detailed methodology for every step of the computation
as well as a full implementation of our approach as open-source code [25,31]. The sim-
ulation code used in this study was written and performed in R 4.3.2, and the dplyr,
magrittr, and ggplot2 packages were used for data processing and visualisation [32–34].

2.2.1. Simulation of theoretical projects

To illustrate how the optimal release schedule approach balances project performance,
credit permanence and reversal risk, we performed Monte Carlo simulations of theo-
retical projects with different carbon drawdown rates. In each project, carbon loss is
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modeled with exponential distributions, whose parameter is denoted λ. Specifically, the
project carbon loss distribution is parameterized with 1/λp = 1, and the counterfactual
carbon loss distribution is parameterized with 1/λc > 1. As 1/λ is the mean of the ex-
ponential distribution, a higher 1/λc value indicates higher average annual carbon loss
in the counterfactual scenario compared to the annual carbon loss in the project area,
which leads to an overall higher net carbon drawdown rate (1/λc − 1/λp = 1/λc − 1).

At each year t in the simulation, we randomly drew values of carbon loss in the
project (lp) and counterfactual (lc) from the respective exponential distributions. We
calculated the drawdown as the difference between the two sampled values (at = lc−lp).
We calculated the credit cache volume analytically, assuming it to be constant over
the duration of the simulation (see Appendix B.1.1).

To approximate real-life projects where observed data on carbon losses are limited
in the initial years, we defined the first five years of the simulation as the warm-up
period, where observed drawdown and release values are used to inform the estima-
tion of carbon loss distributions in later years. During the warm-up period, releases
were ignored, and drawdowns were not issued as credits but stored in a project-level
pool as an additional safeguard. In each year t after the warm-up period (t > 5), when-
ever there was a gap between the credit cache volume and total anticipated releases
allocated to that year, the drawdown stored in this pool was allocated to fill in the
gap as additional anticipated releases, until the pool was depleted.

We calculated total credits (ct) as the sum of the drawdown (at) and total antic-
ipated releases (σt) (Equation A1). These credits were then allocated as anticipated
releases in future years, by filling up successively the credit cache volume in each year,
as illustrated in the previous section. We assumed that carbon releases continue to
occur past the end of the project occurs, at double the mean counterfactual carbon
loss rate (2/λc), and allocated anticipated releases according to the same rule until
all credits had been released. We calculated the equivalent permanence (EP) of the
credits issued at each year (if any) following Equation A3, assuming t0 = 2021 for the
determination of Social Cost of Carbon (SCC) values.

We simulated projects with net carbon drawdown rate varying from 0.1 to 9 (1/λc

from 1 to 10). For each drawdown rate value, we performed 100 repetitions of simula-
tions lasting 50 years. For each repetition, we calculated the following three statistics:
1) mean annual credits issued across all years (excluding the warm-up period), 2) max-
imum equivalent permanence (EP) across all years, and 3) reversal risk (proportion
of years with negative credits throughout all years). For illustrative purposes, we also
selected three of the simulation settings where drawdown rate is 0.1, 1, 4, respectively,
and plotted the yearly time series of 1) credits issued, 2) equivalent permanence (EP),
and 3) reversal risk (proportion of years with negative credits over all 100 repetitions).

2.2.2. Sensitivity analyses

We examined the sensitivity of simulation outputs to three model parameters: 1) length
of the warm-up period, 2) post-project carbon release rate, and 3) project duration.

Firstly, based on the observation that increase in reversal risk when drawdown rate
is low, we posited that a longer warm-up period may help mitigate this phenomenon,
and performed sensitivity analysis of reversal risk to the length of the warm-up pe-
riod to test this hypothesis. We performed simulations of theoretical projects with
exponential carbon loss distributions, with settings where drawdown rate is 0.1, 0.3,
0.5, and 0.7, respectively (1/λc = 1.1, 1.3, 1.5, 1.7), and where the length of warm-up
period ranges from 1 to 20 years with steps of one year, resulting in 4× 20 = 80 sim-
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ulation settings in total. For each simulation setting, we performed 100 repetitions of
simulations following the same procedure as described in the first section, apart from
the length of warm-up period. In all simulations, the project carbon loss distribution
is parameterized with 1/λp = 1, and the project duration was set at 50 years. We cal-
culated the reversal risk (proportion of years with negative credits) of each simulation,
and plotted the reversal risk against the length of the warm-up period for each group
of simulations with the same drawdown rate.

Secondly, we performed sensitivity analysis of credit permanence to post-project car-
bon release rate. We performed simulations of theoretical projects with exponential
distributions of annual carbon loss in the project area (1/λp = 1) and in the counter-
factual scenario (1/λc = 1.3). We constructed settings where the carbon release rate
after the project ends was n× λc, with n ranging from within the interval [1, 5] with
steps of 0.1, resulting in 50 simulation settings in total and the post-project release
rate ranging from 1.3 to 6.5. For each simulation setting, we performed 100 repetitions
of simulations following the same procedure as described in the previous section, apart
from the post-project carbon release rate. In all simulations, the warm-up period was
set at 5 years, and the project duration was set at 50 years. We calculated the maxi-
mum equivalent permanence (EP) across all years for each simulation and plotted the
maximum EP against n.

Lastly, we performed sensitivity analysis of credit permanence to project duration.
We performed simulations of theoretical projects with exponential carbon loss distri-
butions, with settings where the project duration ranges from within the interval [10,
100] with steps of 5, resulting in 19 simulation settings in total. For each simulation
setting, we performed 100 repetitions of simulations following the same procedure as
described in the previous section, apart from the project duration. In all simulations,
the project carbon loss distribution is parameterized with 1/λp = 1, the counterfactual
carbon loss distribution is parameterized with 1/λc = 1.3, the warm-up period was
set at 5 years, and the post-project carbon release rate was set at 2/λc. We calculated
the maximum equivalent permanence (EP) across all years for each simulation and
plotted the maximum EP against the project duration.

2.2.3. Simulation of real-life projects

To exemplify how the optimal release schedule approach could be applied to real-
life NBS projects, We performed Monte Carlo simulations of four ongoing REDD+
projects: Rio Pepe y ACABA (RPA), Gola, Alto Mayo, and Mai Ndombe. We used
satellite-based datasets from the year of the start of each real-life project (t0) to 2021
to track forest cover and aboveground biomass through time, and applied a pixel-
matching approach to quantify observed annual carbon losses in the project and in
the counterfactual scenario. (For details, see Appendix C and the PACT Tropical
Moist Forest Accreditation Methodology document [25]).

We derived net carbon drawdown distributions from the project and counterfactual
carbon loss distributions, and calculated the credit cache volume with a sampling
approach: in each year t before 2021, we fitted statistical distributions to the carbon
loss values in the project and counterfactual from the start of the project to year t;
in each year t after 2021, we fitted statistical distributions to the carbon loss values
in the project and counterfactual from the start of the project to 2021 (for details
of distribution fitting, see Appendix C.4). We then randomly sampled 1000 carbon
loss values in the project and in the counterfactual, calculated their differences as
the sampled drawdown distribution, and calculated the credit cache volume as the
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absolute value of its 5% percentile. As we expect the carbon loss distributions in the
project area and in the counterfactual scenario to be variable through time, we also
expect the credit cache volume not to be constant over time, and therefore in each
year include new observed carbon loss values to update the credit cache volume.

we defined the first five years of the simulation as the warm-up period, where
observed drawdown and release values are used to inform the estimation of carbon
loss distributions in later years. During the warm-up period, releases were ignored,
and drawdowns were not issued as credits but stored in a project-level pool as an
additional safeguard. In each year t after the warm-up period (t > 5), whenever there
is a gap between the credit cache volume and total anticipated releases allocated to
that year, the drawdown stored in this pool was allocated to fill in the gap as additional
anticipated releases, until the pool is depleted.

We calculated total credits (ct) as the sum of the drawdown (at) and total antic-
ipated releases (σt) (Equation A1). These credits were then allocated as anticipated
releases in future years, by filling up successively the credit cache volume in each year,
as described above. We assumed that carbon releases continue to occur past the end
of the project occurs, at double the mean observed annual carbon loss rate in the
counterfactual scenario, and allocated anticipated releases according to the same rule
until all credits had been released. We calculated the equivalent permanence (EP) of
the credits issued at each year (if any) following Equation A3.

For each project, we performed 100 repetitions of simulations lasting 50 years, start-
ing from the year of the start of each real-life project (t0). For each repetition, we cal-
culated the following three statistics: 1) mean annual credits across all years (excluding
the warm-up period), 2) maximum equivalent permanence (EP) across all years, and
3) reversal risk (proportion of years with negative credits throughout all years).

Below is a step-by-step summary of the simulation procedure of real-life projects.
At each yearly time step t:

(1) Obtain project carbon loss (lp) and counterfactual carbon loss (lc) from t0 to t
(if t ≤ 2021) or from t0 to 2021 (if t > 2021).

(2) Fit both carbon loss distributions, draw 1000 random values from each, calculate
sampled drawdown as the difference between the two: at = lc − lp.

(3) Calculate credit cache volume ( |aω|) by finding the left-tail 5% percentile of the
sampled drawdown distribution, with a upper bound of zero.

(4) Obtain drawdown values
(a) If t ≤ 2021: use observed values at year t
(b) If t > 2021: draw random values from carbon loss distribution and calculate

drawdown as the difference between the two
(5) Calculate credits

(a) Zero credits in the warm-up period, but positive drawdown is placed in a
project-level drawdown pool (if t ≤ 5).

(b) Calculate credits (ct) as the sum of drawdown and total anticipated releases,
which should be equal to the credit cache volume (extract drawdown from
project-level pool to fill up gap if total anticipated releases is smaller than
credit cache volume and if the pool hasn’t been depleted) (if t > 5).

(6) If ct > 0, calculate anticipated releases (release schedule) based on the optimal
release allocation rule: calculate the available space in the credit cache of each
following year j (credit cache volume − anticipated releases already allocated),
and fill them up successively from the smallest j to the largest, until all credits
have been allocated to a future year.
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(a) For years after the end of the project (j > 50), the available space for
release is set to be double the mean counterfactual carbon loss rate (i.e.,
aω = 2/λc).

(7) If ct > 0, calculate the equivalent permanence (EP) of the credits following
Equation A3.

2.2.4. Simulation of portfolios of aggregated projects

To test whether aggregating different projects together and managing them as a single
project increases permanence and reduces reversal risk, we performed Monte Carlo
simulations of aggregated theoretical or real-life projects. We adopted a simple way
of aggregating projects, where the annual carbon drawdown and credits of the aggre-
gated project is simply the sum of the carbon drawdown and credits of the individual
projects: it can be imagined as being essentially a single large project with many geo-
graphically distinct project areas with different deforestation drivers and carbon loss
patterns. We calculated the credit cache volume with a sampling approach: in each
year, we generated random samples of carbon loss values in the project and in the
counterfactual for each project, and calculated the drawdown distribution of the ag-
gregated project (A) as the difference between the sum of carbon loss values over all
projects and the sum of carbon loss values over all counterfactuals. We then calculated
the credit cache volume as the percentile value of A such that Pr(at < aω) = ω, with
a upper bound of zero.

In each year t before 2021, we fitted statistical distributions to the carbon loss values
in the project and counterfactual from the start of the project to year t; in each year t
after 2021, we fitted statistical distributions to the carbon loss values of each project
area and their respective counterfactual scenario, from the start of the project to 2021
(for details, see Appendix C.4. We then randomly sampled 1000 carbon loss values
in the project and in the counterfactual, calculated their differences as the sampled
drawdown distribution, and calculated the credit cache volume as the absolute value
of its 5% percentile.

We first simulated the following aggregated projects consisting of four theoreti-
cal projects with exponentially distributed carbon loss distributions: (1) drawdown
rate = 0.1, 0.1, 0.1, 4, respectively (one high-drawdown and three low-drawdown);
(2) drawdown rate = 0.1, 0.1, 4, 4, respectively (two high-drawdown and two low-
drawdown); (3) drawdown rate = 0.1, 4, 4, 4, respectively (three high-drawdown and
one low-drawdown).

We then simulated the following aggregated projects based on the selected real-life
NBS projects: 1) all four projects (Gola, Alto Mayo, RPA, Mai Ndombe); 2) three
projects out of the four with the highest observed carbon drawdown levels (Gola, Alto
Mayo, RPA). At each yearly time step t in the simulation, we obtained yearly carbon
loss values in the project and counterfactual, respectively, summed over all projects in
the portfolio, and spanning the period from t0 to t (or to the latest year with available
observations for year t in the future). We performed distribution fittings for each
project, drew 1000 random values from each of the fitted carbon loss distributions,
respectively (lip and lic), and calculated the sampled drawdown as at =

∑
i=1 l

i
c −∑

i=1 l
i
p. We then calculated aω as the percentile value of A such that Pr(at < aω) = ω,

with a upper bound of zero.
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3. Results

3.1. Simulation of theoretical projects

Assuming a threshold of 5% reversal risk, projects with higher carbon drawdown ob-
tained more credits (Fig. 4a, Fig. 5, top row), as expected. Their credits also had
higher equivalent permanence (Fig. 4b, Fig. 5, middle row). This can be explained by
the fact that with an overall higher drawdown level, the estimated credit cache volume
is smaller (fewer credits need to be deposited as anticipated releases in each year to
cover the risk), leading to more gradual release schedules that increase the equivalent
permanence. By following the optimal release schedule, we can achieve the desired
5% reversal risk except when carbon drawdown is very close to zero (Fig. 4c, Fig. 5,
bottom row).

[Figure 4 goes near here.]
[Figure 5 goes near here.]

3.2. Sensitivity analyses

Increasing the length of the warm-up period consistently resulted in decreases in re-
versal risk until around 5%, and the lower the drawdown rate, the longer the warm-up
period needed to be for reversal risk to descend to 5%. When drawdown rate is 0.1,
even with a warm-up period of 20 years, the mean reversal risk stayed above 5% (Fig.
6). Nevertheless, even with the shortest warm-up period (one year) and the lowest
level of drawdown rate examined (0.1), mean reversal risk was never higher than 0.15.
Increasing post-project carbon release rate slightly decreased maximum EP, but only
when at its lower value range: increasing the post-project release rate above 3 did not
result in further decrease in maximum EP, which reaches its minimum at 0.2 (Fig. 7).
Increasing the project duration led to a continuous increase in maximum EP (Fig. 8).

[Figure 6 goes near here.]
[Figure 7 goes near here.]
[Figure 8 goes near here.]

3.3. Simulation of real-life projects

In three of the four projects simulated (RPA, Gola, and Alto Mayo), by following the
optimal release schedule, reversal risk could be limited to around the 5% threshold
(Fig. 9, bottom row). Lower-risk projects (RPA, Gola) consistently generated credits
to be issued in all years in virtually all repetitions, whereas higher-risk projects (Alto
Mayo, Mai Ndombe) had a non-negligible chance of not having credits to issue in
certain years (Fig. 9, top row). Lower-risk projects generated credits with high equiv-
alent permanence in the beginning that decreases gradually over time as the project
approaches its end: this can be explained by our assumption of higher carbon release
rate after the project ends [22]. Higher-risk projects had credits with low equivalent
permanence throughout the simulation (Fig. 9, middle row).

[Figure 9 goes near here.]

10



3.4. Simulation of portfolios of aggregated projects

For theoretical projects, as more high-drawdown projects exist in the aggregated
project, overall amount of credits issued increased, and the equivalent permanence
was able to reach a higher level. The presence of even one high-drawdown project was
sufficient to keep the overall reversal risk at around the 5% threshold level. (Figure
10).

For real-life projects, the inclusion of the low-drawdown Mai Ndombe project re-
sulted in a considerable lower equivalent permanence (EP) and higher reversal risk:
nevertheless, the aggregated project performs much better than the Mai Ndombe
project alone, and the overall reversal risk rarely exceeds 0.1 (Fig. 11a). The aggre-
gated project containing only the two high-drawdown projects and one intermediate
project performed well, with consistently high EP and low reversal risk (Figure 11b).

[Figure 10 goes near here.]
[Figure 11 goes near here.]

4. Discussion

Our approach computes an optimal release schedule that a NBS project developer
should adopt to limit the risks of credit reversal arising from annual variability in net
carbon drawdown (additionality), provided that they adopt the PACT framework of
evaluating the social benefits of impermanent carbon credits. We demonstrate that
this approach succeeds in limiting reversal risk to a desirable level, except in projects
with near-zero effectiveness at carbon drawdown. This incidentally allows us to identify
ineffective projects.

Our approach dynamically adjusts the optimal release schedule based on observed
carbon drawdown distributions updated with new observed data, allowing for credit
permanence to be evaluated from an early stage, and for additional credits to be gen-
erated whenever the project performs better than predicted. This creates incentives
for project developers and local communities to maintain long-term project custodian-
ship, which has been identified as one of the key components needed for projects to be
successful and effective [35–37]. It may also provide a form of inter-generational equity,
as future custodians of a project can receive credits from safeguarding the drawdown
achieved in the past, as opposed to simply being expected to look after it without any
reward.

We believe this approach to be a large improvement over the current buffer pool
approach, which does not base the size of the buffer pool on an empirical assessment
of the expected reversal risk. In addition, in the buffer pool approach, the credits
stored in the buffer pool are typically canceled at the end of the project, which neither
creates incentives for project improvement during the project nor after the project ends
(although mechanisms such as a long-term monitoring system for reversals have been
proposed to address this issue [38]). In contrast, by estimating anticipated releases
past the end of the project, our approach provides incentives even after the project
ends.

Sensitivity analysis revealed that longer initial warm-up period could help main-
tain reversal risk below the desired threshold. This warm-up period was designed in
our simulations as a provisional method to be able to obtain sufficient observed data
on carbon losses in early years, and to build an additional safeguard against reversal
events. Newer implementation of the pixel-based matching approach for drawdown es-
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timation, which generates a large number of project and counterfactual sub-samples,
may eliminate the need to define a warm-up period because the sub-samples could
be used to estimate carbon drawdown distributions even in early years. Neverthe-
less, in cases where remote sensing approach is not adequate (due to lower quality
of remote sensing data, for example), alternative methods such as community-based
monitoring may be employed, and time may be need for data availability and quality
to improve [39]. Under these circumstances, implementing a warm-up period may be
a reasonable approach. Its length represents an additional trade-off: longer warm-up
period means lower reversal risks, but at a cost of delaying the start of credit issuance
(although it is to be noted that many current projects also face the challenge of de-
layed start of credit issuance [8]). Providing infrastructural and financial support in
forest monitoring, such as from readiness-related programs and funds [40], may help
alleviate this issue.

We also found a clear positive effect of longer project duration on credit permanence
(SI section F). Given that project duration can be limited by uncertainty of the
stakeholders about the durability of funding flows [36], we propose that rather than
making overly optimistic claims about long project duration, continual and dynamic
monitoring should be leveraged to demonstrate project improvement and update credit
permanence, so that the more steady income flow itself can become an incentive for
risk-averse local communities to maintain participation [41].

This approach is straightforward to implement as long as forest monitoring pro-
vides reasonably accurate estimates of carbon drawdown, which can be facilitated
by advances in remote sensing technology and accumulation of monitoring data [42].
Moreover, models predicting disturbance risks and associated carbon losses [20] and
data on drivers of forest carbon loss [43] could be incorporated to improve project-
counterfactual matching in disturbance regime, detect temporal trends of carbon draw-
down distributions, and infer the impact of rare but severe disturbance events, which
can all help better evaluate credit permanence.

Our approach also easily allows for multiple projects to be aggregated and evalu-
ated as a single project ‘portfolio’, which leads to higher permanence and lower reversal
risk than could be achieved in each project individually. Aggregating projects (espe-
cially those that are diverse in geographic location and methodology) and assessing
their ongoing risks with observed data allows credit buyers to manage risk sensibly
in the volatile carbon market. It safeguards each individual project against rare but
catastrophic disturbances (as the chance that multiple projects will be affected by the
same kind of sporadic catastrophe at the same time is exceedingly low), especially
for projects considered as ‘high-risk’ either due to being at an early stage of imple-
mentation or having high deforestation pressure. Aggregating projects also increases
the amount of observed data that can be utilized to inform drawdown distributions,
especially where long-term data are still scarce [24,44].

In this study, we optimized release schedules given the constraint of a maximum
5% reversal risk, a simple threshold that represents no more than two reversal events
during a 40-year period. Future research directions include exploring the implications
of jointly optimizing the release schedule and the maximum reversal risk threshold, for
example by maximizing the expected revenue from credit sales, assuming that reversal
events cause the credit price to fall.

Although our study focuses on avoided deforestation projects, the central principle
of issuing impermanent credits with anticipated future releases can be applied to other
types of NBS projects, provided that we can evaluate their benefits with counterfactual
analysis and anticipate costs of future reversal of those benefits. For an example, for
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an afforestation project, we can model carbon releases as following an extreme value
distribution, estimate the amount of releases expected to occur (return level) within
a given time period [45], and allocate anticipated releases such that the long-term
cumulative anticipated releases in a given period match the expected return level.

In conclusion, our study proposes a novel yet simple way to anticipate risks of car-
bon release and evaluate permanence of carbon credits generated by nature-based so-
lutions, achieving a balance between sustainable income flows and project credibility
and incentivizing project improvement. Assuming that the social benefits of imper-
manent carbon credits are increasingly being valued, our findings offer a pragmatic
solution to improve market confidence in NBS projects, paving the way for scaling up
the implementation of this crucial climate mitigation strategy.
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Figure captions

Figure 1. The probability density function of the actual drawdowns (black curve) is
derived from empirical data. The probability density function of the adjusted draw-
downs (red dotted curve) is derived by adjusting the actual drawdown values with the
total amount of anticipated releases. If the total amount of anticipated releases equals
the absolute value of the ω-percentile of actual drawdowns (|aω|, referred to as the
credit cache volume), the probability of reversal (red dotted area) will be limited
to ω (assuming aω < 0). Panel (a) represents a more risk-averse strategy, where a
developer anticipates a greater chance of future releases, resulting in a larger credit
cache volume, lower permanence, and smaller probability of reversal (ω); panel (b)
represents a riskier strategy, where a developer anticipates lower releases, resulting in
a smaller credit cache volume, higher permanence, and higher probability of reversal.

Figure 2. Step-by-step illustration of the construction of the release schedule. In
each year t (represented by a different color), the actual drawdown (at, dark-colored
bar) is measured, and the credits available to be issued (ct, brackets) is calculated as
the sum of the at and total previously anticipated releases (Σir̂

t
i , light-colored bars).

The credits are then deposited in the credit caches of future years successively, such
that the total anticipated releases in each year amounts to the credit cache volume (aω
= 400, thin horizontal line), and that each year’s credit is fully released over time (for
each color, the height of the bracket is equal to the sum of those of the light-colored
bars).

Figure 3. A tabulated summary of the yearly actual drawdown, issued credits and
credit permanence of the example given in Figure 2, including the period after the
project ends, where the drawdown was assumed to be released at a rate equal to
annual drawdown rate during the project, until all drawdowns have been released.
Total anticipated releases per year is equal to the credit cache volume (aω = 400),
except for the last year where all the remaining drawdowns are released.

Figure 4. The relationship between carbon drawdown level (unitless) and (a) cred-
its issued (median across all years); (b) equivalent permanence (maximum across all
years); (c) reversal risk (proportion of years with negative credits across all years).
The curves indicate mean values out of 100 repetitions of Monte Carlo simulation over
50 years. The horizontal red dashed line in the panel on the right indicates the 5%
reversal risk threshold.

Figure 5. Simulated time series of credits (Mg CO2), equivalent permanence (EP),
and reversal risk for theoretical projects with net carbon drawdown rates of (a) 0.1,
(b) 1, and (c) 4. Light gray and dark gray shaded areas show intervals between [5%-
95%] and [25%-75%] percentiles, respectively, and red curves represent median values.
Horizontal black solid lines indicate zero credits, and horizontal red dashed lines in
the bottom row indicate the 5% reversal risk threshold (ω).

Figure 6. The relationship between length of warm-up period and reversal risk
(proportion of years with negative credits). Each color indicates simulations with a
different drawdown rate. Curves represent mean over 1000 repetitions, and shaded
areas represent the 95% confidence interval.

Figure 7. Effect of post-project release rate on the maximum equivalent permanence
(EP) across all years of the simulation period (project duration held constant at 50
years). In all simulations, 1/λp = 1, 1/λc = 1.3, and the warm-up period length is five
years. Black curves indicate the mean of 100 repetitions.

Figure 8. Effect of project duration on the maximum equivalent permanence (EP)
across all years of the simulation period (post-project release held constant at 2/λc).

24



In all simulations, 1/λp = 1, 1/λc = 1.3, and the warm-up period length is five years.
Black curves indicate the mean of 100 repetitions.

Figure 9. Time series of credits (Mg CO2), equivalent permanence (EP), and reversal
risk (proportion of years with negative credits) for the four NBS projects, simulated
over 50 years with 100 repetitions, starting from t0 (year of start of the project). Light
and dark gray shaded areas show [5%, 95%] and [25%, 75%] percentile intervals of
all repetitions, respectively, and red curves represent median values. Horizontal black
solid lines indicate zero credits, and horizontal red dashed lines in the bottom row
indicate the 5% reversal risk threshold. Gray vertical dotted lines indicate year 2021
(the latest year with available remote sensing observations).

Figure 10. Simulated time series of credits (Mg CO2), equivalent permanence (EP),
and reversal risk for aggregated projects consisting of four theoretical projects with
(a) drawdown rate = 0.1, 0.1, 0.1, 4, respectively (one high-drawdown, three low-
drawdown); (b) drawdown rate = 0.1, 0.1, 4, 4, respectively (two high-drawdown
and two low-drawdown); (c) drawdown rate = 0.1, 4, 4, 4, respectively (three high-
drawdown and one low-drawdown). Light gray and dark gray shaded areas show in-
tervals between [5%-95%] and [25%-75%] percentiles, respectively, and red curves rep-
resent median values. Horizontal black solid lines indicate zero credits, and horizontal
red dashed lines in the bottom row indicate the 5% reversal risk threshold (1− ω).

Figure 11. Simulated time series of credits (Mg CO2), equivalent permanence (EP),
and reversal risk for aggregated projects consisting of (a) four projects and (b) three
projects with the highest observed carbon drawdown levels out of the four. The time
series starts from the earliest t0 (year of start of the project) out of all aggregated
projects. Light gray and dark gray shaded areas show intervals between [5%-95%] and
[25%-75%] percentiles, respectively, and red curves represent median values. Horizontal
black solid lines indicate zero credits, and horizontal red dashed lines in the bottom
row indicate the 5% reversal risk threshold.
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Appendices

Appendix A provides formal definition of how credits and their equivalent permanence
are calculated under the PACT Framework [28] and mathematical representations of
the derivation of the optimal release schedules. Appendix B provides analytical solu-
tions of the credit cache volume, the key quantity for the construction of optimal
release schedule, for special cases when the carbon loss distributions in the project
area and in the counterfactual scenario of a project can be expressed as simple para-
metric distributions. Appendix C provides detailed information on the method used
to quantifying annual carbon fluxes in the four real-life REDD+ projects examined. A
complete and detailed description of the methods used can also be found in the PACT
Tropical Moist Forest Accreditation Methodology document [25].

Appendix A. Mathematical representation of release schedule and
equivalent permanence

A.1. Release schedule and equivalent permanence

It is widely assumed that carbon sequestration in NBS projects are not permanent,
but will be released back into the atmosphere over time: we can account for this by
‘depositing’ the credits gained in the time period t to ‘credit caches’ in the future
years, and anticipating the amount to be released in future time periods t + j to be
r̂t+j
t , j > 0. This set of variables is called the release schedule, and it is a set of
free decision variables to be chosen by the project developer. The choice of a release
schedule plays a critical role in three computations.

First, the actual number of credits issued in time period t, denoted ct, is equal to
the drawdown in time period t, adjusted by the amount of total releases anticipated
to happen in time period t, and thus depends on past release schedules through:

ct = at +
∑

t≥j>0

r̂tt−j = at + σt (A1)

If past releases were conservative, then more credits are available to compensate future
negative drawdown (release) events.

Second, the probability of reversal of the ith project at time step t depends on
whether the observed release exceeds the sum of prior anticipated releases:

Pr(σi
t + ait > 0) = Pr(−ait < σi

t) (A2)

If the release schedule is not risk-averse enough, then a credit purchaser may not
purchase the credits from the project due to their concerns about the high occurrences
of reversal events.

Finally, the price paid to the project developer depends critically on the equivalent
permanence (EP). Equivalent permanence is calculated based on the release schedule
and the Social Cost of Carbon (SCC) associated with carbon drawdown and release,
and the discounting of future damage [28]. The equivalent permanence is the ratio
between the value of a given amount of impermanent credits and that of the same
amount of permanent credits, such as those from geological storage, and is bound
between [0, 1]. under the PACT framework, carbon credits produced in year t (ct)
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needs to be adjusted downwards to become PACT by multiplying the amount of the
credit by its Equivalent Permanence (EP).

Given a discount factor δ, the current value of damage from future release and the
Equivalent Permanence are given by:

dt =
∑
j>0

SCC(r̂t+j
t )

(1 + δ)j

EPt =
SCC(ct)− dt

SCC(ct)
(A3)

With a more rapid release schedule, the damage from releases would be discounted
less, and the numerator will be smaller: this means that the equivalent permanence
would be smaller, and the project developer would get a lower payment from the
purchase of the same amount of credits.

In this study, we assumed δ (discount factor) to be 0.03 [50], and obtained SCC
(Social Cost of Carbon) values from the central series of the carbon cost values modeled
and provided by the UK government [51]. This dataset contains carbon cost values
from 2010 to 2100, and we fitted the values to an exponential model using the lm
function in R, and used it to extrapolate to values from 2000 to 2500.

A.2. Optimal release schedule

Due to the stochastic occurrences of forest disturbance and deforestation events, it
is not realistic to expect project developers to produce credits that are completely
free from reversal events (ω = 0). Instead, we consider the optimal release schedule
from the perspective of a risk-averse project developer, who determines future release
schedules so that they limit reversal risk to 0 ≤ ω ≤ 1. Lower values of ω refer
to a more risk-averse project developer, i.e., with lower reversal risk but also lower
equivalent permanence and hence lower credit pay outs.

The problem of computing the optimal release schedule can be formulated as a
stochastic optimisation problem. We view a project as an asset that at time t generates
drawdown, modeled as a random variable at that can be either positive or negative.
This drawdown, when adjusted by prior anticipated releases at this time, σt, gives
us the net credits available at time step t, ct. If ct is positive, a project developer
can allocate some of these credits, in the form of a release schedule r̂t+j

t , j > 0 with∑
j r̂

t+j
t = ct, to hedge against future times when it might be negative, so that the

probability of reversal is bounded by ω:

Pr(ct < 0) < ω

Pr(−at >
∑

t≥j>0

r̂tt−j) < ω

Pr(−at > σt) < ω (A4)

Thus, if σt exceeds a certain quantity, aω, for every year t in the project lifetime,
then Equation A4 can be satisfied, meeting the constraint. We now state and prove
the optimal rule to achieve this goal.

We define the probability of having an drawdown of x tons in project i in year t
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to be pit(x
i
t) i.e., pit is the probability mass function of xit. For simplicity, we assume

for now that this probability mass function is time-independent and can be estimated
from available observed data, so that:

pit(x
i
t) = pi(xit)∀t (A5)

Let the ω-percentile value of the probability mass function be aiω, so that:

Pr(at < aω) = ω (A6)

Let the corresponding cumulative mass function (i.e., probability that the drawdown
is less than x in project i) be P i(x)it, so that:

P i(−aiω) = ω (A7)

If σi
t of anticipated release have been allocated to this project in time period t,

the probability that the drawdown is less than the number of previously anticipated
releases is P i(−σi

t), which is also the probability of having to report negative net
drawdown (reversal event).

In essence, the allocation rule for the optimal release schedule, which maximizes
equivalent permanence (EP) at each year while satisfying the boundary condition for
maximum reversal risk as much as is feasible, is to allocate all the net adjusted carbon
drawdown (if any) to future years such that (a) the sum of allocated drawdown for
each year in the project is at most aω and (b) this allocation is done sequentially for
each successive year starting from the immediately following one.

Note that a special case arises when aω > 0: in this case, the boundary condition for
maximum reversal risk is always satisfied, and we can view the project as having ‘high
quality’, meaning that we do not anticipate any releases to occur during the project,
but only past the end of the project. In this case, the credit cache volume is defined
to be zero.

As a proof, let the release schedule defined by the allocation rule (call it S) not
be optimal. Let the optimal schedule, O, differ from S for the first time in year y.
Then, O must allocate either less or more drawdown than S that year. If it allocates
more, then it must allocate less to some future year than S, since both allocate the
same total amount of drawdown. This results in a lower EP in year y, and less credits
issued, because EP increases when releases are anticipated to happen further in the
future. This means S will have a higher overall credit payment than O, which means
O is not optimal. On the other hand, if O allocates less drawdown than S in year y,
then the allocation for that year is less than aω. But aω is the minimum amount that
needs to be allocated to meet the boundary condition of the reversal risk. Hence, O
will have a higher probability of reversal than S. But S is the schedule that has the
lowest reversal risk, by construction, so O must have a reversal risk that is higher than
S, which means it is not optimal. This shows that any schedule other than S is not
optimal, which means S is indeed optimal, as claimed.

This analysis is easily generalized to account for a set of projects in a project
developer’s portfolio. If the project developer has a set of projects indexed by i, then
we can compute cit for each project for each year t. We can then compute the optimal

28



allocation of Ct =
∑

i c
i
t credits as releases across projects and project years, where

the project developer wants to upper bound the probability of reversal to ω each year.
Note that the definition of reversal event for a set of projects, compared to a single
project, is when the net total drawdown across all projects is negative.

We assume that the releases allocated to future years are fully interchangeable,
so net negative credits in any project can be compensated by anticipated releases in
excess of actual releases in any other project in the set. For example, if projects 1 and
2 both have 100 credits available in year 1, and project 1 had a release schedule of [0,
50, 0, 50] and project 2 had a release schedule of [50, 0, 50, 0] in years 2-5, then as
long as a1t + a2t > −50 for t ∈ 2, 3, 4, 5, neither project would need to report negative
credits in those years.

In this case, the total drawdown in year t is
∑

i a
i
t. Since the probability mass

function of each ait is known, it is possible to compute the probability mass function of
their sum. Let Aω be the ω-percentile value of this sum. Then, it is obvious that the
optimal allocation rule from above continues to hold, with Aω taking the role of aω,
since we can view the aggregation of projects as a single project, albeit with a more
complex probability mass function.

Appendix B. Finding credit cache volume analytically

A ω-averse strategy in the release schedule computation can only be realized if cor-
responding values for aω can be found, such that Pr(at + aω ≤ 0) = ω, where at
represents the random variable of net carbon drawdown that can be either positive
or negative. This, in turn, depends on knowing the distributions of the yearly carbon
loss of the project and the counterfactual.

In this section, we consider two cases for these distributions, one special case where
both distributions are assumed to be exponential, and one arbitrary case. For the
exponential distributed case, we derive in a straightforward fashion closed-form rep-
resentations for determining aω < 0. In the case of the arbitrary distribution, we can
at least determine bounds through the application of Chernoff inequality.

B.1. Exponentially distributed yearly carbon losses

B.1.1. Single project

Let us start with the case of an individual project and its counterfactual scenario,
and assume that the random variables corresponding to the amount of carbon loss in
project i and in its counterfactual denoted lip and lic are independent random variables

with exponential distributions of parameters λi
p and λi

c respectively. The drawdown

results from the difference of these two random variables as ait = lip − lic with the
probability density function given as:

p(a) =
λi
pλ

i
c

λi
p + λi

c

ea·λ
i
p if a < 0

p(a) =
λi
pλ

i
c

λi
p + λi

c

e−a·λi
c if a > 0 (B1)

For the case where aω < 0, we can furthermore obtain the distribution function as:
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FA(x) = P (A <= x) =

∫ x

−∞

λi
pλ

i
c

λi
p + λi

c

· eaλi
p · da =

λi
c

λi
p + λi

c

· eaλi
p (B2)

Given the definition of aω, namely that P (A <= aω) = ω, we obtain in a straight-
forward way a closed-form expression for aω:

aω =
1

λi
p

· ln

(
ω ·

λi
p + λi

c

λi
c

)
(B3)

B.1.2. Aggregated projects

The general case with n projects and corresponding counterfactuals is more involved,
even under the assumption of the special case with exponential distributions for all
carbon loss processes. It is well known that for the sum of n exponentially distributed
random variables, the resulting random variable is Gamma distributed if each individ-
ual exponentially random variable is i.i.d. Assuming the i.i.d. exponential parameters
to be equally λ, the resulting Gamma distribution follows with shape parameter n and
scale parameter 1

λ .
However, the distribution of the resulting difference between two Gamma-

distributed random variables is involved. Given two independent Gamma-distributed
random variables X,Y with X ∼ Γ(α1, β1) and Y ∼ Γ(α2, β2), the random variable
Z = X − Y follows a Gamma difference distribution [52]. For the case of interest
Z < 0, the corresponding density results to:

f(z) =
c̃

Γ(α2)
· (−z)

α1+α2
2

−1e
β1+β2

2
·(−z)Wα2−α1

2
,
1−α1−α2

2

((β1 + β2) · (−z)) (B4)

where W () is the Whittaker’s W function. Note that this density holds for different
scale parameters β1, β2. This implies the possibility to investigate the drawdown risk
characterisation also for cases where all projects have the same exponential rates λp

while all counterfactuals have a different (but homogeneous) exponential rate λc.

B.2. Arbitrarily-distributed yearly carbon losses

We now generalize the above model to the case where the random variables corre-
sponding to the amount of carbon loss in project i and in its counterfactual denoted lip
and lic are independent random variables with arbitrary distributions Fp and Fc (i.e.,
we start again with a single project and counterfactual carbon loss process, and then
expand to the general case with n projects and counterfactuals in the portfolio).

B.2.1. Single project

As above, the drawdown results from the difference of these two random variables as
ait = lip − lic and we are interested in the value aω such that P (A <= aω) = ω.

The (left-tail) Chernoff bound of a random variable X is given by
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P [X ≤ a] ≤ inf
t<0

MX (t) · e−ta (B5)

with Mx(t) being the moment-generating function of X:

MX (t) = E
[
etX
]

(B6)

Likewise, for the difference of two random variables X1, X2 with moment-generating
functions MX1

(t),MX2
(t) we obtain:

P [X1 −X2 ≤ a] ≤ inf
t<0

MX1
(t)

MX2
(t)

· e−ta (B7)

From this Chernoff bound identity, we can derive a generic formula to determine an
upper bound on aω. We have:

P [A ≤ a] = P [Xp −Xc ≤ a] ≤ inf
t<0

MXp
(t)

MXc
(t)

· e−taω = ω (B8)

From this, with some manipulations we obtain the implicit equation:

inf
t<0

(
ln

MXp
(t)

MXc
(t)

− taω

)
= lnω (B9)

whereMXp
(t) andMXc

(t) represent the moment-generating functions of the carbon
loss of the project and counterfactual.

B.2.2. Aggregated projects

In extending to the case of the project portfolio with n projects and counterfactual
carbon loss processes, the above identity is easily adapted. Consider the MGF of the
sum of independent random variables Y = X1, ...Xn, which is simply given by the
product of the individual MGFs of the random variables, i.e.:

MY (t) = MX1
(t) · . . . · · ·MXn

(t) (B10)

We can thus obtain the implicit identity:

inf
t<0

(
ln

ΠiMXpi
(t)

ΠiMXci
(t)

− taω

)
= lnω (B11)

where MXpi
(t) and MXci

(t) represent the moment-generating functions of the i-th
carbon loss of the project and counterfactual.
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Appendix C. Quantifying carbon loss for real-life projects

C.1. Study sites

We selected four ongoing REDD+ projects located in South America and West Africa,
two of the three worldwide tropical regions (Table C1). All four projects are over 20,000
hectare in size, scheduled to run for 20-30 years, and are registered in the Verra VCS
Registry [53]. The projects differ in their land ownership status, historical land use,
and main deforestation drivers. The Rio Pepe y ACABA (RPA) project (VCS 1396) is
organized by local communities which hold property rights that are protected by law,
and agriculture and illegal logging are its main deforestation drivers [46]. The Gola
project (VCS 1201) is situated within a national park, and small-scale agriculture is
its main deforestation driver [47]. The Alto Mayo project (VCS 944) is a nationally
recognized protected area, and coffee production and subsistence farming are its main
deforestation drivers [48]. The Mai Ndombe project (VCS 934) area consists of previous
commercial logging concessions, and logging remains its main deforestation driver [49].

The projects were selected based on the following criteria:

(1) Projects categorized as ”reducing deforestation and degradation”, with an avail-
able polygon of project boundary

(2) Projects whose boundary falls entirely within the extent of the tropical moist
forest (TMF) biome [54]

(3) Ongoing projects, with a VCS Registry status that is not ”withdrawn”, ”on
hold”, or ”inactive”

(4) Projects that have started between 1990 and 2018: this is to ensure that the
project duration falls within the coverage of the land use class time series, and
that the project has been ongoing for at least five years.

We acknowledge that some of these projects, such as in Gola, include areas with
historical forest degradation and deforestation that occurred before the start of the
project, and in some cases before the start of the availability of the land use class
time series. These projects usually also include areas with forest undergoing regrowth
after historical degradation and deforestation. We did not use the presence or extent
of these areas as exclusion criteria.

C.2. Tracking forest cover change and carbon flux

To quantify how forest cover changes over time in NBS projects, we used the annual
change collection in the JRC-TMF dataset [54], which provides the spatial extent and
the annual change of the tropical moist forest (TMF) biome at the 0.09-hectare (30 m
× 30 m pixels) resolution from 1990 to 2022, derived from the L1T archive imagery
(orthorectified top of atmosphere reflectance). The six following land cover classes
were mapped: 1) undisturbed forest, 2) degraded forest, 3) deforested land, 4) forest
regrowth, 5) permanent and seasonal water, and 6) other land cover.

To use information on forest cover to quantify how carbon stock changes over time
in NBS projects, we assume that for each project, we can calculate a reference carbon
density value for each land cover class that is stable over time. For this, we used the
GEDI Level 4A dataset, which contains footprint-level aboveground biomass density
(AGBD) estimates (Mg ha-1) for each 25-m GEDI shot [55]. The AGBD estimates
are generated from models linking GEDI waveform-derived canopy height metrics
with field AGBD estimates for multiple regions and plant functional types [56,57].
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Table C1. Basic description of the NBS projects examined in this study.

VCS ID Full name Country Total area (ha) Start year (t0) Scheduled end year

1396 Rio Pepe
y ACABA
REDD+
Project

Colombia 48,177 2014 2044

1201 Gola REDD
project

Sierra Leone 69,714 2012 2042

944 Alto Mayo
Conser-
vation
Initiative

Peru ∼182,000 2008 2028

934 The Mai
Ndombe
REDD+
Project

DRC 299,640 2011 2041

We selected GEDI shots occurring from 1st January 2020 to 1st January 2021, and
which falling within the project area plus a 30-km buffer around it. The inclusion
of a 30-km buffer around the project area is to ensure that enough GEDI shots can
be found for each land cover class. For each land cover class, we selected the subset
of GEDI shots associated with it as shots that overlap with a JRC-TMF pixel 1)
that belongs to the land cover class in question and 2) whose eight neighboring pixels
also belong to the land cover class in question. The second condition was included
to account for the potential geolocation error up to 10 m of GEDI shots [55]. For
each land cover class, we calculated the median AGBD value of all the GEDI shots
associated with it. We then estimated belowground biomass and deadwood biomass
to be 20% and 11% of AGB, respectively, calculated the total biomass as the sum
of aboveground, belowground and deadwood biomass, and converted total biomass to
total carbon density by multiplying it by the average carbon density of biomass, taken
to be 0.47 for this study [58–60].

It is to be noted that we did not consider leakage (displacement of carbon release
to areas outside of the project area) in this study.

C.3. Pixel matching and calculating carbon drawdown

The carbon drawdown of an NBS project of the avoided emission type is the difference
between the carbon loss in the project area and the carbon loss in the counterfac-
tual scenario. In order to find the counterfactual scenario, we adopted a pixel-based
matching approach [16]: this has the advantage of being transparent, non-arbitrary
and replicable. Specifically, we followed the PACT Tropical Moist Forest Accredita-
tion Methodology document, where a complete and detailed description of the methods
used can be found [25].

Specifically, we sampled pixels in the project area at a density of 0.25 points/ha for
smaller projects (≤ 250k ha) and 0.05 points/ha for large projects (¿ 250k ha). We
then sampled candidate matching pixels from the match destination to the amount of
ten times the number of sampled project pixels. The match destination is defined as
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the area of a 2000-km buffer around the project that falls within the project’s country
boundary (from the LSIB dataset [61]) and the RESOLVE ecoregion boundaries for all
the ecoregions that lie within the project [62], excluding all other NBS project areas
and a 5-km leakage buffer around each of the NBS projects (including the project
being matched).

For each project pixel in a 10% sample of the sampled project pixel set, we matched
it to one candidate matching pixel which has the exact same value for the following
categorical variables:

(1) Land cover class at t−10, t−5, and t0 (where t is the project start year)
(2) Country
(3) Ecoregion

, and which has the minimum Mahalanobis distance [63] across the following contin-
uous variables:

(1) Elevation (from the SRTM data [64])
(2) SRTM-derived slope
(3) Accessibility [65]
(4) Coarsened proportional cover of undisturbed forest and deforested land, at 1200

m × 1200 m resolution, within a 1-km radius buffer around the pixels at t−10,
t−5, and t0.

We deemed the matching results valid if all the standardized mean differences (SMD)
of each continuous matching variable between the sampled project pixels and the
matched pixels is smaller than 0.2 (unless if a continuous matching variable with an
SMD ¿ 0.2 is distributed in the range [0, 1], and the value in one of the pixel sets
is close to 0 or 1 (as near those values SMD becomes misleading). We performed 20
repetitions of the matching process, each time using an independent sample of the
project pixels as input and producing a set of matched pixels as output. The matched
pixel sets are the ”counterfactual scenarios” of the project area, and can be considered
to be representative of the trajectory of forest cover change and carbon flux in the
project area if the project had not existed.

We then evaluated the carbon losses of both the pixels in the project area and the
pixels in the counterfactual scenarios, at a yearly interval. For each year within the
JRC-TMF time series (1990-2021), for both the project area and the counterfactual
scenarios, we calculated the proportion of pixels in each JRC-TMF land cover class,
and used the GEDI L4A-derived estimates of total carbon density for each land cover
class, described in the previous section, to calculate the total carbon stock (Mg CO2),
and calculated the mean total carbon stock value of all 100 counterfactual repetitions.
We then calculated carbon losses (lt) of each year t in both the project area (p) and
the counterfactual (c) as the difference between the carbon stock of that year (bt) and
that of the previous year (bt−1): lt = bt−1 − bt. Finally, we calculated annual carbon
drawdown (at) as the difference between the project carbon loss (lpt ) and counterfactual
carbon loss (lct ): at = lct − lpt .

C.4. Fitting observed carbon loss distributions

As visual examinations showed that the carbon loss distributions often exhibited a
multi-modal shape in many projects, especially for the counterfactual scenarios, we
performed model-based clustering based on parameterized Gaussian mixture mod-
els [66], fitting the empirical distributions as the proportional mixture of two Gaussian
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components, using the Mclust function in the R package mclust [66]. To evaluate the
goodness of fit, we generated random samples of equal size to the original empirical
distribution from each fitted distribution, and performed chi-squared tests using the
gofTest function in the R package EnvStats [67], and reported the test statistics and
p-value of each fitting result (Table C2). A lower bound of zero was used to remove
negative values from the sampled values before the goodness-of-fit test.

Table C2. Kolmogorov-Smirnov goodness-of-fit test statistics and p-value of empirical distributions of annual
carbon loss fitted using Gaussian Mixture Model (GMM). Bold texts indicate empirical distributions that are

significantly different from the GMM fitted distributions.

RPA Gola Alto Mayo Mai Ndombe

Project 0.029 (1) 0.068 (0.32) 0.043 (0.7) 0.094 (0.033)
Counterfactual 0.14 (0.003) 0.094 (0.063) 0.45 (< 0.001) 0.1 (0.012)
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