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Abstract

Cellular networks are facing a considerable increase in mobile data traffic. To satisfy these demands, ambitious requirements are set for the current and upcoming
generations of cellular networks. The demand of higher capacity on the one hand
and the presence of scarce frequency resources on the other, requires a flexible and
efficient system design. Frequency reuse of one is applied for a flexible usage of the
resource allocation especially for asymmetrical load distributions. However, it limits
the spectral efficiency of cell-edge located mobile terminals. In order to mitigate the
interference and improve the capacity of cell-edge terminals, inter-cell interference
coordination is used. Depending on the time-scale of coordination, interference coordination schemes can be categorized into fully-synchronized, static and semi-static
time-scales. The selection of the coordination time-scale is associated with trade-offs
concerning performance, communication overhead as well as computational complexity. A balance can be provided by semi-static interference coordination algorithms.
We consider the design of semi-static inter-cell interference coordination (ICIC)
schemes for OFDMA/LTE networks. In this approach, base stations coordinate
the power settings per resource block over long time spans such as seconds or even
minutes. Due to the long time coordination period and the random evolution of fast
fading and scheduling decisions, the overall system performance for a given power
allocation becomes a random variable itself, turning the interference coordination
problem into a stochastic optimization problem where the expected system performance is to be maximized. Optimization of the expected system performance turns
out to be a highly non-linear optimization problem depending on the fading statistics
of the signal-of-interest as well as all interfering signals. In addition, these statistics
translate into a throughput behavior which is further influenced by the modulation
and coding schemes as well as the dynamic resource scheduling at the individual
base stations. Thus, two fundamental problems are to be solved: (i) Modeling the
expected system performance and (ii) Optimizing the power allocations accordingly.
On the course of this thesis we address these problems. We show that semi-static
ICIC based on performance expectation models can be solved near-optimally and
executed in real-time by means of an implementation in general purpose graphic processing unit. We deliver not only a system design but also mathematical expressions
that describe the performance of interference limited systems operating on dynamic
schedulers. Even for highly dynamic mobile scenarios, we can compute expectation
values in real-time, as well as the associated power allocation. The semi-static ICIC
introduced here can be used also as a reference scheme for the design of other radio
resource management solutions in current and future generations of mobile radio
networks.

Kurzfassung

Mobilfunknetze stehen vor einem erheblichen Anstieg des erwarteten Datenverkehrs
durch mobile Endgeräte. Um diese Anforderungen zu erfüllen, werden ambitionierte
Anforderungen an die aktuellen und kommenden Generationen von Mobilfunknetzen
gestellt. Die Nachfrage nach höherer Kapazität auf der einen Seite und das Vorhandensein von nur knappen Frequenzressourcen auf der anderen Seite erfordert einen
flexiblen und effizienten Systementwurf. Ein Frequenzwiederverwertungsfaktor von
Eins wird verwendet, um eine flexible Nutzung der Ressourcenzuweisung insbesondere für asymmetrische Lastverteilungen zu ermöglichen. Dies reduziert jedoch die
spektrale Effizienz der Datenkommunikation von und zu mobilen Endgeräten am
Funkzellenrand. Um Auswirkungen von Interferenz zu reduzieren und um die Übertragungskapazität von Endgeräten am Zellrand zu verbessern wird Interferenzkoordination zwischen benachbarten Zellen angewendet. Interferenzkoordinationsalgorithmen können in Abhängigkeit von den betrachteten Koordinationszeiträumen als vollständig synchronisiert, statisch oder quasi-statisch kategorisiert werden. Die Wahl
des Koordinationszeitraumes unterliegt Kompromissen hinsichtlich Effizienz, Kommunikationsaufwand, als auch Rechenaufwand. Ein Gleichgewicht kann durch Verwendung von semi-statischen Interferenzkoordinationsalgorithmen erzielt werden.
Wir betrachten in der vorliegenden Arbeit den Entwurf von semi-statischen Algorithmen für die Interferenzkoordination in OFDMA / LTE-Netzwerken. Mittels dieses Ansatzes koordinieren Basisstationen die Sendeleistungen für die jeweiligen Ressourcenblöcke über lange Zeiträume im Bereich von Sekunden oder sogar
Minuten. Wegen des langen Koordinierungszeitraumes und der zufälligen Entwicklung des Fadingprozesses und der darauf basierenden Scheduling-Entscheidungen
ist die Gesamtleistungfähigkeit des Systems für eine gegebene Sendeleistung selbst
auch eine Zufallsvariable. Dies führt dazu, dass das Interferenzkoordinationsproblem ein stochastisches Optimierungsproblem ist, in dem die zu erwartende Systemleistungfähigkeit maximiert wird. Die Optimierung der Systemleistung entpuppt
sich als ein stark nicht-lineares Optimierungsproblem, das von der Fading-Statistik
des Empfangssignals, sowie allen Störsignalen abhängt. Darüber hinaus verändert
die Art der Fading-Statistik das Kapazitätsverhalten, das darüberhinaus durch die
Modulations- und Kodierschemata, sowie die dynamische Ressourcenplanung der
einzelnen Basisstationen beeinflusst wird. Daher werden zwei grundlegende Probleme gelöst: (i) Die Modellierung der zu erwartenden Systemleistungsfähigkeit und
(ii) die Optimierung der zugehörigen Sendeleistungen.
Im Verlauf dieser Arbeit befassen wir uns mit diesen Problemen. Wir zeigen,
dass semi-statische Interferenzkoordination, die auf Modellen der zu erwartenden
Leistung basiert, nahezu optimal gelöst und in Echtzeit mittels einer Grafikkarte
berechnet werden kann. Wir leiten neben dem Systementwurf auch mathematische Beschreibungen her, die die Leistungsfähigkeit von Interferenz-limitierten Systemen beschreiben, die dynamische Scheduler verwenden. Selbst für hochdynamische, mobile Szenarien können sowohl Erwartungswerte, als auch die zugehörigen
Sendeleistungen in Echtzeit berechnet werden. Die vorgestellte Ansatz kann auch
als Referenzsystem für die Gestaltung von heutigen und zukünftigen Generationen
von Mobilfunknetzen eingesetzt werden.
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Introduction
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The current proliferation of smartphones, tablet computers, and mobile usage of laptops have caused an exponentially increasing demand in data traffic for cellular radio
networks [3, 170]. As shown in Figure 1.1 network operators have been satisfying
these requirements with a denser deployment of base stations. However, for current
4th generation networks, such as Long Term Evolution (LTE) [14] and Long Term
Evolution Advanced (LTE-A) [68], this approach is not sufficient as such systems
are designed for a so-called frequency reuse of one where all the cells share the same
frequency spectrum. Although reuse one enables high data rates for mobile stations
close to the cell center it severely limits the performance of cell-edge users due to
inter-cell interference (see Figure 1.2).
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Figure 1.1 Smaller cells are deployed for newer generations of mobile radio networks so that
to increase the spatial spectral efficiency of the network.

The improvement of cell-edge performance is the main goal of interference mitigation techniques. To mention a few, examples of interference mitigation techniques
include interference alignment [35, 72], coordinated power and resource allocation
[27, 26, 187], coordinated beamforming and joint transmission [29, 79, 1]. A key char-
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acteristic of such schemes is the coordination between transmission points. Neighboring base stations cooperate with each other to jointly decide on scheduling decisions,
power allocations as well as on beamforming patterns so that the interference caused
to the neighboring cells can be reduced or even avoided. An important requirement
for such schemes to cooperate is the backhaul communication. This is needed to
share scheduling decisions and instantaneous channel state information (CSI) for
the base stations to coordinate their decisions.

X2	
  
Figure 1.2 Inter-cell interference due to full frequency reuse in both cells.

Depending on the time-scale of coordination, interference mitigation schemes can be
categorized into fully-synchronized [57, 103, 186, 34, 196, 168, 138, 151, 121, 152,
162, 99, 38] , static [67, 100, 75, 191] and semi-static [51, 52, 115, 165] time-scales.
However, the selection of the operation time-scale is associated with trade-offs concerning performance, communication overhead as well as computational complexity.
In general, short time-scales allow a quicker adaptation to the instantaneous channel
conditions, but induce a relatively high communication overhead on the backhaul
links as well as a high computational complexity. The interference mitigation algorithms need to execute and share their decisions very frequently and in less than one
millisecond. On the other extreme, static interference coordination schemes allow
cooperation between base stations only in the network start-up phase and keep the
decided settings fixed for a relatively long time. Although the coordination overhead is almost non-existent, the cooperation algorithm runs very seldom and does
not adapt to changing loads and channel states.
A trade-off between static and fully synchronized time-scales is possible for semistatic interference mitigation algorithms. Compared to fully synchronized schemes,
semi-static approaches have more relaxed constraints on the information exchange
and computational requirements. For example, the coordination period is prolonged
almost hundreds or even thousand times. Hence, the coordination overhead and computational complexity can be remarkably reduced. Additionally, such time intervals
still allow tracking of terminal positions and adaptation to changing load conditions
in the network. Due to the relatively long coordination period, there is significantly
more time available to determine near-optimal power, scheduling or beamforming
patterns. Nevertheless, the random evolution of fast fading and scheduling decisions
during the coordination time-span make it difficult to know and plan in advance
optimal decisions for semi-static ICIC. Current approaches make use of deterministic modeling [197, 105, 62] and optimization methods [119, 105] where the system
is considered invariant and uncertainty is not considered. In practice though, this
results to power and scheduling decisions which are taken without fully knowing the
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effect in the system. The assigned power and resource allocations can be optimal
for the model but not necessarily for the situation.
Uncertainty is ubiquitous in wireless communication systems and it strongly affects
the system architecture. For example, channel states, scheduling decisions, traffic
patterns and position of mobile stations vary randomly with the time. Frequently
readapting to each state change is bound with large amounts of controlling and
computational overhead that needs to be handled for short instances of time. Faced
with the above concerns, we are motivated to look for alternative methodologies in
designing semi-static interference coordination schemes that include the uncertain
time evolution of the performance in their operation while keeping low controlling
and computational overheads. We believe that there is still room for improvement
for current semi-static ICIC approaches and this is to be achieved only by accurate
modeling of system performance and employing efficient optimization methods.
The rest of this chapter is organized as follows. In Section 1.1 we review in detail
the problems that we address in this thesis. Then, in Section 1.2, we present our
approaches and summarize our contributions. Finally, in Section 1.3 we give a highlevel thesis organization.

1.1

Problem Statement

Often, we have only a vague estimate of the system parameters in order to decide
for resource allocations on the long term. Instantaneous channel state informations
is only a short-term snapshots of the wireless channel state and can change considerably for subsequent time slots. Even long term measurements for pathloss or
received signal strength still do not suffice to perceive the random system performance variation caused from fast fading and local scheduling decisions. Hence, it
is yet unclear how to combine the available feedback information (pathloss, CSI,
etc.) into an expectation model that can accurately describe the average behavior of the random system performance. On the other side, expectation models are
calculated as an integration over the time domain and the corresponding solution
often results to complex and non-linear mathematical expressions [53, 40, 19]. This
makes it difficult to integrate expectation models into optimization problems that
can be solved by means of analytical methods. Therefore, alternative methods are
required to address complex stochastic optimization problems. Besides requiring
an optimization approach, interference coordination approaches needs to meet also
real-time deadlines so that decisions of the optimization algorithm do not outdate.
Finally, computing paradigms and platforms need to be found so that to compute
ICIC decisions in real-time.
In general, we identify three main problems which need to be addressed while considering slow radio resource management. We need a stochastic model, the corresponding optimization approach and a suitable implementation that can execute in
real-time. The interrelation of these requirements is illustrated in Figure 1.3.
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Figure 1.3 Summary of problem statement.

1.1.1

Performance Modeling

A typical practice to formulate stochastic optimization problems, is to identify an
underlying model that reflects the logical structure of the system under investigation. The model needs also to include the dynamic relation of the performance with
the decision variables (i.e. power allocations) and the objective function. This can
achieved by formulating semi-static applications as an optimization problem where
the expected performance of cell-edge terminals is to be maximized. For this it is
required to know the underlying probability distribution of the performance and
integrate it over the time domain. One tactic to address this problem is to use historical data and estimate the corresponding probability distribution. However, the
basic assumption is that the probability distribution of the performance is affected
from the decision variables (i.e. power allocations). Therefore, it is practically infeasible to develop distribution functions based only from the analysis of historical
data. Instead, analytical models are required to steer semi-static applications.
A major concern with analytical models is their ability to capture important system
aspects. A highly accurate model leads to a better estimation of system performance,
consequently leading to elaborate decisions on power allocations. Nevertheless, accurate models need multiple system aspects to be included into a single mathematical
expression. Often, this is difficult and multiple aspects are left unconsidered such as
the random variation of the system performance, of interference power and the impact of local scheduler on the resulting throughput. However, these are chief system
designs of current and most probably also of future generations of cellular networks.
Not considering such aspects will most probably lower the prediction ability of the
models.
The accurate modeling of the expected performance is a particularly difficult problem as we have to consider both the interaction of interfering signals with each
other, with the signal of interest, the impact of local scheduler on the performance
expectation and finding a closed-form solution of rate distribution over the time.
Additionally, one has to consider also the modeling of LTE protocol impairments on
modulation and coding scheme. Hence, we raise the question: how can we capture
all of these aspects into a single model? The problem further complicates also for
ultra-dense deployments likely to happen in the upcoming fifth generation (5G) of
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mobile networks, which aim at increasing the capacity of the network by deploying ultra-dense networks with a very large number of small cells transmitting in the
same frequency band. Which consequences has such a system design on the resulting
performance expectation models?

1.1.2

Stochastic Optimization

A desirable approach to solve stochastic optimization problems is to apply analytical methods so that to obtain a closed-form solution to the stochastic optimization
problem. However, expectation models appearing in the problem formulation result
into complex and non-linear expressions, which make it difficult to apply analytics. Often, simplifications are performed on the performance expectation models
so that inter-cell interference coordination can be represented into well-known standard optimization problems, which can be solved by means of analytical methods.
However, common simplifications disregard the random variability of the system performance by using simplistic models [197, 105, 62]. For LTE networks this is a major
drawback as such systems in particular take advantage of the random variability of
channel quality. Dynamic schedulers, such as proportional fair scheduling [88], harness multi-user diversity gain by assigning the resources based on the instantaneous
channel state. Ignoring this aspect certainly leads to inaccurate estimation of system
performance and to suboptimal or even performance degradation due to inter-cell
interference coordination algorithms. We claim that there is still room for improvement for current semi-static ICIC approaches and to harness it we need schemes
operating on accurate performance models. However, such system design brings
us back to the original problem: How to address stochastic optimization problems
operating with accurate expectation models?
We fundamentally address the issue of solving stochastic optimization problems by
means of heuristic methods. We revert to stochastic search algorithms, that deal
with optimization problems without having to thoroughly explore the search space.
Although, such approaches do not guarantee to find near optimal solutions, they are
less computationally intensive, can be terminated when a dead-line has been reached
and can deliver the best solution found up to the termination instant. In particular,
we investigate the usage of a genetic algorithm (GA) [70] to solve the semi-static
inter-cell interference coordination problem.
Although genetic algorithms have shown their potential in multiple disciplines to
solve complex optimization problem, their implementation is a challenging task.
The ability of the GA to find near-optimal solutions depends strongly on its parameterization and the individual implementation of the operators. The relatively
large number of parameters to be tuned and the large number of options of genetic operators makes the tuning and the selection of GA operators particularly
difficult. Testing of all the possible parameter combinations is cumbersome as the
tuning search space is relatively large and their evaluation is computationally intensive. The question that arises is how to efficiently implement and tune a genetic
algorithm approach for semi-static ICIC?
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Computational Aspects

There still remains the question how frequent the semi-static ICIC approach should
be executed. This depends mainly on two issues: How fast do the channel states
change (in comparison to the underlying statistical model used for the computations)? That is essentially a question of mobility. On the other hand, the question
arises how fast the power allocations can be generated. Basically this is a trade-off
because mobility-wise one would expect that the more frequent the power allocations
are updated the better the system should perform. However, there must be a limit
to the computation times which sets a hard limit on the periodicity. We address
this trade-off by: (i) Introducing a highly efficient implementation of our proposed
genetic algorithm in general purpose graphic processing units (GPUs) and (ii) Evaluating the system performance sensitivity for different coordination update periods,
mobility models and typical scenarios. Besides the programming aspects of our implementation we investigate alternative speed-up methods such as reusing solutions
from previous coordination periods. This can have a direct impact on the system,
where by decreasing the coordination period the semi-static ICIC can quickly adapt
the power allocations to the topology of mobile stations.

1.1.4

Research Questions

The presented problematic can be condensed into the following three research questions:
Q1 - How to characterize the performance of OFDMA/LTE systems? We
address the expected throughput of OFDMA/LTE systems operating in interference limited scenarios and on proportional fair scheduling. The model needs
to take into account a precise distribution of the signal-to-interference noise
ratio (SINR) for an arbitrary number and configuration of interfering base stations and mobile stations. Additionally, it needs to consider also the SINR
transformation due to the influence of proportional fair scheduler as well as it
must consider LTE protocol impairments on modulation and coding scheme
selection. Preferably, the models should be in closed-form.
Q2 - How to solve stochastic optimization problems? The application of analytical methods to solve stochastic optimization problems is prohibitive due
to the relatively high complexity of the performance models. Hence, we revert to heuristic methods to address semi-static ICIC algorithms. One of the
approaches is a straightforward linearization, transforming the power allocation problem into an integer-linear-program (ILP). Although ILP solvers are
deterministic in nature and guarantee to find the best solution for the given
search space, they are in fact computationally intensive. The second approach
considers the usage of genetic algorithm and their ability to find near-optimal
solutions depends strongly on their parametrization. We address parameter
tuning by means of factorial design and investigate the capability of the GA
to find near-optimal power allocations.
Q3 - How to compute ICIC algorithms in real-time? Besides considering a
high level of detail in the modeling of stochastic optimization problems it
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is also important to realize whether stochastic optimization problems can be
solved real-time or not. Although the models considered here take into account
the impact of interference, scheduling and protocol constraints, their complexity can be prohibitively large so that the generated power allocations outdate
before they are applied. Hence, we consider alternative implementation of genetic algorithms in massively parallel computing platforms. We address the
implementation of the genetic algorithm for semi-static ICIC in graphical processing units (GPUs). Such platforms are well-suited to address the execution
of genetic algorithms in parallel and at a low cost. Besides the programming
aspects we consider also other alternatives for further speed-ups of the GA.

1.2

Contributions

The contributions introduced in this thesis are illustrated in Figure 1.4. In detail,
we perform an analysis of OFDMA/LTE systems operating in interference limited
scenarios and employing proportional fair (PF) scheduling. In the analysis we first
characterize the signal-to-interference-noise-ratio (SINR) distribution and then consider the SINR transformation of the scheduled resources due to the proportional
fair scheduler. Based on these models we then built throughput expectation models
taking into account both idealistic and practical constraints due to the LTE protocol. Secondly, we introduce heuristic optimization methods, which are able to solve
semi-static power allocation problems based on throughput expectation models. We
indicate that - in principle - the resulting stochastic optimization problems can be
solved near-optimal by the application of genetic algorithms. Finally, we introduce
an efficient implementation of the genetic algorithm in graphical processing units
that is able to execute in real–time.
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Figure 1.4 Summary of contributions.

C1 - Throughput expectation of PFS based LTE networks We present an
exact analytical model of PFS for interference-limited scenarios in OFDMA/LTE
systems. We first derive the distribution of the basic SINR distribution for an
arbitrary configuration and number of interfering base stations. Then, we
proceed with the evaluation of the transformed SINR channel states when
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proportional fair scheduling is performed. Precisely, for an exact stochastic
model of the SINR-distribution for multiple interferers, we model analytically
the impact due to dynamic (fast) resource scheduling (i.e. proportional fair
scheduling). This basic expression takes perfect channel state information at
the base station into account and considers also a flexible allocation of modulation and coding schemes to resources. After validating our analysis, we then
turn to further modeling impairments that arise in LTE systems. Namely,
the channel state feedback is quantized while modulation and coding is applied uniformly over all resources assigned to a terminal during one slot. This
model is evaluated based on simulations by considering realistic channel and
deployment data. We show that with respect to related work, we provide the
most accurate model for long-term rate estimates in LTE systems under the
mentioned conditions. This is important as any control algorithm (handover,
load balancing, interference coordination) integrating such models can lead to
better performance due to the lower estimation error in the PFS performance
model.
We extend the analysis also for ultra-dense deployments of cells, most likely
to be performed in the upcoming 5th generation of mobile radio networks.
Base stations are put nearer to each other leading to more intense deployments and to a higher number of significant interferers per cell. We perform
an asymptotical analysis of the throughput of proportional fair scheduling in
order to anticipate performance bounds for both the SINR distribution and
the throughput expectation of the PF scheduling for such systems.

C2 - Heuristic methods for semi-static ICIC We investigate the impact of precise rate prediction models on the design and performance of semi-static interference coordination schemes for LTE networks. We find out that precise rate
prediction models allow for an efficient allocation of transmit power among the
resource blocks in interfering cells and to a substantial performance improvement in comparison to simpler models. However, we find that the computational complexity of the resulting optimization problem increases drastically.
The application of genetic algorithms can mitigate this increase in complexity. On the other side, the ability of the GA to find near optimal solutions is
strongly affected from its parametrization. We use factorial design to find the
most significant parameters and suitable operators that positively influence
the optimization quality.
C3 - Efficient implementation in general purpose GPUs Although GAs are
an effective approach to solve semi-static ICIC problems, their execution time
can result into a limiting factor in the overall performance of semi-static ICIC
algorithm. A large number of candidate solutions needs to be evaluated for a
large number of generations. For highly mobile scenarios the long execution
run time is certainly a drawback as the topology of the mobile stations changes
and the power allocations outdate. We proceed with our quest for an efficient
GA implementation by taking advantage of the massive parallelism of general
purpose graphic processing units (GPGPUs). Our implementation of genetic
algorithm on GPU exploits parallelism over several layers.
The basic idea exploited is to realize different phases of genetic algorithm as
separate CUDA kernels and apply them on GPU for parallel execution. Differ-
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ent than current GA implementations in GPGPUs [154] and [89], we propose
two novel methods for the evaluation of genomes. The first one pre-calculates
the expected throughput for all power combinations before the optimization
process. It has the advantage that the control of the whole optimization process
remains in the GPU and avoids the communication with the CPU by means
of the system bus. The second method computes the fitness of the individuals
during the optimization process and caches it for usage in the next generations. Although it needs to access the system bus more often, this method has
a much shorter initialization time and it shows a considerable advantage for
large problem sizes.
Besides programming aspects we also consider algorithm related aspects. A
further very efficient way to reduce the execution time of GA is by minimizing
the number of generations needed to reach a near-optimal solution. This is
done by taking advantage of the spatial correlation of pathloss. It is to be
expected that the topology of terminals does not drastically change between
subsequent runs. As a consequence, the best individuals of the GA will also be
similar. Consequently, the less generations it takes to reach the optimum. We
take advantage of this feature by seeding the new population with the fittest
solution of the previous allocation phase. Then, the number of generations
needed to reach the optimum is drastically reduced.
In total, this thesis makes three distinct contributions:
i We characterizes the basic SINR probability density function and cumulative
distribution function for an arbitrary number and topology of base stations [2, 6].
We extend the analysis by considering the impact of proportional fair scheduler
on the transformed distribution function of SINR due to the local scheduler
[4, 2, 6]. Additionally, we introduce closed-form analytical expressions of the
throughput expectation for networks operating on proportional fair scheduling
and in interference limited scenarios [6]. The models include also LTE protocol
impairments and the impact of modulation and coding schemes in the throughput
expectation [3, 4, 6]. Finally, we perform an asymptotic analysis of PF scheduling
for ultra dense deployments likely to happen in the upcoming 5th generation of
cellular networks.
ii Introduce two optimization techniques to solve semi-static ICIC problems. The
first one is a direct linearization and reformulation of the stochastic optimization
problem to an integer linear programming problem. Whereas, the second approach uses genetic algorithms [5]. We use factorial design to identify the most
significant parameters of our GA implementation and optimize the parametrization for a robust and near-optimal GA performance.
iii An efficient implementation of the genetic algorithm taking advantage of the
massive parallelism of general purpose GPUs [1]. Besides the programing aspects
we find out that reusing previous power allocations to seed the GA population
results in considerable reduction of GA execution time.
In general, we present in this thesis not only a system design for semi-static applications but also present a framework how to describe their performance in mathematical terms. We are able to compute expected system performance models and
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the corresponding power allocation techniques in real–time. We show that even in
highly dynamical systems we can compute up-to-date resource allocation configurations and with a near-to-the-optimum performance. The development of these
contributions was supported by the implementation work of talented students in the
context of their Bachelor’s and Master’s theses [169, 182, 24, 74].

1.3

Outline

The remaining part of this thesis is structured in the following way. In Chapter 2, we
introduce background information in the context of this thesis. First, we introduce
the LTE protocol standard with a special focus on the radio access network. Then,
we consider optimization techniques for non-linear as well as integer linear programing problems. Finally, we present programming aspects on graphic processing units.
In Chapter 3 we lay the basis of this thesis where we introduce the system model
and define evaluation scenarios which we consider throughout this thesis. Chapter
4 presents the major theoretical contributions where we introduce analytical models
for the throughput expectation of OFDMA/LTE systems operating in interference
limited scenarios. We proceed with Chapter 5 where we discuss different heuristics
for the semi-static power allocation problem. In Chapter 6 we present implementation aspects of genetic algorithm in graphical processing units as well the evaluation
of system performance by means of system level simulations. Finally, Chapter 7
concludes the thesis, summarizes our contributions and identifies future work.

2
Background
This chapter introduces background material about this thesis. It starts in Section
2.1 with the introduction of LTE with a focus on the radio-access network. Then,
it proceeds with the introduction of several optimization techniques such as genetic
algorithms in Section 2.3.5 and mixed integer programming in Section 2.3.1. The
chapter ends with Section 2.2 with the introduction of graphic processing units
(GPUs) as a platform where we implement our semi-static ICIC approach.

2.1

Long Term Evolution

The information presented in this section about the LTE systems is based on the
books [167] and [44] as well as the specifications in [13]. Mobile data traffic has
been experiencing an exponential growth in data traffic and it is expected to follow
the same trend also in the near future [3, 170]. Key drivers of this trend are the
increasing popularity and usage of Internet enabled devices such as smartphones,
tablet computers and laptops. In order to satisfy this demand, telecommunication
industry has come up with new standards of cellular communications. Each standard
has been offering more bandwidth and lower latencies than the previous ones. The
latest developments are with the Long Term Evolution (LTE) [6]. LTE is developed
from the 3rd Generation Partnership Project (3GPP) as a successor of the Universal
Mobile Telecommunications System (UMTS) standard.
3GPP is a worldwide cooperation of telecommunication associations for the standardisation of mobile radio networks. Goal of the standardisation work is the generation of technical specifications, which describe mobile radio network aspects that
allow network nodes from different producers to interoperate with each other. Hence,
the focus relies more on the communication interface between such nodes rather than
the implementation details of the functionalities. Standards in 3GPP are structured
in releases, where each release is composed of multiple individual documents. The
Long Term Evolution project was initiated in 2008 with the introduction of Release 8. Since then, several standards have been developed including LTE Advanced
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(Releases 10 and 12) and LTE Advanced Evolution (Release 12 and the upcoming
Rel. 13). The standardisation documents are available in the 3GPP website [13].
In the context of this work, the main specifications of LTE specification are the 36
series specifications [7] which define the LTE’s access network: Evolved Universal
Terrestrial Radio Access (E-UTRA).
Key characteristics of LTE are scalable bandwidth, packet switched network and
simplified network architecture. LTE allows network operators to employ scalable
bandwidth ranging from 1.4 MHz up to 20 MHz and the carrier frequency ranging
from 800 MHz up to 2.6 GHz. Multi-antenna transmission allows the usage of beamforming techniques as well as multi-stream transmission over a single radio link. For
LTE Rel. 8 the highest MIMO transmission mode are 4x4 making it possible to
reach peak data rates of up to 300 Mbps in downlink and up to 75 MBps for Uplink.
Meanwhile, for LTE-Advanced the peak data rates are noticeably enhanced to 1Gbps
for downlink and 500 Mbps for uplink directions. Among others, LTE offers also a
relatively low round trip delay of 10 ms and call set up times of 50-100 ms. All this
is favored from an all-IP and flat core network architecture where most of the logic
is shifted towards the extremities (i.e. eNB).

2.1.1

Network Architecture

The basic architecture of LTE is depicted in Fig. 2.1. It is divided into (i) the
core network, (ii) radio access network and (iii) the mobile terminal. The core
network, is known in the LTE nomenclature as the Evolved Packet Core (EPC) and
is responsible for the establishment, controlling and charging of IP packet flows [5].
Each packet flow has a defined Quality of Service (QoS) known as bearer. EPC is
entirely packet switched and the communication between nodes is done according to
the IP protocol. Each node represents a group of functionalities which, depending
on the plane they are running can be separated into control plane and user plane
nodes. The functionalities of each node are explained in the following:
• Mobility Management Entity (MME) is a control plane node and is responsible for the authentication and allocation of network resources (i.e. bearer
path establishment). It also performs mobility management by tracking all
the mobile terminals in the service area and by assisting in handover control
signaling.
• Serving Gateway (S-GW) serves to one particular geographical area of the
cellular network and is therefore connected to multiple eNodeBs. It acts like
an anchor point between the radio access network and the core network and
is used for inter-operation with GSM and UMTS networks. S-GW is also
responsible for handovers between neighboring cells in the access networks,
paging requests as well as for routing and forwarding of packets to the user
equipment.
• Packet Data Network Gateway (P-GW) is an edge router between the LTE
network and other packet based networks. It is an user plane node used for
allocation of IP addresses to the user equipments (UEs) and for management of
Quality of Service (QoS). P-GW also performs policy and charging enforcement
and is the highest point of mobility anchor.
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• The remaining logical nodes of the EPC are the Home Subscriber Server (HSS)
and the Policy Control and Charging Rules Function (PCRF). The former is
a database containing subscriber related information. The latter is responsible for Policy Charging and Control, QoS service handling and serves as an
interface point for billing and charging systems.

Control Plane (C-Plane)
User Plane (U-Plane)

UTRAN
SGSN

GERAN

LTE Network

HSS
MME

UE

Mobile
Terminal

eNodeB

Radio Access
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PDN
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Core Network

IP
Services
Operators IP Services
i.e. Internet

Figure 2.1 Interconnection of LTE nodes [167].

The access of the mobile terminals to the system is made possible through the
radio access network also known as the Evolved Universal Terrestrial Radio Access
Network (E-UTRAN). It consists of only one node known as eNodeB. Different
than previous cellular technologies, eNodeBs are interconnected in a mesh topology
through the X2 interface. This design makes it possible for eNodeBs to communicate
with each other and employ cooperation schemes to improve the spectral efficiency
of the network. eNodeBs are connected with the core network nodes MME and
S-GW through the S1 interface. The protocol stack of eNodeB is represented in Fig
2.2 whose layer functionalities are:
• Packet Data Convergence Protocol (PDCP) runs in the upper-most layer of
the user plane protocol. It is responsible for IP packet header compression and
ciphering, handover support and discarding packets due to timeout.
• Radio Resource Control (RRC) is a control plane protocol mainly responsible
for broadcasting of system information, paging, measurement reports and QoS
management functions.
• Radio Link Control (RLC) does concatenation and reassembly of PDCP packets as required from the lower layer. The communication of RLC with the
lower layer is done through logical channels.
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• Medium Access Control (MAC) is responsible for the management of the radio
resources like scheduling in uplink and downlink and radio admission control.
It maps logical channels to transport channels which are used for communication with the physical layer.
• Physical layer (PHY) maps MAC transport channels to physical channels for
data transmission over the air interface. It does also link adaptation, power
control and measurements required from the RRC layer.
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Figure 2.2 Protocol stack of E-UTRAN [167].

Mobile terminals, named as User Equipment (UE) in LTE lingo, connect the enduser with the network infrastructure and its services. An UE is connected to the
E-UTRAN through the Uu radio interface and consists of a portable handset usually
a smart phone or embedded circuitry in a laptop and its functionality is specified in
[12]. The UE contains also the Universal Subscriber Identity Module (USIM) which
is used for identification and authentication of the mobile subscriber to the network.
Further details on LTE architecture can be found in [167] and [59].
The communication flow between different protocols is performed through channels
and signals. There are three types of channels used in LTE for the communication
between different protocols: logical, transport and physical channels. They differ
from each other from the kind of information carried and the protocols that they
interconnect. Logical channels carry information between the RLC and MAC protocols and define what type of information is transmitted i.e. traffic, control or
system broadcast related information. Transport channels are used for the information transfer of the two lower layers: i.e. between MAC and PHY. The information
carried in such channels defines how is the information transmitted through the air
interface. I.e. which kind of encoding and interleaving options are used. For the
transmission over the air interface, the transport channels are mapped into physical
channels which have a specific position in the time-frequency grid of resources in
LTE.
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Radio Resource Management

Radio resource management (RRM) controls radio transmission characteristics in the
system level and its specifications is given in [9]. RRMs task is mostly focused on the
multi-user and multi-cell performance rather than the single link capacity aspects.
Goal of RRM procedures is maximization of spectral efficiency of the system under
some constraints like fairness on resource distribution among terminals or provision
of a minimal service quality to the terminals in the network. RRM functionalities
in LTE range from Layer 1 up to 3 and are shortly introduced in [139]. Layer 3
functionalities are of semi-dynamic nature as they are executed during the setup
phase of new data flows. Aspects controlled from Layer 3 include admission control,
semi-persistent scheduling and QoS profiling. Layer 1-2 functionalities are highly
dynamic and adapt to the instantaneous channel and buffer states in a TTI basis.
Layer 2 is mostly concerned with dynamic scheduling, link adaptation and hybridARQ. At the end, Layer 1 is concerned with power control, interleaving and selection
of modulation and coding schemes to use for the transmission of resource blocks
through the physical medium.

2.1.3

Physical Layer

The physical layer specification of LTE is given in [16]. It supports both Time
Division Duplex (TDD) and Frequency Division Duplex (FDD) modes for downlink
and uplink communications. Organization of time in FDD is shown in Figure 6.3.
Time is divided into radio frames of 10 ms duration, where each radio frame is
composed of subframes with one ms duration. Subframes are further partitioned
into two consecutive slots where each slot is used for the transmission of seven
OFDM symbols. For ISI mitigation a copy of the OFDM symbol tail, called cyclic
prefix, is inserted in front, serving as a time guard for multiple copies arriving at the
receiver. The longer the cyclic prefix duration is, the more robust is the transmission
to inter-symbol-interference. There are two cyclic prefix lengths defined. The shorter
one, called normal cyclic prefix is intended for the most common scenarios and it
allows the highest number OFDM symbols to be packed in one slot. The extended
cyclic prefix is more robust to scenarios with a high delay spread but causes a longer
OFDM symbol duration and is not considered here.
In the frequency domain, subcarriers are spaced orthogonally to each other. Each
subcarrier has the same bandwidth and same spacing to neighbouring ones. Groups
of 12 subsequent subcarriers are partitioned together creating a resource block with
a total bandwidth of 180 kHz. The total number of resource blocks depends on
the operating bandwidth of the system and their relation is presented in Table
2.1.The minimal unit which can be scheduled to a mobile terminal is called a Physical
Resource Block. It is composed of a pair of resource blocks belonging to the same
subframe. The minimal unit in a PRB is called resource element and is composed of
one subcarrier with a duration of one OFDM symbol. During one subframe, a PRB
can be allocated only to a single mobile terminal.
Depending on the type of messages transmitted, physical channels can be grouped
into data and control channels. The position of resource elements used for the
transmission of physical channels in downlink is shown in Figure 2.4. The physical
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Figure 2.3 Resource organization in time and frequency domain [90].

System Bandwidth (MHz): 1.4 3
5
10
Nr. of RBs:
6
15
25
50
Nr. of Subcarriers:
72 180
300
600
Subframe Duration
1 ms
Subcarrier Spacing:
15 kHz

15
75
900

20
100
1200

Table 2.1 Available number of resources for different bandwidth sizes [167].

broadcast channel (PBCH) carries basic system information, needed from the UE for
initial registration to the system and the possible position of resource elements in the
radio frame transmitting PBCH is marked with dark grey. The main data carrying
channel for downlink communication is carried from the physical downlink shared
channel (PDSCH) whose respective resource elements are coloured in white. It is
used also for paging and broadcasting information not carried from PBCH. Scheduling grant notifications for uplink and downlink are carried from the physical downlink
control channel (PDCCH), which is transmitted periodically every subframe during
the first 1-3 OFDM symbols of each subframe. The number of symbols used for the
PDCCH channel is transmitted from the Physical Control Format Indicator Channel
(PCFICH), also transmitted every time slot. For the uplink communication, transport blocks are carried from the physical uplink shared channel (PUSCH). Channel
measurement reports from the UE, called channel quality information (CQI), uplink
scheduling requests as well as HARQ ACK/NACK responses to downlink transmission are carried from the physical uplink control channel (PUCCH).

2.1.4

Scheduling

In LTE there are two modes of scheduling defined known as semi-persistent and
dynamic scheduling [17]. Semi-persistent scheduling (SPS) is mainly used for transmission of deterministic traffic flows with small packet size and periodic arrival time
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Figure 2.4 FDD frame structure for 20 MHz bandwidth and the position of physical channels
in the radio frame structure [10].

like VoIP packets. The local scheduler knows in advance the arrival time of the
packets and can plan the resources needed for the transmission of such packets. SPS
takes advantage takes advantage of this feature and by using a scheduling pattern
where transmission parameters like modulation and coding scheme, the number of
resource blocs as well s the periodicity of allocations remain fixed. The time pattern
for semi-persistent scheduling is configured from the RRC protocol and remains fixed
as long as a new configuration from the RRC protocol is assigned. Hence the name,
semi-persistent.
While semi-persistent scheduling is efficient for traffic with packets of periodical
arrival and small size, it is less suited for applications with infrequent, bursty and
large packet size [60]. The scheduler needs to adapt resource allocations to the
instantaneous channel and buffer state conditions. Resources are scheduled based on
the instantaneous state of local buffers, i.e. whether there are packets to transmit and
whether the instantaneous channel states are favorable for transmission. Scheduling
decisions are performed every subframe (1 ms) where the allocated PRB and the
used MCS scheme can vary for each terminal and resource block. The scheduled
mobile stations are informed about the details of scheduled PRBs and the employed
MCS scheme from the PDCCH channel.
The usage of OFDMA technique favors exploitation of multiuser diversity. Resource
blocks can be scheduled to terminals with high instantaneous channel quality while
avoiding terminals which experience deep fades on the specific RB. Resource allocations are according to the best instantaneous channel quality realizations. The short
timespan of the subframe (1 ms) as well as the small bandwidth of resource blocks,
allow to capture variations of the channel quality both in time and frequency domains. In downlink, the scheduler is aware of the channel quality from CQI reports
composed of a four bit indicator telling the highest modulation and coding scheme
that the mobile stations can decode with a maximal block error rate of 10 %. This
information is used from the scheduling algorithm to perform link adaptation and
estimate the right transport block size for a reliable transmission. The modulation
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schemes that can be used in LTE range from quaternary phase shift keying (QPSK)
up to 64- quadrature amplitude modulation (64-QAM).

2.1.5

Inter-Cell Interference Coordination

In LTE neighboring cells are allowed to reuse the same frequency spectrum of the
neighboring cells [4]. This introduces a high flexibility in managing the radio resources especially for asymmetrical load distributions, but it limits the spectral efficiency of cell-edge located mobile terminals in the overlapping area of neighboring
cells. In order to mitigate the interference and improve the capacity of cell-edge
terminals LTE incorporates in its standard interfaces and messages which can be
used to coordinate inter-cell interference.
The improvement of cell-edge performance is the main goal of interference mitigation
techniques. To mention a few, examples of interference mitigation techniques include
interference alignment [35, 35], coordinated power and resource allocation [114, 195],
coordinated beamforming [30, 45, 112] and coordinated multi-point [112, 86]. Interference alignment is used to align interfering signals in time, frequency or space
dimensions. In this way, the interference can be easily identified and canceled out.
Although this scheme has a good performance in a point-to-point link its system wide
application faces a series of difficulties. Firstly, precoding techniques in general need
tight synchronization between cooperating nodes (i.e. nodes aligning their interference), otherwise insufficient synchronization causes extra noise. Secondly, precise
Channel State Information (CSI) needs to be shared also between the cooperating
nodes and for a large network size the demand for CSI exchange overhead increases.
These aspects put high requirements on the latency and capacity of backhaul links
as well as the high volume of CSI exchange overhead reduces the performance gain
of the interference alignment scheme.
Alternatively, multiple-antenna techniques such as beamforming are used to focus
the signal energy to the desired mobile terminals, while minimizing the interference
in other directions. However, in a system level, uncoordinated beamforming results
often in a low performing technique. Beam patterns radiate in an uncontrolled
manner to neighboring cells, causing interference with a higher power intensity than
single antenna solutions. A further possibility to mitigate the interference in a
system level is to coordinate the transmission and reception between multiple cells.
Coordinated Multi-Point (COMP) techniques rely on coordination between different
geographically located transmission points in order to improve the performance of
cell-edge located terminals. Examples of COMP include coordinated beamforming
and scheduling.
Coordinated scheduling is a an extension of the spatial frequency reuse concept in
the time domain. Base stations coordinate with each other in order to identify celledge mobile stations which can be transmitted to at full power. The scheduling
aspect can be extended also to coordinated scheduling and power allocation, where
base stations besides deciding on resource block assignments they also take care of
the power allocations. Such kind of schemes is known also as synchronous inter-cell
interference coordination. Such techniques like the previous two ones require that
the base stations share their decisions periodically and quickly with each other (i.e.
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1 ms). Mobile stations need to share their instantaneous CSI with the coordinating
base stations in order to obtain a good system quality. This mode of operation
causes large amounts of overhead communication between cells which needs to be
administered in short amounts of time. In order to mitigate this drawback, semistatic schemes have been introduced. They operate on much longer time spans (order
of hundreds or even thousands of milliseconds) to coordinate power and frequency
allocation among cells.

2.1.6

Enhanced Inter-Cell Interference Coordination

Capacity requirements are inhomogeneous and are strongly related with the population distribution. In densely populated urban areas, network operators increase
their capacity by densifying the deployment of cells. For Rel. 8 LTE networks
this is possible only by increasing the number of macro-eNBs which is a costly solution due to expensive material (costly eNBs) and site acquisition. Additionally,
by densifying the network deployment the inter-site distance becomes smaller and
the inter-cell interference more prominent. These problems are addressed in LTE
Release 10 (known as LTE-Advanced) with the support of cheaper base stations
and enhanced ICIC (eICIC) [50, 115]. The coverage and capacity of macro-eNBs
is extended with the introduction of low-powered base stations: eNBs, Home-eNBs,
Relay Nodes as well as Remote Radio Heads. Site acquisition is easier and cost of
these nodes is considerably cheaper than for macro-cells.
Besides the cost aspects the support for eICIC allows for inter-cell interference coordination in the time domain by using Almost Blank Subframes (ABS). The name
almost blank is because macro-eNB can still use such frames for control channel
frames with very low power. In eICIC, ABS subframes are mainly used to assist
small cells for transmission to their cell-edge located terminals. As shown in Figure 2.5, during ABS subframes, small cell base stations can transmit data to their
cell-edge terminals and avoid interference from macro cell. Macro cell shares the
ABS pattern with small cells through the X2 interface in a semi-static fashion with
a minimal period of 40 ms. Nevertheless, the way how the macro-cells decide on the
ABS pattern is vendor-specific and is not specified in the standard.
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Figure 2.5 Illustration of LTE frame composed of ABS subframes. Small cell terminals found
in the cell-edge receive data over ABS subframes with very little interference from macro.
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2.2

Graphic Processing Units

The information presented in this section is mainly based on the following technical
manuals [127, 41]. GPUs are specialized devices for compute-intensive applications
that have a high degree of parallelism. They are equipped with thousands of cores
which can perform light weight computations in parallel. Different than CPUs, each
core is clocked with a lower frequency and posses only a small amount of cache memory. Both hardware and software of modern GPUs allow general purpose programming in GPU (GPGPU) making it a low-cost alternative for intensive computations.
As shown in Figure 2.6 developers can offload compute-intensive portions of software to the GPU. Meanwhile, the rest of the code can run in the CPU. From a user
perspective the execution time of software running on such a platform is drastically
reduced.
Application Code

CPU

GPU
Intensive Computations

Sequential CPU Code

Figure 2.6 Hybrid GPU/CPU architecture [41].

The architecture of GPUs is optimized to execute light-weight code on big data
sets. Data processing follows the single-instruction-multiple-data (SIMD) paradigm
where the same instruction set is executed on different data blocks at the same
time. The code runs on graphic cards operating on Fermi architecture [129]. Such
cards are composed with a main chip (GPU) and 1.2 GB main memory which serves
as an interface between the host CPU and GPU. The main chip is composed of
dozens of streaming multiprocessors and each streaming multiprocessor is further
equipped with dozens of cores. Streaming multiprocessors execute code according
to the Single-Instruction, Multiple-Thread (SIMT) paradigm where the same kernel
is executed in parallel by 32 consecutive threads (referred to as warps). As shown
in Figure 2.7 both CPU and GPU are connected with each other through the PCI
Express bus. It has a high communication latency making it a bottleneck for the
communication between these entities. For an efficient implementation of GPU
applications it is preferred to keep the data transfer with the CPU at minimum.
The most common parallel computing architecture to write GPU-accelerated applications is the Compute Unifed Device Architecture (CUDA) [41]. CUDA is a
compute engine for nVidia produced GPUs and has a programming interface similar
to C. It extends the normal C syntax with new keywords to annotate host and device
code. Host code runs on CPU and can manage memory transfers on both the host
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Figure 2.7 Simplified illustration of a hybrid GPU-CPU architecture [149].

and device, as well as start kernels for execution on the device. Device code, known
also as kernel, is executed at GPU in parallel by an array of threads. As illustrated
in Figure 2.8, threads are organized in blocks and grids. Threads are partitioned in
blocks of one, two or three dimensions and blocks are further grouped into grids of
up to two dimensions. Threads are organized in hierarchy levels due to the memory
organization and execution model of GPUs.
Memory is organized in several levels of hierarchy so that it can provide a high
bandwidth and interaction between threads of different blocks. According to an
increasing order of latency the memory is organized into registers, shared memory
and global memory. Threads use registers for their own computations and do not
share it with other ones. Meanwhile, threads in a block communicate with each
other through shared memory, which has a low latency, small size and is isolated
from other blocks. Threads of different blocks can exchange intermediate results by
means of the global memory but this is a costly operation as it is associated with
a high latency. Developers usually try to avoid such kind of memory access. The
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Figure 2.8 Thread organization in CUDA [41].

movement of data between several hierarchies is not transparent and needs to be
defined in the CUDA code from the programmer.
From the execution point of view, kernels are executed in grids of blocks and are
launched from the host one at a time [129, 128]. Several blocks are allocated to a
streaming multiprocessor for concurrent execution. Threads of the same warp can
be executed at the same time, meanwhile threads of different warps in a block can
take different times to execute. Explicit synchronization is needed to make sure that
all threads have reached the same point of execution. Warps are executed according
to the single instruction, multiple threads model. Flow control in a kernel is possible
through conditional if-statements. However, care needs to be taken so that threads
of a warp do not follow different control paths in a serial fashion as diverging paths
are executed one at a time until all converge to the same point. In this way parallel
execution of the kernel is disrupted and its execution time is penalized. All threads
of a grid are distributed block-wise at the streaming multiprocessor for execution.
After a block has been assigned to a streaming multiprocessor it resides there until
it is completely executed. In general, a typical execution flow happens as following:
host copies data to the device, and starts a kernel. The device executes the kernel
and writes results to its global memory. Then, the results are copied from device
back to host.
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Optimization

This section introduces concepts of optimization theory and is based on the works
[159, 171, 176] related to integer linear programing and other publications [144, 63]
related to stochastic optimization. Optimization is a commonly used term to describe activities related to system performance enhancement. In mathematics, optimization includes the modeling, formalization and solving of complex problems
emerging from everyday activities. Especially in telecommunications, optimization
plays an important role. Wireless communication systems often make use of optimization theory in order to efficiently manage scarce radio resources. The usage of
optimization theory for such scenarios requires often an abstraction process which
captures the most important aspects into a mathematical problem formulation.
If we denote by S the set of all possible solutions, the task of optimization is to
maximize or minimize an objective function f :→ R. In case of minimization, the
task is to find a configuration xopt which satisfies the condition:
(2.1)

f (xopt ) ≤ f (x)

∀x ∈ S

In this context, the optimization process finds the best available values of some
objective function under a defined set of constraints. The domain S is referred
to as the search space and the elements of S are called candidate solutions of the
optimization problem. If the search space S ⊆ Z, then we speak of an integer
optimization problem. Otherwise, if S = Rn , then we deal with of an unconstrained
optimization problem.
For the mathematical formulation, it is often needed to take simplifications so that
complex processes can be translated into standard problems. A common simplification is to ignore performance dynamics resulting due to fast-fading and mobility
of users. Consequently, the objective function is modeled as a deterministic process
where the functions f (x) and fi (x) are explicitly known and can be of linear, convex
or of quadratic form. However, ignoring performance dynamics would certainly lead
to ill-defined problem formulations, mis-estimation of the system behavior and to
sub-optimal solutions. For the optimization of dynamic system, one has to cope
with several randomly varying parameters (fading states, scheduling decisions, etc)
whose realizations are not known in advance.
Stochastic optimization copes with dynamic systems by providing a framework for
modeling optimization problems involving uncertainty. For such class of problems
the decision-relevant data are not known beforehand. In mathematical terms, such
uncertainty is represented by means of random variables, which are included in the
optimization model. If no information is present about the variable distribution but
only the corresponding bounds, then robust optimization is used. However, in this
thesis we assume that the distribution function of the relevant random variables is
known. For such circumstances, expectation models are widely used. For example,
employing expectation models for a communication system puts the optimization
focus on the long term average performance rather than the instantaneous one. The
resulting problem formulation aims at finding feasible solutions that improve the
average system performance on the long term.
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Figure 2.9 Classification of optimization terminology in the context of this thesis.

The difficulty relies in the evaluation of the performance expectation, which is an
integration over the time dimension. In case that the random variables in the optimization process have a discrete distribution, or the resulting expected utility can
be written into a form of finite sums, then the corresponding problem can be solved
by means of global search algorithms used in linear programming. However, for
random variables with a continuous probability distribution it is often difficult to
find closed form solutions of the integrals. Even if solutions can be found, the
resulting optimization problem formulation is often difficult to solve by means of
analytical methods. Hence, heuristic methods are often applied by providing an
approximate solution to the optimization problem. Examples of heuristic methods
include genetic algorithms (GA), simulated annealing (SA) and tabu search (TS).
The heuristic methods introduced here have a stochastic search nature by including
randomness in the search process. Stochastic optimization refers to the maximization or minimization of a function under the presence of randomness both in the
problem formulation as well as in the search procedures. In this thesis we use the
terminology presented in Figure 2.9. We address interference coordination by means
of stochastic optimization in both modeling and solving aspects.
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Mixed Integer Linear Programming

Optimization problems with linear objective function and constraints can be represented in the following standard form:
maximize
x

(2.2)

subject to

n
X

cj x j

j=1
n
X

aij xj = bi ,

∀i

j=1

xj ≥ 0,

∀j.

Depending on the domain of the variables xj , the optimization problem (2.2) can be
classified into one of the following categories:
1. Linear programming if xj ∈ R
2. Integer linear programming if xj ∈ N
3. Binary ILP if xj ∈ {0, 1}.
For optimization problem, whose goal is minimization, the conversion to a maximization problem is possible by multiplying the objective function with −1. The
same method is also used in changing the inequality sign in the optimization constraints. An optimization problem is feasible if at least one solution can be found
satisfying all the constraints of the optimization problem. Otherwise, the problem
is infeasible. If the objective function can take an arbitrary large value then, the
optimization problem is called unbounded and the optimum value is + inf, otherwise
the problem is described as bounded. An optimization problem being both feasible
and bounded is said to have a finite solution and the evaluation of the objective
function for a given feasible solution is known as value of the solution.
The feasibility region of a linear problem (LP) can be interpreted geometrically by
means of hyperplanes and their intersection. A hyperplane in Rn is any set of the
form H(a, β) = {x : aT x = β}, where a ∈ R\{0} and b ∈ R. Depending on the
dimension, a hyperplane in R, R2 , R3 , Rn can be respectively a point, a line, a
plane or a subspace of n − 1 dimensions. Every hyperplane divides the space in
half resulting in two closed half-spaces. For example, the two closed spaces of the
hyperplane H(a, β) are: H+ (a, β) = {x : aT x ≥ β} and H− (a, β) = {x : aT x ≤ β}.
Considering the constraint region of an LP Ω = {x : Ax ≤ b, 0 ≤ x}. It defines the
half spaces: Hj = {x : eTj x ≥ 0} and Hn+i = {x : aTi x ≤ bi }. Then, the constraint
region of the LP Ω = ∩n+m
k=1 Hk can be considered as the intersection of finitely many
closed half spaces, creating a convex polyhedron as shown in Figure 2.10. Therefore,
an LP can be described as the maximization of a linear function over a convex
polyhedron composed of vertices and faces. It was proven that, if the LP has a
finite solution, then at least one optimal solution lies at the vertex [56]. The proof
is extended also for points of the optimal solution lying in a face of the polyhedron.
Then, all the points of the face are also optimal solutions to the given problem.
Therefore, it suffices to move according to the vertices of the constraint polyhedron
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to find the optimal solution. For large scale problems, a brute-force attempt like
enumerating all the vertices is hard as the search space can be prohibitively large.
Instead, the simplex method is mainly used in practice without needing to examine
all the vertices. It is a global search algorithm developed by Dantzig [48] in 1947. The
main idea of the algorithm is to move along neighboring vertices of the polyhedron
which have a non-decreasing value of the objective function. The algorithm iterates
until no better solution can be found.

LP Solution

Figure 2.10 Illustration of a feasible region [171].

There are a variety of practical problems which cannot be expressed by means of
continuous variables. Instead, the optimization variables are allowed to take only
integer values. Such problems can be expressed as integer linear programming (ILP)
problems. ILPs are not a special case of linear programming, but a generalization.
There is a temptation to solve such optimization problems as linear problems by
relaxing the optimization constraints and then rounding the optimization variables
to the nearest integer value. Unfortunately, this can result into sub-optimal or even
infeasible solutions. In fact, multiple different algorithms are used and can be categorized in the following groups. Enumerative techniques, such as Branch and Bound
[110] solve an ILP problem by enumerating possible solutions of the ILP until an optimal one is found. Such algorithms, although have an exponential run-time, provide
a guarantee to find the optimal solution. Nevertheless, the search space can be prohibitively large and solutions need to be obtained in a reasonable time. Therefore, a
compromise is taken between solution quality and execution time. Algorithms offering this trade-off are approximation algorithms and heuristic ones. Approximation
algorithms find a solution in polynomial-time and guarantee that the solution is far
from the optimum with a certain factor. Nevertheless, the computational time of
such algorithms can be still high and for time critical approaches heuristics is used.
Therefore, faster algorithms mainly based on heuristic approaches are used.
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Branch and Bound

Branch and bounding solves integer programming problems by implicitly enumerating the search space. A survey of different branch and bound algorithms is given in
[111]. Branch and bounding uses the divide and conquer paradigm by recursively
partitioning and evaluating the feasible region into smaller ones which are easier to
manage. The recursive splitting can be represented as an enumeration tree. Each
leaf of the tree represents an enumerated solution and the root is the set of all possible solutions. The main idea is to keep the tree spanning as small as possible
and avoid full spanning. At every node an LP relaxation is solved by means of the
simplex algorithm. Useless parts of the tree are cut due to infeasiblity, bound or
optimality by using the the LP relaxation. Outcomes of an LP solution can be:
1. Infeasible: the corresponding ILP problem is infeasible itself and this branch
of the tree is not expanded further.
2. Terminate by completion: an optimum has been found and all relaxed variables
take integer values.
3. Branching: the relaxed variables take fractional values. Then, two new nodes
are created. The LP relaxation value of each node is compared with the upper
and lower bounds. As lower bound counts the best ILP solution found so
far and as upper bound is the LP relaxation of the node. In case the LP
relaxation is smaller than the lower bound then, the branch is not considered
further. Else, one of the nodes is considered next. Node selection depends on
the implementation and can be according to the depth-first, best-first or other
paradigms used in spanning the tree.
A partial solution terminates if the following criteria is met:
1. All the LP relaxations of the subproblems are infeasible, then the outcome of
the ILP is also infeasible.
2. An LP relaxation has been found with integer variables. This is the optimum
for the candidate partial solution and its value is used to update the lower
bound in the search.
3. The LP relaxation value is smaller than the lower bound found so far.

2.3.3

Stochastic Search Algorithms

ILP solvers use mainly branch and bound algorithms, which are computationally
intensive and have an worst-case exponential time complexity. Hence, we consider
also lower complexity search algorithms running in linear time. Such methods are
used for the minimization (or maximization) of a function with a lower computational
effort. The search for a solution is nondeterministic and is influenced from random
aspects, which are encountered in the selection of a starting point or in the search
procedure. Common methods of stochastic search methods include random search,
tabu search, simulated annealing and genetic algorithms. The principle of each of
these schemes is presented in the following:
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Random Search [94]: enumerates all the possible solutions and guarantees also to
find the global optimum. Nevertheless, the enumeration is too time consuming
as it needs to visit all the points in the search space.
Tabu Search [69]: discovers the search space by recording the moves taken, thereby
avoiding becoming trapped in local optima. The list of prohibited moves is
stored in Tabu-lists which are updated throughout the optimization process.
The optimization starts with an initial solution based on which the algorithm
creates a list of neighbors. Then, the next iteration proceeds with the best
element allowed in the neighborhood and updates the Tabu-list for the current
move. Different than other search algorithms, TS remembers the decisions it
makes. Tabu lists have restricted sizes which play an important role on the
efficiency of the algorithm. Too long tabu lists may increase the search time
too strongly, while too short lists can lead to cycles in the search process.
Simulated Annealing [104]: imitates the physical process of hardening metals
where the temperature is increased on purpose and then slowly cooled down
so that the atoms line up in stable formations. In the optimization context,
the algorithm starts by selecting a random point in the search space. For the
selected point, the algorithm generates a neighborhood of random solutions
and then compares the objective function for each member of the neighboring
ones. The optimization goal that simulated annealing solves is cost minimization. Therefore, if the cost of the new candidate solution is smaller than the
current point it moves to the new one and saves it as the base for the next iteration. Else, the algorithm accepts the new point that raise the objective with
a certain acceptance probability. Such probability depends on the difference
of the new cost function with the old one and from a real valued parameter
called temperature. The latter is reduced after each generation according to
some pre-defined heuristic. The choice of starting temperature, amount of
temperature reduction and the temperature upper bound significantly affect
the performance of the method. In general, the choice of parameters is not
intuitive and it is difficult to set an effective parametrization.
Genetic Algorithms [71]: Genetic algorithms (GA) are widely used heuristic methods for solving non-linear optimization problems [65]. The basic idea stems
from evolutionary theory, postulating the survival of the fittest. Candidate
solutions are represented in well defined data structures. The optimization
starts by initializing a population of candidate solutions, which is repeatedly
modified from processes like crossover, mutation and selection as shown in Figure 2.11. After each generation the general quality of candidate solutions in
the population is increased, as only the best ones are selected to generate the
next population.

2.3.4

Discussion

Except genetic algorithms, all of the above heuristic methods operate with a single
solution throughout the optimization process. From the GAs perspective SA and
TS can be considered as search algorithms with a population size of one and that
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Figure 2.11 Different stages of the genetic algorithm.

perform only mutation like operations. A common assumption shared from heuristic
schemes is that good solutions have in general a higher chance of being found near
of each other, rather than randomly picking them from the whole solution space. If
this is not the case for a particular problem, then sophisticated search algorithms
like GA, SA and TS will not have any advantage over the simplistic RS algorithm.
Heuristic schemes exploit profile changes in the search space by taking small and
beneficial hops in the solution space. Hence, the exploration of the search space during one iteration for the SA and TS is relatively small. Whereas for each generation,
genetic algorithms explore the search space in parallel from a population of candidate
solutions. The jumps in the search space are rather large thanks to the crossover
operation. Exploration of the search space is performed by recombining candidate
solutions with each other. These properties give the GA a considerable advantage in
comparison to the other heuristic schemes considered here. Additionally, compared
with simulated annealing, genetic algorithms generate more consistent results (i.e.
with small variance) [109].
A major disadvantage of heuristic methods is that the computation time of the algorithms may require considerable large amounts of time. Hence, parallelization
approaches that can lead to shorter execution times are of special interest. This
requirement is further enforced in scenarios where such algorithms have to execute
in real-time. Hence, the demand on computational run-time gets the upper hand.
There have been several implementations to implement the SA, TS and GA in parallel architectures [155, 61, 120]. The parallelization for TS follows the master-slave
paradigm where slave processors compute in parallel the elements of the neighborhood, while the master processor runs the rest of the TS algorithm. For massive
and low-cost parallel computing platforms such as general purpose graphic processing units (GPGPUs), master-slave approaches are disadvantageous. The master
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process runs in the CPU while the slave computations run in the GPU. Such architecture makes an extensive use of the PCI-Express bus including large amounts
of delay overhead in the total computation time. A master-slave implementation
of TS in GPU is also not suitable. TS uses different levels of tabu-list, which are
saved in the global GPU memory and are frequently accessed during each iteration.
This feature includes also a further delay overhead in the total run-time of the TS
algorithm in GPUs. Global device memory access is a costly operation associated
with a relatively high latency. These two aspects explain also the lack of popularity
of parallel TS implementations in comparison to GA and SA shown in Table 2.2.
We used the Google Scholar TM search engine to search for the popularity of parallel
implementations of each of the heuristic schemes in common as well as in GPGPUbased parallel platforms. From the hit-counts we notice that GA has the highest
popularity, TS has the lowest and SA has a medium popularity.
Keyword
Parallel
Parallel GPU
Genetic Algorithm:
1.420.000
19.200
Simulated Annealing: 366.000
4780
Tabu Search:
48.500
960
Table 2.2 Popularity of parallel implementations of GA, TS and SA based on Google
ScholarTM on Sept 14th, 2015.

Parallel implementations of SA usually cluster the search space of the simulated
annealing algorithm [155]. A cluster of processors endorse each other by exchanging
temperature state evaluations. This helps the computing nodes to a converge to
an initial solution of the problem at hand. Often, SA is also used in combinations
with genetic algorithms to find initial solutions as starting points for the simulated
annealing. However, parallel implementations of SA may not reflect the same statistical properties of a sequential SA implementation [73]. This alteration changes
the pattern of state space exploration and solution quality expectation. Additionally, the selection of cooling schedule parametrization is counter-intuitive. All these
aspects combined make SA less attractive to use in parallel architectures than GA.
Genetic algorithms employ a parallel sampling of the search space leading to intuitive GA implementations. Parallel GAs are surprisingly easy to implement and are
able to deliver substantial performance gains. As such, there has been extensive
research over the years in this field [143, 37, 157] (see Table 2.2). Hence, it makes
it easier to find power programing libraries, insights and implementations to work
with. Additionally, parallel GA architectures suit well for SIMD models, making
GA the first choice for implementation in GPGPUs. However, GA implementations
are heavily influenced from their parametrization both in computational as well in
search efficiency terms. Nevertheless, by means of factorial design techniques it is
possible to find well-performing configurations of GAs. Based on the trade-offs introduced here, we decide to work with GAs as heuristic search algorithms in solving
stochastic optimization problems.

2.3.5

Genetic Algorithms

Most of the information presented here is based on the following sources [70] and
[85]. Such algorithms are randomized search algorithms mainly used in solving
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optimization problems where deterministic algorithms either do not exist or have
very high computational complexity. GAs are inspired by principles of biological
evolution postulating survival of the fittest. The optimization process starts with
a population of random points in the search space. Each point is referred to as
genome and it represents a candidate solution to the given problem. Generally, traits
of a genome are encoded into a sequence of entries called genes. Natural selection
is mimicked by selecting fittest genomes of the population as parents of the next
generation for crossover and mutation as shown in Fig 2.12. During crossover parts
of genomes are exchanged with each other and genes from fit parents are inherited
to the new offspring. With an increasing number of generations, the genomes have
similar genes with each other and the genetic algorithm tends to converge in local
optima. In order to keep diversity in the population, parts of genomes are randomly
modified, i.e. mutated. New gene combinations are introduced to the population,
giving the GA a chance to escape from locale optima and converge to a globally
better solution. After each iteration the population evolves to a new generation
with possibly fitter genomes than the previous one. The evolution stops after a
certain condition is met, e.g. number of generations.

X
X

Generation X

Selection

Crossover

Mutation

Generation X+1

Figure 2.12 Evolution of the population due to genetic algorithm operators [85].

The implementation of GAs is closely related to the optimization problem at hand.
The efficiency, i.e. the number of generations it takes to find a global solution,
is influenced by population size, encoding of genomes and parametrization of the
operators. The design phase of a genetic algorithm starts with encoding candidate
solutions, i.e. genomes, into a data structure. Genomes can be encoded according
to arrays of objects of any nature, including numbers, letters or any abstraction of
the search space. In knapsack problems for example, the solution can be encoded as
an array of bits, where each bit notifies whether an object is in the knapsack or not.
The evolution in a genetic algorithm starts from an initial population. It gives a
starting point to the genetic algorithm and it guides the search in the solution space.
Seeding the population with initial values can help to quickly find a qualitative
solution. The population can be initialized in points where the global solution is
likely to be found, or if no heuristics is present it can be also initialized with random
points in the search space. In order to promote diversity, the points can be chosen
as far as possible from each other.
Genomes of a population need to be evaluated with the objective function in order
to judge about their fitness. This evaluation is performed for each member of the
population and for every generation, resulting to the most expensive computational
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operation in genetic algorithms. For populations with too few genomes, the execution time of the genetic algorithm is reduced but, it gives a low possibility to the
GA to explore the search space and it can converge to local optima. On the other
side, larger populations lead to a broader sampling of the search space increasing the
chance of finding a global solution. A trade-off needs to be found between population
size, quality of solutions and computational time. This trade-off is mostly eminent
in sequential implementations of the genetic algorithm and less in parallel ones. As
the evaluation of genomes is independent from each other it is possible to evaluate
genomes in parallel architectures. In this way, the evaluation of a large number of
genomes is performed in the same time.
In the selection stage, fittest genomes are chosen as parents for the next generation.
The selection can be of deterministic or of probabilistic nature. In deterministic
selection the genomes are ordered by fitness, and based on the selection rate p, the
fittest genomes are selected and reproduced 1/p times. In order to bring diversity
in the population and improve the exploration of the solution space, probabilistic
selection methods are used. However, probabilistic selection methods have the risk of
not selecting the best genomes for the next generation. After crossover and mutation
it can happen that weaker genomes than their parents are generated, leading to a
degraded population. In order to preserve fit genomes, elitist schemes are used where
best genomes are copied for the next generation.
During crossover, new offspring are created by recombining parts between selected
genomes. Parts between parent genomes are swapped with the ambition of creating
fitter genomes than their parents. Depending on the number of swap points three
different methods are observed: one, two and uniform point crossover methods. In
one point crossover, a single point is selected and all the genome part after that
point is swapped. The number of crossover points can be increased to two or up to
the genome length in uniform crossover.
Mutation operator diversifies the population by randomly modifying parts of genomes.
The frequency of modification is controlled from the mutation probability. For a mutation probability of one, all parts of the genomes are randomly altered and no good
traits of genomes can be inherited to the new generations. The GA degrades to
a random search algorithm. On the other extreme, if zero mutation probability is
selected, than no chromosomes are modified at all. With an increasing number of
generations the population tends to homogeneity and running the risk to get stuck
in a local optimum. Therefore, the right balance between efficiency and quality of
genomes needs to be found. Mutation rate is relatively small (approx. 10e-3) and
the optimal value is mostly decided experimentally.
Up to this point a temporary population has been created waiting to replace the
old generation. Depending whether the parents are copied in the next generation
two replacement methods called generational and steady state replacement methods
can be used. If the new population is formed only from members of the temporary population the replacement method is called generational. Else, steady state
replacement is performed where members of the temporary population are mixed
with their parents. The amount of the inherited old population is controlled from
the replacement rate. It indicates the percentage of the new population that will be
replaced with the old genomes.
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The genetic algorithm terminates the optimization process after meeting a certain
number of generations, fitness value or time limit. Checking whether the algorithm
has found a global optimum for a NP hard problem is impossible, except for data sets
whose optimal solution is already known. By checking the evolution of the fitness
value in each population one can find an appropriate number of generations to stop
the algorithm. Genetic algorithm can also be stopped if a time limit has been met.
This is used in time-critical applications where the timeliness of the solution has a
higher priority than the quality.
In general, a well-designed genetic algorithm has a good trade-off between exploitation and exploration. I.e. it provides a balance in random movement and movement
along the fitness gradient of the search space [76]. The trade-off is controlled from
the parametrization of each operator. For example, random movement is influenced
from mutation and crossover operators meanwhile, gradient movement is steered
from selection and replacement operators. For a quickly converging genetic algorithm, a selection rate of one and mutation rate of zero can be selected. With an
increasing number of generations, the population gets homogeneous and the solution can converge to a local optimum. On the other extreme, a selection rate of zero
and mutation probability of one lead to non-converging genetic algorithms. Optimal parametrization of a genetic algorithm takes values in between these extremes.
One way to tune the genetic algorithm is by training it with problem inputs whose
solution is already known.
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System Model
In this chapter we lay the foundation of this thesis where we bring reference scenarios
and the simulation methodology that we are going to follow in the next chapters.
In Section 3.1 we present general settings of the radio access network of LTE systems. Afterwards, in Sections 3.2 and 3.3 we address channel quality aspects such as
large and small scale fading and in Section 3.4 we describe their mapping to system
level metrics (i.e. payload size and block-error-rate). Scheduling algorithm, mobility models and architecture of our system-level-simulator are defined respectively
in Sections 3.5, 3.6 and 3.7. Finally, in Section 3.8 we summarize the simulation
parameters and define reference simulation scenarios which we use in the later chapters to validate our analytical models and evaluate the performance of interference
coordination schemes.

3.1

Introduction

We consider the downlink communication of a multi-cellular LTE like deployment
operating on single-input-single-output (SISO) links and on orthogonal frequency
division multiple access (OFDMA). Time is slotted into so called transmission time
intervals (TTI) with duration TTTI [ms] and index t. The system utilizes a bandwidth
of B [Hz] which is split into a large amount of sub-carriers according to the multicarrier transmission scheme. Out of these sub-carriers, there is a set of N chunks of
subsequent NS sub-carriers formed to a resource blocks (RB) for the transmission of
payload during one TTI. Each RB allows the transmission of NC OFDM symbols.
Every time slot t the base station, being the central coordination point of transmissions in the cell, dynamically allocates resources to mobile terminals in the cell. We
assume the set of J terminals to be associated to the considered cell (with index 0)
while there are I interfering base stations nearby.
The received signal power at a mobile station j and resource block n from a base
station i depends on the transmission power per resource block Pi,n , the base station
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antenna gain h̄TX as well as on the attenuation from large and small scale fading.
SH
Large-scale fading includes the attenuation due to path-loss h̄PL
i,j and shadowing h̄i,j
SF
(t) considers the random variation of the signal
whereas, small scale fading gain Xi,j
in time and frequency due to multi-path propagation. Assuming an isotropic antenna
for the mobile station the received power pi,j,n (t) is calculated as:
(3.1)

SH
TX
SF
pi,j,n (t) = Pi,n · h̄PL
· Xi,j,n
(t).
i,j · h̄i,j · h̄

In the following we discuss more in detail the assumptions on the large and small
scale fading coefficients.

3.2

Large Scale Fading

Large-scale fading characterizes the average signal attenuation due to signal propagation in large areas (m,km). Large scale fading models are of empirical nature
and are based on measurement campaigns which are typical for the environment
and spectrum under the consideration. Like most other empirical model large-scale
propagation models cannot exactly predict radiowave propagation for a specific scenario. Nevertheless, they grasp typical statistics that the link exhibits in certain
scenarios and are computationally light. In contrast to empirical models, ray tracing algorithms [102, 22] are much more accurate for specific scenarios but have a
much higher computational effort and are unsuitable to make any generalizations
for typical scenarios. Therefore, we use throughout this work both empirical propagation models as well as ray-tracing algorithms for the computation of large-scale
fading coefficients.

3.2.1

Pathloss Modeling

In the macroscopic level pathloss h̄PL plays the most decisive factor in the link
budget of a wireless communication system. It determines the attenuation of the
received signal wave as it propagates through the wireless channel. The pathloss
value mostly depends on the distance di,j between base station and mobile station,
the corresponding antenna heights lBS and lMS above the ground and carrier frequency fC , as well as the building height and density in the propagation scenario.
In cellular systems, where the limiting factor is the interference, pathloss is also used
to estimate the coverage region of a cell as well as to estimate the long-term interference between cells. There has been a considerable amount of work in modeling
the pathloss for specific geographic settings. Two very popular models used are the
COST-231 Hata and COST-231 Walfish Ikegami models [46]. The former is used
the simulation of suburban and macro cell scenarios, whereas the latter is used for
the simulation of and microcell environments.
The COST-231 Hata macro-cell propagation model for the pathloss is given in [47,
Eq. 4.4.3] as:
h̄PL [dB] = (44.9 − 6.55 log(lBS )) log(di,j ) + 45.5 + (35.46 − 1.1 · lMS ) log(fC )
(3.2)
− 13.82 log(lBS ) + 0.7 · lMS + C,
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where C is a scenario dependent constant, which takes the value 0 for suburban
(SM) scenarios and the value 3 for urban macro cell (UMa) scenarios. Assuming
base station and mobile station heights to the ground of lBS = 32m and lMS = 1.5m,
carrier frequency fC = 1.9GHz the pathloss models for suburban and urban macrocell scenarios are respectively given as:
(3.3)

h̄SM
PL = 31.5 + 35 log(d)

(3.4)

h̄UMa
PL = 34.5 + 35 log(d)

It needs to be noted that the urban macro-cell and suburban pathloss models are
respectively valid for a minimal distance of 25 m and 35 m to the base station.
Whereas for urban micro-cellular (UMi) systems the COST-231 Walfish Ikegami
model assuming building heights of 12 m, building to building distance of 50 m,
street width of 25 m and heights lBS = 12.5 m and lMS = 1.5m and carrier frequency
fC = 1.9GHz is given as:
h̄UMi
PL = 34.53 + 38 log(d).

(3.5)

The model assumes a minimal distance to the base station of 15 m.
A plot of all these three models is given in Figure 3.1 where we notice that the
highest attenuation for the same distance is with the urban micro-cellular scenario.
This is mainly due to the low height of the base station the high density of buildings
in the deployment scenario which obstacle the signal from transmitter to receiver
and from the high density of buildings in such scenarios. On the other side the
difference between the urban macro-cell and the suburban scenarios is smaller and is
constant (3 dB). Although propagation conditions for the urban micro-cell scenario
are less favorable than the other two ones it allows for a better spatial reuse of the
frequency spectrum. I.e. cells can be put nearer together without causing extreme
inter-cell interference. In the following we define three typical cell radii that are used
throughout this work: a) 100 m for urban micro-cell, b) 250 m for urban macro-cell
and c) 650 m for suburban scenarios as defined in guidelines for evaluation of radio
interface technologies for IMT-Advanced [161].
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Figure 3.1 Pathloss model for different propagation scenarios.
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Shadow Modeling

Shadow fading is mostly caused from obstructing objects in the communication path.
It causes a considerable variability of the received average power predicted by the
path-loss model. The variation scale depends on hundreds of wavelengths and is
strongly correlated over many thens of wavelengths. The shadow fading correlation
coefficient between two points with distance ∆d is given in [161] as:

(3.6)



|∆d|
,
ρSH (∆d) = exp −
dcorr

where dcorr is the correlation length and is scenario specific. For urban micro-cell
scenarios it is 13 m whereas for urban macro-cell and suburban dcorr is set to 50
m [161]. The attenuation caused from obstructing objects between transmitter and
receiver is modeled from the shadowing coefficient h̄SH
i,j and is calculated as:
p
SH
(3.7)
h̄SH
1 − ρSH (∆d) · XSH ,
i,j (t) = ρSH (∆d)h̄i,j (t − 1) +
where XSH is a log-normally distributed random variable. For the logarithmic domain its distributions transforms to a normal distribution with mean 0 and σSH [dB]
standard deviation. It is defined as:
!
2
x2
1
exp −
[dB].
(3.8)
fXSH (x) =
σSH
2σSH
The parameter σSH is scenario specific and takes values 4, 6 and 8 dB respectively
for urban micro, urban macro and suburban scenarios [161].
A plot of the normal distribution (3.8) for these standard deviation values is given
in Figure 3.2. It can be noticed that for large standard deviation the probability of
encountering a coverage hole (region with a high shadow fading) is relatively large.
A second plot showing the variability that shadowing causes about the mean power
predicted by path loss is given in Figure 3.3b. There we show the average received
power for a mobile station moving in a circular fashion as shown in Figure 3.3a.
The pathloss value is computed according to Equation (3.4) whereas shadow correlation and the generation of correlated shadowing gains are modeled respectively in
Equations (3.6) and (3.7). It can be noticed that the average signal strength around
a circular path centred on the base converges to the pathloss value. This random
behavior of shadowing causes also the cell boundaries to be less well defined than
what simple path loss calculations suggest.
The antenna pattern that we use for the synthetic scenarios UMa, UMi and SM is
a 120o sectored antenna. The model is obtained from [108] where it is given as:
!
2

θ
i,j
(3.9)
h̄TX
, Am ;
i,j = − min 12
θ3dB
where θi,j is the angle in degree between base station antenna boresight and mobile
station, θ3dB is the 3 dB beamwidth in degrees and Am is the maximum attenuation.
For a 3-sector antenna is set to θ3dB = 70 and Am = 17 dB. The corresponding joint
pathloss and antenna gain h̄TX · h̄PL for the UMa scenario is plotted in Figure 5.2a.
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Figure 3.2 Normal distribution of the shadow fading process for different propagation scenarios.
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Figure 3.3 Illustration of correlated shadowing.

3.2.3

Ray Tracing

Radiowave propagation in urban scenarios and for frequencies higher than 300 MHz
is highly influenced by reflections, diffraction and multipath propagation. This leads
to propagation conditions like waveguiding in street canyons and diffraction around
the corners which cannot be accurately predicted from simple empirical propagation models [22]. Hence, specialized software like ray tracing algorithms is used to
evaluate radiowave propagation in urban scenarios.
In our work we use WinProp [22] as a radiowave propagation modeling tool to predict the joint pathloss and shadowing in an urban scenario. The software requires
as input for its computations a database of buildings, terrains, antenna pattern of
the transmitting antenna, carrier frequency, the corresponding transmission power
and the position of the transmitting antenna. We select the antenna pattern of a
commercial 120o sector antenna with 15dBi gain. Sample urban databases and antenna patterns can be downloaded from the softwares website [22]. Among others
we choose to work with the database of downtown Munich. Correspondingly, we
work with a real network deployment in the downtown part of city of Munich. We
obtain base station positions and the corresponding transmission parameters such as
antenna tilt and orientation from a real-world network deployment [54] and the Fed-
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eral Network Agency in Germany [173]. As output of the algorithm is a propagation
map like the one in Figure 5.2b. Each pixel in the map represents the joint pathloss
and shadowing to the transmitting antenna. As it can be noticed the propagation is
not as regular as in Figure 5.2a, which for illustration purposes, does not not include
shadow fading.
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Figure 3.4 Large scale fading for both synthetic and ray-traced scenarios.

3.3

Small Scale Fading

While pathloss and shadowing change relatively slowly and for large distances, small
scale fading causes rapid fluctuations of signal quality over small distances (few
wavelengths) and over a short time span as well. Due to reflection from objects in
the surrounding environment, the signal propagates in routes of different lengths to
the receiver. Echoes of the transmitted signal can add up in a constructive fashion
causing signal spikes or destructively, causing deep fades. A moving mobile station
visits during its path points of constructive and destructive interference, causing the
received signal to appear randomly fluctuating with time.
We work here with non-line-of sight communications which is commonly used for
urban scenarios. We assume isotropic scattering with no dominant path present at
the receiver. The model used to simulate the fast-fading gain is based on Jake’s
model [147] and is implemented in [106]. It takes into account the Doppler spread
for time selectivity as well as the delay spread for frequency selectivity. Correlation
in time is simulated by summing up a set of sinusoids. The model assumes isotropic
scattering from R scatterers with each ray r arriving uniformly distributed with
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angle 2πr/R and with an equal strength. The fast fading component for time t is
given as:
(3.10)

SF
Xi,j,n
(t) = Xc2 (t) + Xs2 (t)
R

(3.11)

1 X
Xc (t) = √
cos (ωd t cos(αr ) + φr )
R r=1

(3.12)

1 X
sin (ωd t cos(αr ) + φr ) ,
Xc (t) = √
R r=1

R

(3.13)
where ωd is the maximal Doppler shift which is encountered when a mobile station
travels with velocity v. It is calculated as:
(3.14)

ωd =

2πfn v
c

where fn is the central frequency of resource block n and c is the speed of light.
Whereas, αr and φr are respectively the angle of arrival and angle of departure
for ray r. Based on the assumption of isotropic scattering the angle of arrival and
departure are respectively calculated as:
(3.15)

αr =

2πr
R

and
(3.16)

φr = fn τr

where τr is the delay of received signal copy r which is modeled as exponentially
distributed with mean τ̄ .
Mobility causes spectral broadening of the transmitted signal due to Doppler shift.
This can happen not only due to mobile terminal motion but also due to motion
of reflecting objects in the communication path. For static scenarios we assume
a background Doppler shift of 5 Hz as defined in the evolved pedestrian channel
model A [8]. Correlation in the time domain is inversely proportional to the Doppler
spread. The mobility of the mobile stations that we consider here for each of the
three scenarios UMi, UMa and SM take the corresponding values 3 Kmh, 30 Kmh
and 60 Kmh. The relation between mobility of terminals and the behavior of the
channel in the time domain is illustrated in Figure 3.5. There we can notice that
the fluctuation of the wireless channel increases with the velocity of the mobile
station. The receiving antenna of the mobile station picks up reflections of the
transmitted signal which add up in a constructive or destructive fashion, creating a
random standing wave, which the mobile station visits during its movement. With
an increasing velocity the mobile station visits more points of this standing wave per
time unit making the channel appear more fluctuating than low mobile scenarios.
Small scale fading is characterized also from the delay spread of the incoming signal
rays. Delay spread is inversely proportional to the frequency correlation of smallscale fading. For the three considered scenarios in our work, the mean τ̄ of the delay
spread for the scenarios UMi, UMa and SM takes values 43 ns, 357 ns and 991 ns as
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Figure 3.5 Channel gain in time domain.

recommended in [58]. An illustration of the channel gain in the frequency domain
for different delay spreads is shown in Figure 3.6. There we can notice the inversely
proportional relationship of the delay spread to the correlation in frequency. For the
smallest delay spread in urban micro cell scenarios the channel gain is almost uniform
over the whole frequency bandwidth of 5 MHz. Whereas, for higher delay spreads
increases also the fluctuations of the channel gains in the frequency domain. As it can
be noticed small scale fading is a function of time and frequency which is illustrated
in Figure 3.7. For a set of two mobile stations we notice that each mobile station
has a several channel gain for each time instant and carrier frequency. This aspect
is known as multi-user diversity and is taken advantage of while scheduling radio
resources to mobile stations. More details on the multi-user diversity are introduced
while discussing the local scheduling algorithm running at the base station.
10

Fast Fading Power Gain [dB]

5
0
−5
−10
−15
−20
−25
−30
−35
1.8975

Urban Micro std. dev. delay spread 43 ns
Urban Macro std. dev. delay spread 357 ns
Suburban std. dev. delay spread 991 ns
1.898

1.8985

1.899

1.8995
1.9
1.9005
Frequency: f [GHz]

1.901

1.9015

1.902

1.9025

Figure 3.6 Channel gain in frequency domain.

The random behavior of the fast fading gain Xi,j,n (t) in the time domain and in
NLOS scenarios has an exponentially distributed probability density function with
unit mean given as:
(
e−x , if x ≥ 0,
(3.17)
fXi,j,n (x) =
0,
otherwise.
This can be confirmed also from Figure 3.8 where we show probability density
function of the small scale fading channel gains obtained from simulations (using
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Figure 3.7 Fast fading impact on time and frequency domains.

Equation 3.10) and the theoretical probability density function from Equation (3.3).
As it can be noticed there is a good match between simulations and the theoretical
model. Nevertheless, it needs to be noted that modeling the small scale fading
gain only as exponential distributed does not reflect the correlation in time and
frequency domains which is present in realistic deployments. Throughout this work
we use the Jakes model introduced above to simulate the fast fading channel gains
and the exponential distribution model for the analysis of the systems performance
by means of analytical methods.
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Figure 3.8 Probability density function of channel gain for a single link. Due to the limited
number of time samples and power delay profiles simulated from the Jakes model we notice a
slight mismatch between the two densities.
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Link to System Level Mapping

Link layer abstraction is used in system level simulations to accurately reflect link
layer performance in a computationally feasible fashion [188]. The objective is to
map the SINR realisation from multiple subcarriers to capacity and block error rate
without having to compute all the functionalities of link layer. We consider the
downlink communication of a multi-cellular OFDMA/LTE deployment operating
on single antennas. The interest is on the performance of a set of J terminals
which are allocated from a serving base station with index 0. Each cell is subject
to inter-cell interference coordination from a set of I neighboring base stations. The
quality of each resource block depends on the signal-to-interference-and-noise ratio
(SINR). Taking the interference limitation into account, any terminal in the system
experiences on each resource block a randomly varying SINR which is a result of
path-loss, shadowing and fading of the signal of interest as well as the interfering
signal. Denoting by Zj,n (t) the SINR realization at time-slot t for terminal j with
respect to RB n the analytical expression of SINR is given by:
(3.18)

Zj,n (t) = PI

i=1

p̄0,j,n X0,j,n (t)
p̄i,j,n Xi,j,n (t) + No

,

TX
SH
where No denotes the noise power, while, p̄i,j,n = Pi,n · h̄PL
i,j · h̄i,j · h̄i,j represents
the average received power of terminal j from the serving base station (i = 0) or
interfering base stations (i > 0) regarding resource block n.

3.4.1

Link Adaptation

Link adaptation is performed by employing several modulation and coding schemes
(MCS) represented in Table 3.1 and obtained from [84]. Each combination of modulation and coding scheme results to a spectral efficiency cm ranging from 0.15 up
to 5.55 bits/symbol. For dynamic scheduling schemes, the decision on which MCS
scheme to transmit the downlink resource blocks is based on Channel Quality Information feedback. Mobile terminals periodically feedback a four-bit channel quality
information indicating the highest modulation and coding scheme that it can demodulate and decode with a target block error rate of 10%. If BLER is kept fixed
at 10% than SINR intervals can be identified for the mapping of SINR to CQI as
shown in Table 3.1. The SINR range is split up accordingly into M different intervals
Am = [zm , zm+1 [. If the SINR realization Zj,n (t) is within range Am then CQI m is
feedback to the base station.

3.4.2

Link Error Prediction

Link error prediction methodology abstracts link level performance into system level
simulations, so that system performance can be computed efficiently. A widely
used scheme is the Exponential Effective SINR Mapping (EESM) [175]. It is a
compression technique used to map the SINR realisation from multiple subcarriers
to a single value Zeff (t) called effective SINR. Then, the effective SINR is used to
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CQI Index m
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

45

SINR threshold zm (dB) Modulation

Coding Rate
× 1024
no transmission
QPSK
78
QPSK
120
QPSK
193
QPSK
208
QPSK
449
QPSK
602
16QAM
378
16QAM
490
16QAM
616
64QAM
466
64QAM
567
64QAM
666
64QAM
772
64QAM
873
64QAM
948

-6.75
-7.75
-2.75
-1
1
3
5
6.75
8.75
10.75
12.5
14.5
16.25
18
20

Spectral efficiency
cm (bits/symbol)
0.1523
0.2344
0.3770
0.6016
0.8770
1.1758
1.4766
1.9141
2.4063
2.7305
3.3223
3.9023
4.5234
5.1152
5.5547

Table 3.1 CQI to spectral efficiency mapping from [11].

read the BLER of an AWGN channel. The EESM compression function is given as:

(3.19)

Zeff (t) = βm log


!
NRB
1 X
Zn (t)
exp −
,
NRB n=1
βm

where βm is a scaling factor dependent on the selected modulation and coding scheme
m. It is used to compensate mismatches between the actual BLER in multi carrier
systems and the predicted one from the single carrier AWGN channel and it is given
in [84]. Given the effective SINR and the used MCS m the block error rate is then
determined like in Figure 3.9. It is based on a lookup BLER table generated from
link-level simulations.
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Figure 3.9 Block error rate prediction based on exponential effective SINR mapping.
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Medium Access

The scheduling algorithm running in the base station for the downlink can quickly
adapt to fading channel conditions thanks to the feedback of the channel states
sent from the mobile stations. Opportunistic schedulers assign the resources to the
mobile terminals having the best channel conditions by taking advantage of multiuser diversity. Although it delivers the best overall system throughput, terminals
with bad channel conditions over an extended period of time experience significant
QoS degradation as they are less likely to be scheduled at all. In order to resolve
this problem, proportional fair scheduling (PFS) has been proposed. For this the
instantaneous channel states (either characterized by the rate or by the signal-tointerference-and-noise ratio) are scaled by dividing with the average channel state.
Based on this modified channel characterization, the scheduler opportunistically
assigns the resources. Therefore, the resources end up with the terminals that have
the relatively best channel states in comparison to their average state. Due to
the characteristic of PFS to support terminals more evenly, it is widely accepted
and used as reference scheduler in many other investigations. Originally, it was
proposed in [180] and then further adapted for CDMA and OFDMA-based systems
respectively in [32, 107]. In the following we present two system models operating
with proportional fair scheduling. While the first system model is a significant
simplification in comparison to LTE, the second one contains more modeling depth
in that respect. In the following we present two system models: While the first
system model is a significant simplification in comparison to LTE, the second one
contains more modeling depth in that respect.

3.5.1

Ideal OFDMA System

In the ideal system model, we assume that every TTI the base station performs
resource allocation according to the channel-dependent proportional fair scheduling
(PFS) algorithm. Assuming perfect channel state information at the base station
and full-buffer traffic model, the scheduling decisions are then exclusively dependent
on the instantaneous channel states as well as on the time-average of these states.
The channel state is defined in the following by the signal-to-interference-and-noise
ratio (SINR) Zj,n (t) for terminal j with respect to RB n. In the frequency domain,
the SINR is considered as constant within the bandwidth and time duration of a
resource block, whereas its realization in different time slots is modeled as a random
variable and given by:
(3.20)

Zj,n (t) = PI

i=1

p0,j,n X0,j,n (t)
pi,j,n Xi,j,n (t) + No

.

Here, No denotes the noise power, while, p0,j,n and pi,j,n respectively represent the
average received power of terminal j from the serving base station (i = 0) and
interfering base stations (i > 0) regarding resource block n. Furthermore, Xi,j,n (t)
denotes the fading component which is random and varies from time slot to time slot
and also from resource block to resource block. We adopt the well known Rayleighfading model for these random variables, leading to an exponential distribution of
Xi,j,n (t) with unit mean. For validation purposes we also consider correlation in
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time and frequency of Xi,j,n (t), but do not characterize this further in the analytical
models.
In the following we assume the average received power to remain constant for the
time span of interest to our analysis in Section 4.3. In practice this is realistic for
a few hundred TTIs and more, depending on the mobility of the assumed scenario.
Furthermore, Xi,j,n (t) denotes the fading component which is random and varies
from time slot to time slot and also from resource block to resource block. We
adopt the well known Rayleigh-fading model for these random variables, leading to
an exponential distribution of Xi,j,n (t) with unit mean. We also consider correlation
in time and frequency of Xi,j,n (t), but do not characterize this further. Due to the
randomness of the fading gains Xi,j,n (t), Zj,n (t) has a specific distribution which we
discuss in Section 4.3.
Coming back to the operation of PFS, given the SINR realizations Zj,n (t), the
channel-state based PFS algorithm operates as follows. Let:
t−1
1 X
Zj,n (i)
Z̄j,n (t) =
W i=t−W

(3.21)

denote the average SINR during the last W time slots on resource block n for terminal
j. Then Ẑj,n (t) denotes the scaled SINR defined as:
(3.22)

Ẑj,n (t) =

Zj,n (t)
.
Z̄j,n (t)

Based on this, the PFS algorithm decides on scheduling resource block n to terminal
j if it has the best scaled SINR among the other terminals in its cell. We denote
this scheduling decision by the indicator variable Sj,n (t) defined as:

(3.23)

Sj,n (t) =

1, Ẑj,n (t) ≥ max∀g∈J \{j} {Ẑg,n (t)}
0, otherwise.

Once PFS is performed the amount of payload bits for transmission has to be determined. We assume the system to feature adaptive modulation and coding with M
total modulation and coding schemes (MCS) available. Hence, the SINR range is
split up accordingly into M different intervals Am = [zm , zm+1 [. If the SINR realization Zj,n (t) is within range Am then the spectral efficiency cm is employed according
to the selected MCS. Examples of range settings zm and corresponding spectral efficiencies cm for LTE systems can be found in [11, 84]. We denote this system feature
by a SINR-to-payload size mapping function C(z) = NS · NC · cm · 1Am (z), where

(3.24)

1Am (z) =

1, zm ≤ z < zm+1
0, otherwise.

Note that cm is increasing in m. Based on this mapping and given a certain scheduling decision S, theP
transmittable payload size for terminal j and upcoming TTI t is
given by: Rj (t) = N
n=1 Sj,n (t)C(Zj,n (t)).
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Practical LTE-based System Model

While the ideal system model considers perfect channel state information at the
base station, this is typically not the case for realistic LTE systems. In contrast,
the channel feedback from terminals is typically quantized and delayed. In addition,
the modulation and coding schemes in LTE can not be set independently per resource block [17]. Instead, all resource blocks assigned to one terminal need to be
employed with the same modulation and coding scheme. These two features have
some consequences for the modeling and system performance as we discuss next.
Limited Feedback: Feedback from terminals consists of the highest MCS to be used
for the corresponding RB with respect to some block error rate. It refers to the
interval Am that the SINR falls into and is transmitted during the previous uplink
TTI. Therefore, the scheduler does not have the channel-states available anymore
and performs now rate-based PFS using the realizations Rj,n (t) = C(Zj,n (t − 1)).
Although the feedback is delayed by one TTI, the PFS analysis is valid for instantaneous channel state information of each resource block at the base station. This
assumption is realistic for low mobility scenarios where the channel states are still
up-to-date although the reporting is delayed.
For the scheduler to take the PFS decision the instantaneous rate realizations Rj,n (t)
are then normalizedPwith the amount of transmitted data over the last W time slots
t−1
0
0
given as R̄(t) = W1
i=t−W Rj,n (i)Sj,n (i) (where S denotes the scheduling decisions,
see below). Note that for rate-based PFS the normalization only goes over the
scheduled resources, while for the channel-based PFS the normalization goes over
all resources during the last W slots. As previously, the terminal having the highest
normalized rate is selected and the scheduling decision is thus given by:

(3.25)

0
Sj,n
(t)


=

1, R̂j,n (t) ≥ max∀g∈J \{j} {R̂g,n (t)}
0, otherwise,

with R̂j,n (t) = Rj,n (t)/R̄(t).
Common Modulation and Coding Scheme: If during the same TTI a set of RBs
is scheduled to a specific terminal, then in LTE the same MCS must be used for
the whole set of resource blocks during the downlink transmission. In our practical
model we take this into account by adopting the method presented in [107] where
for the set of co-scheduled RBs, the MCS is set according to the minimum value.
As a result, the scheduled payload data
upcoming TTI
Pto be 0transmitted during the
0
t for terminal j is given by: Rj (t) = N
S
(t)
min
{R
(t)|S
(t)
= 1}. Other
n
j,n
j,n
n=1 j,n
methods for MCS selection are used in [64] and [160] which are based respectively
on exponential effective SINR mapping (EESM) and on mutual information effective
SINR mapping (MIESM). The latter is out of the scope in our analysis. In our previous publication [3] we have shown that the minimum SINR is a good approximation
of EESM method. Especially, for small sets of resource blocks this approximation
is plausible as the likelihood of scheduling large sets of resource blocks is relatively
small.

3.6. Mobility Model

3.6

49

Mobility Model

For the simulation of interference limited scenarios we consider deployments of three
and nine base stations. The inner ring base stations shown in Figure 3.10a utilizes
sectorized antennas, whereas the outer ones represent background interference and
are abstracted as interfering sources with omnidirectional antenna pattern. This
orientation of base station antennas is used for the simulation of UMi, UMa and
SM scenarios. Whereas, for the simulation of a realistic deployment we choose a
practical deployment in the urban area of the city of Munich. We work with a
cluster of three sectors radiating inwards the simulation playground. Based on a
ray-tracing algorithm [22] we generate a propagation map for the region shown in
Figure 3.10b.
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Figure 3.10 SINR distribution for both ray-traced and synthetic scenarios.

We use three mobility schemes where their choice is dependent on the scenario and
the evaluation goal. For the evaluation of rate expectation models we use random
drops of mobile stations with static positions. Whereas for inter-cell interference
coordination purposes we use the random waypoint model and map-constrainted
random movement models [23]. More details on these models is introduced in the
following:
• Static: In static positioning, mobile terminals are uniformly distributed in
each sector shown in Figure 3.10a and their position remains fixed throughout the simulation. This kind of mobility model is used for the validation of
theoretical models where we assume fixed positioning of the mobile stations.
Whereas for the evaluation of inter-cell interference coordination performance
we consider the following two mobility models:
• Random Waypoint: model which is used to simulate mobility in the UMa,
UMi and SM scenarios. This model describes the movement pattern of a mobile
station in a given deployment area (see Figure 3.11a). Initially the mobile
stations are also dropped uniformly in the simulation area. Afterwards, each
mobile station selects a random destination point in the area (“waypoint”) and
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Figure 3.11 Illustration of the mobility models.

then travels to it with a constant velocity. After arriving at the destination it
waits a certain pause time 2-6 s), and then it chooses a new destination and
velocity from this position. The algorithm repeats itself until the simulation
time limit is met. For each 100 ms of simulated time we track the position of
the mobile station and compute the corresponding pathloss and shadow fading
that it has with the neighouring cells. Such values are used afterwards from the
wireless channel generator. For the UMi, UMa and SM scenarios the mobile
stations move with velocities 3, 30 and 60 kmh.
• Map-constrained: model is used for the evaluation of ray-traced positioning
of mobile stations in the streets of downtown Munich. For this we use the ONE
simulator [97] which is an agent based discrete event simulation engine which
we use to simulate the mobility of mobile stations. The mobility model used
is constrained to the street map which in the deployment which explains also
the name of this model. Mobile stations move along predefined paths until a
junction is met. Then, for each junction it is randomly decided which turn to
take. Like in the latter mobility model, we track the position of each mobile
station periodically and map it to the propagation map obtained from the
ray-tracing algorithm. As a result we obtain the large-scale fading that mobile
stations have with the neighbouring cells. After initially dropping terminals in
the environment mobile terminals move with a velocity of 3, 30 and 60 Kmh
along a pre-defined street map, which we show in Figure 3.11b. The street
map corresponds to the streets in the ray-traced simulation scenario as well.

3.7

Simulation Methodology

We simulate the radio access network E-UTRAN of LTE by means of discrete event
simulations (DES). According to the DES paradigm the functionality of the E-
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UTRAN is modeled as a series of ordered sequence of well-defined events. Each
event occurs in a specific moment of time and marks a change in time in the system’s state. Whereas, for the time-span between two events the system state does
not change. Hence, the simulation can directly hop in time from one event to the
next. The framework that we use for the DES simulations is Omnet++ [177]. It is
a C++ based simulation library which is widely used in network simulation.
System Module

Compound Module

Simple Module

Simple Module

Simple Module

Figure 3.12 Module organization in Omnet++ [177].

The simulation functionality of E-UTRAN is implemented in simple modules which
are written in C++ using the Omnet++ simulation library. Simple modules are
grouped together into compound modules and so on. There is no limit on the
hierarchy level of the modules that are allowed in a compound module. Nevertheless,
the top level module containing all the simulation model is called the system module.
Modules communicate with each other by means of message passing. Messages are
sent either by means of connected links or directly to other modules. The input and
output gates of each of the modules are called gates and are represented with the
small boxes in Figure 3.12.
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Figure 3.13 Module organization of the LTE simulation module.

The functionality of the E-UTRAN system level simulator is implemented in the
LteNetwork system module. It is a compound module composed of many other
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submodules, which have a specific task on the simulation of chain LTE radio access
network. The name and functionality of the submodules is illustrated in Figure
3.13. Most of the functionalities are implemented as simple modules except the
base station module. The functionality of each of the modules is introduced in the
following paragraphs:
• Traffic Generator is responsible for the generation of traffic in the whole
network. It mimics the core network by generating packets according to the
full buffer traffic model. For each empty queue notification it forwards packets
to the Packet Queue module of the corresponding base station module in order
to sustain a full buffered traffic model.
• Channel module computes small and large scale fading gains of mobile terminals with other base stations in the scenario. These data together with the
power allocations per resource block are used for the computation of the SINR
per resource block as experienced from the individual terminals. The SINR
realisations are then forwarded to the Scheduler and MsProcess modules for
scheduling and error checking purposes. For the simulation of ray-traced scenarios, this module is also interfaced with the propagation maps obtained from
a ray-tracing algorithm. The interface consists of trace files logs in specific moments of time of the pathloss between the mobile stations and neighboring base
stations in the simulation scenario.
• LTE Cell models eNB functionality such as scheduling and local buffering of
queues. It is a compound module composed of the following simple modules:
– Scheduler performs scheduling of resources to mobile terminals. Every
TTI the scheduling algorithm runs based on the instantaneous SINR realisations obtained from the Channel module and the status of the local
buffers. The scheduling algorithm performs matching of resource blocks
to packets for transmission to the mobile terminals. Scheduling decisions
like which packets, resource blocks and the corresponding SINR during
the TTI that the decision was taken are forwarded to the corresponding
Packet Process module.
– Packet Process module creates MAC packet data units based on the
scheduled data that are sent to the mobile station module. In case of
a corrupted transmission (NACK from Mobile Station module) it sends a
trigger for retransmission to the Scheduler module so that to re-transmit
the corrupted packet.
• Packet Queue manages the local queues and buffers packets to special queues
according to their quality of service. For each new packets arrival, it sends an
update message to the Scheduler module notifying it about new packets in the
queues. It notifies also the Traffic Generator module in case queues get empty
so that the full buffer model paradigm is satisfied.
• Central Entity is responsible for the inter-cell interference coordination in
the system. The Channel module forwards to it the small and large scale fading parameters that each mobile terminal has with other base stations in the
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simulation domain. Based on such values the inter-cell interference coordination algorithm decides on the transmission power pi,j,n per resource block and
forwards its decisions to the Scheduler module. The latter forwards such decisions further to the Channel module in order to compute the instantaneous
SINR per resource block and the corresponding channel quality information
(CQI) metric.
• MsProcess incorporates the logic regarding mobile terminals. It computes
both mobility and error detection as presented in Section 3.4.2. Every 100 ms
simulated time it updates the new positions of mobile terminals and forwards
the new coordinates to the Channel module. Meanwhile, for every obtained
packet it computes the effective SINR and maps it to the corresponding BLER
of the transmission. A random number is generated with uniform distribution.
In case the random number is smaller than the BLER then the transmission
is considered as erroneous and a NACK is sent to the Packet Process module
of the cell where it is allocated. Else, an ACK is sent and the packet size is
stored for further processing.

3.8

Summary of Simulation Parameters

In the following we summarize the simulation parameters that are used throughout
the evaluations that we perform in this work. We define four scenarios named
Urban Micro (UMi), Urban Macro (UMa), Suburban Macro (SM) and Ray-traced
(Rt) scenarios. The former three are based on the guidelines for evaluation of radio
interface technologies for IMT-Advanced systems, which is a synonym for the LTE
standard [161]. The latter scenario is based on propagation maps obtained from
a ray-tracing algorithm. Whereas, small scale fading is simulated according to the
Jake’s model introduced above where we use different parameters for each of the
defined scenarios. A summary of the parameters is given in Table 3.2.
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Symbol

UMi

UMa

SM

Carrier Frequency
fC
1.9 GHz
Bandwidth
N
5 MHz, (25 RBs)
Subcarrier Spacing
∆f
180 kHz
Symbols per RB
NS
14
Subcarriers per RB
NC
12
Time-slot duration
TTTI
1 ms
Traffic Model
Full Buffer
PF Window size
W
1000 TTIs
Noise Power
No
-112 dBm
Cell Radius
r
100 m 250 m 650 m
Min. distance to BS
dmin
13 m
50 m
50 m
Velocity
v
3 kmh 30 kmh 60 kmh 3,
Max. BS Antenna Gain
h̄TX
17 dBi 17 dBi 17 dBi
Max. Transm. Power
Pmax
12.6 W 20 W
40 W
Pathloss Exponent
α
35
35
31.5
Pathloss Constant
K · log10 (d) 34.53
34.5
31.5
Mean Delay Spread
τ̄
43 ns
357 ns 991 ns
Shadow Fading std. dev.
σSF
4 dB
6 dB
8 dB
Decorrelatin Distance
dcor
13 m
50 m
50 m

Re

250 m
N.A.
30, 60 kmh
15 dBi
20 W
N.A.
N.A.
357 ns
N.A.
N.A.

Table 3.2 Parametrization of system level simulations for Urban Micro (UMi), Urban Macro
(UMa), Suburban Macro (SM) and Ray-traced (Rt) scenarios.

4
Throughput Analysis of Proportional
Fair Scheduling
Various system tasks like interference coordination, handover decisions, admission
control etc. in current cellular networks require precise mid-term (spanning over
a few seconds) performance models. Due to channel-dependent scheduling at the
base station, these performance models are not simple to obtain. Furthermore, LTE
cellular systems are interference-limited, hence, the way interference is modelled is
crucial for the accuracy. In this chapter we present a closed-form analytical model
for the throughput expectation of proportional fair scheduling in OFDMA/LTE
networks. The model takes into account a precise SINR distribution as well as it
considers limitations with respect to modulation and coding, as applied in LTE
networks. Furthermore, the analysis is extended also for ultra-dense deployments
likely to happen in the 5-th generation of cellular networks. The resulting analytical
performance model is validated by means of simulations considering realistic network
deployments. Compared with related work, the model introduced in this chapter
demonstrates a significantly higher accuracy for long-term throughput estimation.

4.1

Introduction

Proportional fair scheduling (PFS) has found a wide applicability in several generations of wireless cellular networks. Originally, it was proposed in [96] and then
further adapted for CDMA and OFDMA-based systems respectively in [32, 107]. It
is widely used due to its ability to schedule mobile terminals in peak channel state
realizations while providing a balanced throughput distribution among a set of terminals with strongly different average channel qualities. This has lead to the use
of PFS also as a reference scheduler in many other investigations. Therefore, exact
closed-form analytical models of the terminal throughput under PFS would be of
significant interest.
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However, PFS throughput analysis turns out to be a challenging task. This is mainly
due to the fact that decisions of dynamic schedulers like PFS are based on instantaneous channel states, which are of random nature. Specifically, under PFS the
instantaneous channel states (either characterized by the rate or by the signal-tointerference-and-noise ratio) are normalized by their time-averages over a certain
window size. The scheduler then assigns the transmission resources which have the
highest values according to this normalization. As a consequence, ”above-average”
channel states are likely to be scheduled and thus, the statistics of the scheduled
resources change in a beneficial way. To determine the average rate obtained under PFS, one needs to compute an integration over these modified statistics of the
channel states. This integration is typically complex due to three reasons: (I) The
presence of interference makes the analysis of unscheduled channel statistics difficult
to handle; (II) The statistics of the assigned resources can not be integrated; (III)
System features like delayed feedback or adaptive modulation and coding further
complicate the matter.
The first aspect is most challenging for interference-limited scenarios where the random interactions of the interfering signals with the signal of interest needs to be
modeled. Furthermore, when rate is used as scheduling metric as is the case for
rate-based PFS, one further needs to take into account the SINR-to-rate mapping of
the corresponding system. Confronted with these issues, related work on PFS analysis mostly rely on approximation methods for describing the PDF and CDF of the
scheduled channel states either given by SINR or rate. For example, [118, 117] uses
Gaussian approximation to describe the instantaneous rate realizations. Meanwhile,
in other works [130, 53, 33, 64] total interference, although time varying, is simply
considered as an additional constant noise or not considered at all in [113, 172, 53].
Therefore, the instantaneous SINR is modeled as an exponentially distributed random variable. While these approaches help in gathering first insights on PFS, in
previous work [2, 5] we have shown that for interference-limited scenarios such approximations can lead to severe expected rate errors of 50 % and more. Another
work considering the stochastic variation of interfering power is presented in [189].
Nevertheless, for the computation of a closed-form throughput model of PFS, it
makes the assumption that the long-term scheduling priorities are independently
and identically distributed (i.i.d.). While this assumption holds for homogeneous
propagation scenarios with a relatively small deviation of shadow fading, its accuracy degrades considerably for realistic urban scenarios characterized from very
inhomogeneous propagation conditions. Especially, for such scenarios the accuracy
of expectation performance models is crucial for the performance of long term radio
resource management such as: semi-static inter-cell interference coordination, admission control, etc. Hence, better methods for determining the rate expectations
are required. This is further stressed by the fact that practical systems, such as
LTE, have constraints on the modulation and coding scheme (MCS) selection for
the scheduled resources. For a set of co-scheduled resources, the transmitted transport block is allowed to use only one MCS for all scheduled resources. For a robust
transmission of the transport block one needs to consider the joint realizations of the
individual subcarriers. Consequently, this influences the performance of PFS as the
joint statistics of different co-scheduled resources need to be included accurately in
the analysis as well. Hence, simplifications on the channel quality statistics can lead
to considerable performance degradation. For example, [64] considers the common
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MCS constraint, but it ignores the interference variation over time by considering it
as constant over time. We believe that there is still room for improvement on the
accuracy of PFS modeling in interference limited scenarios and this is to be achieved
by considering an accurate distribution of the channel quality statistics. To the best
of our knowledge, no previous work has considered this aspect so far.
In this chapter we address PFS analysis for interference limited scenarios. We consider an accurate distribution of the SINR and compute its PDF and CDF transformation due to the dynamic selection of PFS. Based on these functions we introduce
closed-form analytical models for the expected throughput in ideal as well as practical OFDMA systems operating by PFS. The separation of analysis in ideal and practical system model eases the analysis of PFS. For the initial analysis it is challenging
to consider all the protocol constraints present in a practical system. Therefore,
for the ideal system model we concentrate on a SINR-based scheduler and use the
analytical functions obtained there to further describe the throughput analysis of a
rate-based PFS considering protocol constraints of LTE. The introduced analytical
expressions take into account LTE protocol constraints on modulation and coding
schemes. We also perform an asymptotic analysis, letting the number of interferers
grow to infinity and considering the respective expected throughput of terminals
exposed to the joint interference process. After presenting the mathematical derivations, we evaluate them for typical deployments of OFDMA networks. For time- and
frequency-correlated propagation scenarios, operating either under channel-based or
rate-based PFS, our numerical evaluations show that the expressions introduced here
provide the highest accuracy compared with four common approximation methods
from related work. This also holds for different numbers of interferers. The observed performance differences are quite significant, especially with respect to the
distribution of the relative error, implying that schemes such as admission control,
interference coordination or load balancing easily over- or underestimate the system
performance if they are based on the state-of-the-art models. Finally, our presented
contribution builds on top of own previously published work [4, 2]. However, in
this chapter we provide in-depth mathematical derivations leading to closed-form
expressions for the rate expectation of PFS either in an ideal scenario as well as a
more accurate model for LTE. In addition, we provide an asymptotic analysis for
ultra-dense deployments such that - overall - this chapter significantly extends and
concludes our previous contributions in [4, 2].
The remaining part of this chapter is structured in the following way. In Section 4.2
we present the precise problem statement and discuss the major approaches from
related work. Section 4.3 presents then our main analytical contributions regarding the ideal system model, the practical system model as well as the asymptotic
analysis. We then validate and benchmark our analytical expressions in comparison
to state-of-the-art in Section 4.4. In Section 4.5 we discuss the limitations of our
models and in Section 4.6 we conclude this chapter.

4.2

Problem Statement and Related Work

In this chapter we address the expected throughput of proportional fair scheduling
in interference-limited wireless channels under Rayleigh-fading of both the desired
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and interfering signals. Hence, we are interested in the throughput expectation over
time periods for which the average received powers pi,j,n can be assumed to be constant. This expectation is clearly of large interest, as system tasks such as admission
control, load balancing, and interference coordination rely on an accurate model of
this expected throughput. Under our system model, the expected throughput for
terminal j can be shown to be given by [117, 4]:
(4.1)

Z∞
N
X
1
C(z)fZj,n |Sj,n =1 (z)P(Sj,n = 1) dz
Rj =
T
n=1 TTI
0

where fZj,n |Sj,n =1 (z) is the SINR probability density function (PDF) of the scheduled
resource blocks and P(Sj,n = 1) is the scheduling probability of resource block n to
MS j. Based on Bayes’ theorem the scheduled SINR PDF is given by:
(4.2)

fZj,n |Sj,n =1 (z) =

fSj,n =1|Zj,n (z)fZj,n (z)
,
P(Sj,n = 1)

where fZj,n (z) is the PDF of the random SINR Zj,n . By means of best order statistics
the term fSj,n =1|Zj,n (z) is given as:

(4.3)



fSj,n =1|Zj,n (z) = P Ẑj,n ≥ max (Ẑg,n )|Zj,n = z
∀g∈J \j


z
≥ max (Ẑg,n )
=P
E [Zj,n ] ∀g∈J \j


Y
E [Zg,n ]
=
FZg,n
z ,
E [Zj,n ]
∀g∈J \j

where FZg,n (z) is the SINR CDF. Combining (4.1),(4.2) and (4.3), the expected
throughput is given as:
(4.4)



Z∞
N
Y
X
E [Zg,n ]
1
C(z)
FZg,n
z fZj,n (z) dz
Rj =
T
E
[Z
]
TTI
j,n
n=1
0

∀g∈J \j

Clearly, Equation (4.4) is not trivially solved, as in the interference case the involved
PDF and CDFs are functions of random variables, leading to complex expressions
over which the integral needs to be found. In the literature, this has lead - to the
best of our knowledge - to several simplifications when dealing with the expectation
in Equation (4.4). We summarize five prominent approaches in the following.
In the first case [130, 53, 33], the random variable Zj,n is assumed to be exponentially
distributed. The analysis in [53] concentrates on the effective SNR distribution when
a single MCS scheme is used for the whole set of co-scheduled RBs. However, the
analysis is performed only for noise-limited systems. The other works [130, 33]
account for the interference, by simply increasing the noise power according to the
average interference power. Hence, neglecting the fact that the interference power
undergoes fading. More precisely, this results in the (simplified) density function:
(4.5)

fZj,n (z) =

z
1 − Z̃j,n
e
,
Z̃j,n
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where Z̃j,n is the SINR resulting from the average received signal strength of the signal of interest as well as the interfering signals (omitting the fast-fading component)
defined as:
(4.6)

Z̃j,n =

p0,j,n
,
Pj,n + No

P
where Pj,n = Ii=1 pi,j,n is the accumulated average interfering power at the mobile
terminal. While such an assumption leads to tractable analytical expressions for the
integral in Eq. (4.4), the authors [130, 33] still propose to apply numerical methods
to solve the integral. We refer to this kind of modeling as interference as noise (IaN)
approximation.
The second approach [40, 116, 117, 19] is based on the rate distributions of Rj,n (t)
while borrowing some of the ideas of the IaN approximation regarding the SINR
distributions of Zj,n (t). The main simplification comes from assuming the distribution of Rj,n (t) to be Gaussian [164] for which the mean and variance need to be
estimated. [116] proposes for this matching the following method, which is based on
the IaN approximation discussed in the previous paragraph:
Z∞
(4.7)

µRj,n =



C Z̃j,n · z · e−z dz

0

and σR2 j,n given by:
(4.8)

σR2 j,n

Z∞



C Z̃j,n · z

=

2

· e−z dz − µ2Rj,n .

0

Given this parameterization and using the Gaussian assumption of the rate distribution, the average rate of terminal j under PFS can then be approximated as:
(4.9) Rj




Z∞
N
X
zσRj,n + µRj,n −z2 Y
µRg,n σRj,n
1
√
e 2
F(0,1)
z dz ,
=
T
µRj,n σRg,n
2π
n=1 TTI
∀g∈J \j
0

in which F(0,1) (·) is the standard Gaussian distribution function with zero mean and
unit variance. As a result, the integral in Eq. (4.9) ends up in a sum of Q-Functions
which can be obtained by table look-ups. We refer to this approach as Gaussian
approximation.
A third approximation is performed [189], where the long-term priority coefficients
E[Zg,n ]
are approximated as independent and identically distributed (i.i.d.). Then,
E[Zj,n ]
the Eq. (4.4) is brought into a form:
(4.10)

Z∞
N
X
1
Rj =
C(z)FZj,n (z)|J |−1 fZj,n (z) dz,
T
n=1 TTI
0

which is easier to solve than Eq. (4.4). We refer to this model as i.i.d. priority
approximation.
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The models introduced so far still do not consider the joint MCS constraint as in
OFDMA/LTE networks. The work in [64] considers this aspect by computing the
effective SINR distribution. Nevertheless, it makes the same assumption of the
interference as noise approximation, where the time variation of the interference
power is ignored. Such simplification can have a negative impact on the accuracy of
the model as the MCS selection depends on the joint realization of a multiple set of
subcarriers. Inaccuracies stemming from the simplification of a single subcarrier are
made more obvious while considering the joint statistics of sets of subcarriers. We
refer to this simplification as unique MCS and interference as noise approximation.
Finally, a fifth approach for the expected PFS throughput is presented in [105, 150]
utilizing a very simple approximation. It does not take into account neither the
impact of the scheduler on the rate expectation nor the instantaneous variation of
the signal of interest and interference. Instead of computing the expectation of
scheduled resources, this approach simply accounts for the average SINR. For a
given SINR-to-spectral efficiency mapping function C(·), the resulting average rates
compute to

Rj =

(4.11)

N
X
n=1



1
C Z̃j,n .
|J | · TTTI

We refer to this model as simple approximation.
Obviously, all five major methods from literature utilize quite strong approximations in modeling the impact from interference as well as the impact from dynamic
scheduling. This is clearly not desirable as it is unclear from related work how big
the modeling error might become due to the different approximation models, especially in case of an interference-limited scenario. In Table 4.1 we summarize once
more the state-of-the art on PFS analysis and contrast it to our contribution. In this
chapter we introduce a closed-form PFS model that accounts for both the MCS constraint and time-varying interfering power in OFDMA-LTE networks. Although the
analysis is based on a SINR-based PFS scheduler it can be also used to approximate
the expected throughput performance of rate-based PFS schedulers as performed in
OFDMA-LTE networks.
In Section 4.3, we present closed-form analytical solutions for the throughput expectation of PFS for ideal and practical OFDMA system model. We finally evaluate
the accuracy of our analytical results and compare it against state-of-the-art in Section 4.4.
Approximation:

Scheduler Impact Interference (Variation) MCS Constraint

Rate-based PFS SINR-based PFS

Simple [105, 150]
Noise Limited Systems [113, 172, 53]
Interference as Noise (IaN) [130, 33]
Gaussian [40, 116, 117, 19]
I.i.d. priority approximation [189]
Unique MCS and IaN approximation [64]

++
++
++
++
++

++
++
-

++
+/ [53]
++

++
++
-

++
++
++

Our Contribution

++

++

++

+

++

Table 4.1 Comparison of related work to the contribution of this work.
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In this section we provide our main results on the analysis of proportional fair
scheduling. In Section 4.3.1, we first derive a closed-form solution of the throughput
expectation for the ideal system model considering an accurate distribution of the
SINR. Then, in Section 4.3.2 we extend the throughput expectation analysis for the
practical system model. Finally, in Section 4.3.3 we analyze the asymptotic performance of PFS for a large number of interferers, which has practical relevance for
example with ultra-dense cellular deployments.

4.3.1

Throughput Expectation for the Ideal System Model

Due to the finite number of modulation and coding schemes, we can reformulate the
rate expectation integral in Equation (4.1) to:
Zzm
N
M
NS NC X X
cm
Rj =
TTTI n=1 m=2

(4.12)

zm−1

Y


FZg,n

∀g6=j∈J

E[Zg,n ]
·z
E[Zj,n ]


· fZj,n (z) dz

Note that in the expression above we keep the index over the resource blocks n to
allow for example for different transmit power settings on different resource blocks.
Given the above definitions we are interested initially in the cumulative distribution
function (CDF) FZj,n (z) and then the probability density function (PDF) fZj,n (z)
of the SINR. For the computation of the SINR CDF FZj,n (z) we compute first the
complementary cumulative distribution function expressed as the following probability:

(4.13)

(4.14)

(4.15)

P

PI

i=1 Xi,j,n p̄i,j,n + No

!!

=

I
Y

tI =0

Z∞

i=1t =0
i

(4.17)

= P X0 > z ·

>z

I
X
p̄i,j,n
No
Xi +
p̄
p̄0,j,n
i=1 0,j,n

!
I
X
p̄i,j,n
No
= P X0,j,n −
Xi,j,n z −
z>0
p̄
p̄0,j,n
i=1 0,j,n
Z∞
Z∞
I
Y
p̄0,j,n − zp̄p̄0,j,n
ti −z No
−(t1 +...+tI )
=
···
e
e i,j,n e p̄0,j,n dt1 · · · dtI
p̄ z
i=1 i,j,n
t1 =0

(4.16)

!

X0,j,n p̄0,j,n

=

I
Y
i=1



p̄0,j,n −
e
p̄i,j,n z


p̄
1+ p̄ 0,j,nz ti −z No
p̄
i,j,n

e

0,j,n

dti

1

1+

−z p̄ No
0,j,n
p̄i,j,n e
z
p̄0,j,n

The PDF transformation of the sum of random variables in Equation (4.14) is computed from their convolution, which we apply in Equation (4.15). As the interfering
sources are independent of each other, we can transform Expression (4.15) (with
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the multiple integrations) to the product of independent integrals (4.16). Finally,
subtracting (4.17) by one yields the SINR CDF:
FZj,n (z) = 1 −

(4.18)

I
Y
i=1

1
1+

−z p̄ No

p̄i,j,n
z
p̄0,j,n

e

0,j,n

.

We are interested in bringing the CDF function to a sum of elementary functions.
Therefore, we decompose the CDF (4.18) by means of partial fraction decomposition
using the following corollary:
Corollary 1. [146, pg. 278]: Let p(x) be a polynomial of degree p and q(x) be a
polynomial with distinct roots αi and degree n, where p < n. Then, the ratio of these
polynomials can be decomposed into partial fractions as:
n

1
p(x) X p(αi )
=
·
0
q(x)
q (αi ) x − αi
i=1

(4.19)

where q 0 (x) is the first derivative of the polynomial q(x).
Reorganizing Equation (4.18) and applying Corollary 1, the decomposed form of
CDF is given in Equation (4.20).

FZj,n (z) = 1 −

(4.20)

I
X
i=1

1
ci,j,n + z

e−zc0,j,n ,

p̄0,j,n
,
p̄i,j,n

N0
c0,j,n = p̄0,j,n
and
( Q
−1
P Q
I
I
(c
−
c
)
, I≥2
c
i,j,n
g=1
f 6=g f,j,n
a=1 a,j,n
U (ci,j,n ) =
ci,j,n ,
I=1

where ci,j,n =
(4.21)

U (ci,j,n )

Taking the derivative of Equation (4.20) with respect to variable z the PDF fZj (z)
of the SINR is obtained as:
!
I
X
c0,j,n
1
U (ci,j,n )
fZj (z) =
(4.22)
e−zc0,j,n .
2 +
c
+
z
(c
+
z)
i,j,n
i,j,n
i=1
Although valid for an unlimited number of observations, we use the SINR expectation
E[Zj,n ] to approximate the normalization factor Z̄j,n for a limited but relatively large
window size W . It follows as:
(4.23)

E[Zj,n ] =

I
X

U (ci,j,n )eci,j,n c0,j,n Ei (−ci,j,n c0,j,n ) ,

i=1

where Ei(·) is the exponential integral function.
Based on the SINR CDF and PDF, we proceed with addressing the solution of the
integral in Equation (4.12). For this, we decompose the product within the integral
to a sum of simpler functions whose integral solution is known. The CDF product
decomposition is based on the following corollary:
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Q
Corollary 2. [163, pg. 1]: Let r1 , . . . , rn be roots of the polynomial ng=1 (x − rg ).
Qn
Pn
k
n−k
Then the monic polynomial expands as:
where
g=1 (x − rg ) =
k=0 (−1) σk x
the coefficients σk are the elementary symmetric functions of r1 , . . . , rn ,

(4.24)

k
Y

X

σk =

rgl .

g1 <g2 <···<gk l=1

Note the special cases σ0 = 1 and σk = 0 for j > n. For example, if n = 4 then the
nonzero elementary functions σk are given by the permutations:
σ0
σ1
σ2
σ3
σ4

= 1,
= r1 + r2 + r3 + r4 ,
= r1 r2 + r1 r3 + r1 r4 + r2 r3 + r2 r4 + r3 r4 ,
= r1 r2 r3 + r1 r2 r4 + r1 r3 r4 + r2 r3 r4 ,
= r1 r2 r3 r4

We now apply fraction decomposition and polynomial expansion to the product of
the CDFs within the integral of Equation (4.12). For readability, we concentrate on
an arbitrary resource block and omit in the following the index n. Applying Corollary 2 and repetitively using partial fraction decomposition according to Corollary 1,
we expand the product of CDFs as:

(4.25)

Y


FZg

∀g6=j

E[Zg ]
·z
E[Zj ]


=

Y
∀g6=j

|J |−1

(4.26)

=1+

X

(−1)k

X

(4.27)

=1+

k

(−1)

X

(4.28)

=1+

k

(−1)

p̄0,g E[Zj ]
,
p̄i,g E[Zg ]

k X
I Y
k
X

X

k X
I X
k
X

ĉ0,g =

No E[Zg ]
,
p̄0,g E[Zj ]

!

Pk
1
e−z l=1 ĉ0,gl
ĉi,gl + z

U (ĉir ,gl )

1
ĉir ,gl + z

W (ĉir ,gl )

e−z

1
ĉir ,gl + z

Pk

e−z

l=1 ĉ0,gl

Pk

l=1 ĉ0,gl

and
Qk

(4.29)

U (ĉi,gl )

g1 <g2 <···<gk r=1 ir =1 l=1

k=1

where ĉi,g =

I
k X
Y

g1 <g2 <···<gk r=1 ir =1 l=1

k=1
|J |−1

X

i=1

1
U (ĉi,g )
e−zĉ0,g
ĉi,g + z

g1 <g2 <···<gk l=1 i=1

k=1
|J |−1

X

1−

I
X

W (ĉir ,gl ) = Pk Qm=1
l=1

U (ĉir ,gm )

q6=l (ĉir ,gq

− ĉir ,gl )

.

By multiplying the expanded CDF product with the corresponding PDF and applying partial fraction decomposition the indefinite integral in (4.12) is solved as:
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|J |−1
k X
I X
k X
I
X
X
X
E[Zg ]
k
· z fZj (z) dz = FZj (z) +
FZg
(−1)
E[Zj ]
g1 <g2 <···<gk r=1 ir =1 l=1 t=1
∀g6=j
k=1

Z 
P
1
1
c0,j
1
−z kl=1 ĉ0,gl +c0,j
W (ĉir ,gl )U (ct,j )
e
dz
+
ĉir ,gl + z (ct,j + z)2 ĉir ,gl + z ct,j + z


Z Y

|J |−1

= FZj (z) +

X

(−1)

k X
I X
k X
I
X

e−zD
dz + (B + C)
ĉir ,gl + z

Z
(A − C)

W (ĉir ,gl )U (ct,j )

g1 <g2 <···<gk r=1 ir =1 l=1 t=1
Z
−zD

k=1



X

k

e

ct,j + z

Z

dz − A

e−zD
dz
(ct,j + z)2



(4.30)
where A = ĉi ,g 1−ct,j , B =
r l
P
D = kl=1 ĉ0,gl + c0,j .

1
ĉir ,gl ct,j

−

ct,j
cir ,gl (ct,j −cir ,gl )

−

1
,
ct,j (cir ,gl −ct,j )

C=

c0,j
,
ĉir ,gl −ct,j

and

Finally, the solution of the elementary integrals is known and the final solution is
given as:

(4.31)
Z Y


FZg

∀g6=j


E[Zg ]
· z fZj (z) dz =
E[Zj ]

|J |−1

= FZj (z) +

X
k=1

(−1)

k

X

I
k X
I X
k X
X


W (ĉir ,gl )U (ct,j ) −

g1 <g2 <···<gk r=1 ir =1 l=1 t=1

e−Dz
+
ct,j + z

(4.32)
ĉir ,gl D

(A − C)e

ct,j D

Ei (−D(ĉir ,gl + z)) + (B + C + AD)e


Ei (−D(ct,j + z)) .

Based on this expression, we finally obtain a solution of the expression in Equation (4.12) by sequentially putting in the limits for the different MCS combinations.
Next, we focus on the analysis of the practical system model, which relies to some
extent on the analysis presented above.

4.3.2

Throughput Expectation for the Practical System Model

Recall that for the practical system model, the resource blocks are no longer assigned
an MCS individually. In addition, due to the quantized feedback, the base station
needs to apply the rate-based PFS instead of the channel-based PFS. For the analysis
of this system, we initially need to reformulate the integral in Equation (4.12).
In our analysis, instead of using the effective SINR for the MCS selection, we use
the minimum SINR realization. Although the effective SINR mapping is less conservative than the minimum SINR used in our approach, the effective SINR is lower
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and upper bounded from the minimum SINR and the minimum SINR plus an additional constant: Zmin ≤ Zeff ≤ Zmin + βm · log(Nsched ), where βm is the calibration
coefficient for the selected MCS m and Zmin is the minimum realization of the set of
scheduled resource blocks Nsched [3]. It can be shown that for small Nsched (sets of
co-scheduled RBs) the coefficient βm · log(Nsched ) is relatively small and the approximation of effective SINR by the minimum SINR distribution is relatively accurate.
This is typically the case for a small set (up to six) of co-scheduled RBs Nsched . The
chances that a MS gets assigned more than 6 resource blocks for a normal system
parametrization are very small (below 0.1%). This motivates us further to use the
MCS selection scheme based on the minimum SINR realization.
As the MCS selection for the co-scheduled RB set is based on the minimum of SINR
realization and the C() function is monotonically increasing, we have:
1

Rj (t) =

(4.33)

0
min{C(Zj,n (t))|Sj,n
= 1}

TTTI n
1
0
=
C(min{Zj,n |Sj,n
= 1}).
n
TTTI

(4.34)

Therefore, the rate expectation of rate-based PFS can be formulated based on the
minimum order statistics of the SINR as:
Z∞
X
 0
 |A|
min |S 0
Rj =
P Sj,A = 1
(4.35)
C(z) · fZj,A
(z) dz
j,A =1
TTTI
∀ A∈P(N )

0

where P(N ) is the power set of {1, . . . , N }, i.e. the set of all possible resource
block allocations,
 0 while
 |A| is the size of the subset A. The computation of the
probability P Sj,A
= 1 is challenging as the resource blocks in A are usually subject
to correlation due to the delay spread of the propagation environment. We continue
our analysis under the assumption that the resource blocks of A are statistically
independent. Furthermore, we assume that the scheduling probability equals that
of the channel-state based proportional fair scheduler. Both these simplifications
introduce an error that we quantify in the validation part (generally finding that it
is negligible). Based on these assumptions, we obtain the scheduling probability of
subset A as:

(4.36)

Y
 0
 Y
(1 − P[Sj,m = 1]) .
P Sj,A
=1 ≈
P[Sj,n = 1]
n∈A

m∈A
/

The scheduling probability, i.e., the probability that random variable Ẑj,n =

Zj,n
E[Zj,n ]

is greater than all other random variables Ẑ of the other terminals is given by:


P[Sj,n = 1] = P Ẑj,n ≥ max (Ẑg,n )
∀g6=j∈J

Z∞
fẐj,n (z) ·

=

FẐg,n (z) dz

∀g6=j∈J

0

Z∞
(4.37)

Y

= E[Zj,n ] ·
0

Y
∀g6=j∈J

FZg,n (E[Zg,n ] · z) · fZj,n (E[Zj,n ] · z) dz.
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min
The CDF of minimum order statistic Zj,A
conditioned to Sj,A = 1 computes as



min |S
FZj,A
(z) = P min Zj,n ≤ z | Sj,A = 1
j,A =1
n∈A

= 1 − P [Zj,n > z, ∀ n ∈ A | Sj,A = 1]
Y
=1−
F̄Zj,n |Sj,n =1 (z),

(4.38)

n∈A

in which F̄Zj,n |Sj,n =1 (z) = 1 − FZj,n |Sj,n =1 (z). Differentiating yields the PDF
min |S
fZj,A
(z) =
j,A =1

(4.39)

X

Y

fZj,n |Sj,n =1 (z)


F̄Zj,m |Sj,m =1 (z) .

∀ m6=n∈A

n∈A

Recalling Equation (4.2), the probability density function of the scheduled SINR can
be expressed as:
(4.40)


Q
E[Zg,n ]
∀g6=j∈J FZg,n E[Zj,n ] · z · fZj,n (z)
R∞Q
fZj,n |Sj,n =1 (z) =
E[Zj,n ] · 0
∀g6=j∈J FZg,n (E[Zg,n ] · u) · fZj,n (E[Zj,n ] · u) du
and the corresponding distribution function is given by:
(4.41)


RzQ
E[Zg,n ]
∀g6=j∈J FZg,n E[Zj,n ] · y · fZj,n (y) dy
0
R∞Q
FZj,n |Sj,n =1 (z) =
.
E[Zj,n ] · 0
∀g6=j∈J FZg,n (E[Zg,n ] · u) · fZj,n (E[Zj,n ] · u) du
Assuming that each base station applies a homogeneous transmit power to each
sub-carrier, the rate expectation for the practical system model simplifies to:
N
M  
NS NC X X n
Rj =
nP[Sj,n = 1]n (1 − P[Sj,n = 1])N −n cm
TTTI n=1 m=2 N
Zzm
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·
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=
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=
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(4.42)

·

Zzm Y
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FZg,n



k+1

E[Zg,n ]
· z fZj,n (z) dz 
E[Zj,n ]
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By replacing the solution of the indefinite integral (4.32) in the last line of Equation (4.42) and sequentially putting in the limits for the different MCS combinations,
we finally obtain the solution of the rate expectation (4.35) for the practical system
model.

4.3.3

Asymptotic Analysis Results of Proportional Fair Scheduling in Ultra-Dense Deployments

Finally, we are also interested in asymptotic results especially with respect to the
number of interferers. For instance, in ultra-dense cellular network deployments,
typically the interference stems from a large number of neighboring base stations
as they are deployed with a much higher density than for current cellular networks.
As the number of interferers goes to infinity, we are interested in the consequences
for the computation of the rate expectation of both the ideal and practical system
model.
Asymptotic analysis for the ideal system model: Let the number of interfering base
stations I go to infinity and assume that the average received interference power at
terminal j from each interfering base station is equally strong 1 , i.e., η̄j,n /I. Then, the
CDF for an unlimited large number of interfering stations but with total interference
power converging to η̄j,n is:
1−

FZj,n (z) = lim

I→∞

=1−

1

1

1
e

−z

=1−e

−z p̄

e

N0 +η̄j,n
p̄0,j,n

!

N0
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−z p̄


limI→∞ 1 +
η̄j,n
z
p̄0,j,n

N0

−z
e p̄0,j,n
η̄j,n
z
I p̄0,j,n

1+

i=1

=1−
(4.43)

I
Y

1 η̄j,n
z
I p̄0,j,n

I e

N0
0,j,n

.

Note that the SINR distribution converges to an exponential distribution with expectation given by:
(4.44)

E[Zj,n ] =

p̄0,j,n
.
N0 + η̄j,n

Hence, we obtain:

FZg,n

E[Zg,n ]
z
E[Zj,n ]



−z

=1−e

−z

(4.45)

N0 +p̄g,n p̄0,g,n N0 +η̄j,n
p̄0,g,n N0 +p̄g,n p̄0,j,n

N0 +η̄j,n

= 1 − e p̄0,j,n
= FZj,n (z).

1
This is plausible for mainly two scenarios: a) the interfering base stations are relatively far
away so that the average interference power can be approximated as equally strong; b) base stations
have a clustered spatial positioning. I.e., each BS has a similar distance to the mobile stations.
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Based on these results, the rate integral (4.1) can be simplified to:
Zzm
N
M
NS NC X X
FZj,n (z)|J −1| fZj,n (z) dz
Rj =
cm
TTTI n=1 m=2
zm−1

(4.46)

=

NS NC
|J |TTTI

N X
M
X



|J |
|J |
cm FZj,n (zm ) − FZj,n (zm−1 ) .

n=1 m=2

As a consequence, the expected throughput of PFS does not depend on the distribution of the other mobile terminals in the cell any longer. It is based solely on the
average SINR of the mobile terminal under consideration and the total number of
terminals in the cell. The same results also apply to noise-limited scenarios with
Rayleigh fading of the signal of interest.
Asymptotic analysis for the practical system model: For the practical system model
the scheduling probability (4.40) for an unlimited number of interfering base stations
the following expressions need to be computed as:
−z

(4.47)

FZg,n (E[Zg,n ]z) = 1 − e
= 1 − e−z

N0 +p̄g,n p̄0,g,n
p̄0,g,n N0 +p̄g,n

and
+η̄j,n p̄0,j,n
p̄0,j,n N0 + η̄j,n −z Np̄00,j,n
N0 +η̄j,n
e
N0 + η̄j,n p̄0,j,n
= e−z .

E[Zj,n ] · fZj,n (E[Zj,n ]z) =
(4.48)

Replacing Equation (4.47) and (4.48) in (4.37) the scheduling probability is simplified
to:
P[Sj,n

Z∞
= 1] = (1 − e−z )|J −1| e−z dz
0

(4.49)

=

1
.
|J |

The insight from this expression is that proportional fair scheduling is fairer in ultradense and noise-limited scenarios by scheduling each mobile station with the same
scheduling probability.
The scheduled SINR PDF in Equation (4.40) is simplified to:
(4.50)

|J |−1

fZj,n |Sj,n =1 (z) = |J |FZj,n (z)fZj,n (z)

and the corresponding CDF can be rewritten as:
Zz
FZj,n |Sj,n =1 (z) = |J |

|J |−1

FZj,n (y)fZj,n (y) dy
0

(4.51)

|J |

= |J |FZj,n (z).
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Figure 4.1 SINR gain of PFS scheduling with respect to the number of mobile stations per
cell.

The expectation of the scheduled SINR can be computed as:

E[Zj,n |Sj,n

N0 + η̄j,n
= 1] = |J |
p̄0,j,n

|J |−1
Z∞ 
N +η̄
N +η̄
−z p̄0 j,n
−z p̄0 j,n
0,j,n
0,j,n
z 1−e
e
dz
0

N0 + η̄j,n
= |J |
p̄0,j,n
(4.52)

J
−1 
X
k=0

 Z∞
(N +η̄
)(k+1)
|J | − 1
−z 0 p̄ j,n
0,j,n
ze
dz
k
0


J
−1 
X
|J | − 1
p̄0,j,n (−1)k |J |
=
.
2
k
N
0 + η̄j,n (k + 1)
k=0

We can also determine the gain of the scheduled SINR compared to a channelagnostic scheduler like round-robin which is given by:

(4.53)

G=

(4.54)

=

E[Zj,n |Sj,n = 1]
E[Zj,n ]


J
−1
X
|J | − 1 (−1)k |J |
k=0

k

(k + 1)2

.

Here we notice, that the SINR gain due to PFS for the asymptotic and noise limited
scenarios is independent of the location of terminals and depends only on the number
of terminals present in the cell. A plot of the SINR gain according to Equation (4.54)
with respect to the number of mobile stations per cell is given in Figure 4.1. As it
can be noticed, the highest gain gradient is obtained for relatively small numbers
(up to 10) of mobile stations. Whereas for a higher concentration of MS per cell
the gain gradient decreases and larger concentrations of MSs per cell (more than 20
MS) cause a marginal SINR gain.
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Replacing for the rate expression (4.42) of the practical system model the identities
from (4.49), (4.50) and (4.51) we finally obtain:

 
N −n
N
M
NS NC X X
1
n
−n
Rj =
1−
n
|J |
|J |cm
TTTI n=1 m=2 N
|J |
Zzm

n−1
|J |−1
|J |
(4.55) ·
FZj,n (z)fZj,n (z) 1 − |J |FZj (z)
dz
zm−1


 
N −n
N
M
1
n
NS NC X X
−n
1−
n
|J |
|J |cm
=
TTTI n=1 m=2 N
|J |
Zzm

n−1
|J |−1
|J |
(4.56) ·
FZj,n (z) 1 − |J |FZj,n (z)
dFZj,n (z)
zm−1


N −n
 
N
M n−1 
NS NC X X X n − 1
1
n
k
k
−n
=
1−
|J |cm
n
(−1) |J | |J |
TTTI n=1 m=2 k=0
|J |
k
N
Zzm
(4.57)

·

|J |+k−1

FZj,n

(z) dFZj,n (z).

zm−1

 
M
N n−1 
NS NC X X X n − 1
n
1
=
n
(−1)k |J |k+1−N (1 − |J |)N −n
cm
k
N
TTTI m=2 n=1 k=0
|J | + k


|J |+k
|J |+k
(4.58) · FZj,n (zm ) − FZj,n (zm−1 ) .
Also for the practical system model, we hence showed that in ultra-dense deployments the throughput expectation depends only on the average SINR of the corresponding terminal and the total number of terminals in the cell. It does not depend
on the location of the other terminals.

4.4

Numerical Evaluation

In this section we validate the mathematical derivations presented so far by means
of simulations for both the ideal and practical system model. We consider in our
evaluations the downlink communication of a deployment presented in Figure 4.2.
The communication is limited by co-channel interference generated from interfering
base stations using 120o sectorized antennas. The parametrization of system level
simulations is according to the scenarios Urban Microcell (UMi), Urban Macrocell
(UMa) and Suburban Macrocell (SM) defined in System Model Chapter. The three
simulation scenarios (UMa, UMi and SM) differ from each other from the correlation in time and frequency, cell radii and transmission power. Transmission slot
durations are set to TTTI = 1ms and the window size W of PFS is set to 1000 TTIs.
Fast fading realizations are generated according to the wireless channel model presented in Section 3.3 which generates time and frequency correlated channel gains.
Shadowing is not considered in the first set of synthetic evaluation scenarios (UMa,
UMi and SM), but can be easily added to the simulation model by updating the
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2
h̄SH
i,j variable . Whereas, the simulated time is set to six seconds. In the following
we present first the simulation parameters and discuss our evaluation methodology.
Then, we proceed with the validation of the scheduled SINR and throughput expectation models. Finally, we benchmark our model in comparison to state-of-the-art
models and also quantify the (still remaining) error of our models in comparison to
simulation values.
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(a) SINR distribution in the simulation area. (b) MS positioning for the SINR distribution validation.

Figure 4.2 Simulation Scenario and the position of mobile stations for the SINR distribution
validation.

4.4.1

SINR Model Validation

For the SINR model validation we simulate the downlink communication of a drop
of 10 mobile stations arranged in a line as shown in Figure 4.2.b. The cumulative
distribution function of the basic SINR (4.20) and the scheduled SINR (4.41) is
validated here for two extreme locations that might arise in a cell: cell core (MS
1 in Figure 4.2.b) and cell edge (MS 10 in Fig. 4.2.b). The instantaneous SINR
realizations at the probe locations are periodically sampled every 1 millisecond for
a total simulation time of six seconds and the corresponding distributions are plotted in Figure 4.3. We refer to the statistics of this measurement as the simulated
SINR. Based on these data, we do the validation of the SINR distribution theoretical
theoretical functions (4.20) and (4.41).
We can observe that the CDF curves of the basic SINR distributions FZj,n (z) from
simulations and theoretical model match well with each other, which indicates the
validity of our analytical model. A good match can be also observed for the scheduled
SINR distribution FZj,n |Sj,n =1 (z). Nevertheless, discrepancies are noticed for the
basic SINR distribution for the cell core MS in the UMi scenario and the scheduled
SINR distribution for the cell edge MS in the UMa scenario. This basically occurs
due to the correlation in time, which is not modeled in the theoretical model. For
2
Note that our models can be applied as long as shadowing and pathloss is considered to be a
constant, i.e. if the long-term channel gain coefficients in mobile scenarios change significantly, the
rate expectations need to be recomputed.
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the less time correlated scenario SM, the comparison shown in Figure 4.3.c reveals
a good match between simulations and theoretical SINR models. Additionally, we
notice that for a limited number of interfering base stations, the gain of SINR varies
from of 6.06 dB to 6.58 dBs. Recall however, that for an unlimited amount of
interfering base stations as well as for noise-limited systems we showed analytically
by Equation (4.54) that the gain is independent of the location of terminals.
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Figure 4.3 SINR CDF.

4.4.2

Rate Model Validation for the Ideal System Model

In the following we evaluate the throughput expectation models for both the ideal
and practical system models. The accuracy evaluation is performed initially for the
set of three base stations located in three corners of the central hexagonal cluster in
Figure 4.2. Later on the number of interfering base stations is increased by activating
six other base stations in the outer ring as shown in Figure 3.10a. Each cell, whose
borders are marked by red lines, hosts a set of |J | = 10 mobile stations uniformly
distributed in the cell area. For each scenario we simulate 30 random drops of mobile
stations. The same methodology is followed also for the ray-trace based propagation
scenarios.
In order to assure statistical confidence we replicate the simulations (x10) with different seeds of random number generators. The accuracy of the throughput expec-
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tation and the average rate obtained from simulations is evaluated by computing
the relative error j .It is defined as:
(4.59)

|Rj − R0 j |
j =
· 100,
R0 j

where R0 j and Rj are respectively the rates obtained from system level simulations
and from the theoretical models developed in this chapter as well as from related
work discussed in Section 4.2. The value of j is colour-coded and represented
spatially by displaying it at the respective position of the terminal j in Figure 4.4.
This performance metric is used to quantify the accuracy of the proposed model as
well as the models from the literature: a) interference as noise approximation using
the PDF (4.5) for the rate expectation model in (4.4), b) Gaussian approximation
(4.9), c) i.i.d. priority approximation (4.10); d) simplistic model (4.11); as well as
e) unique MCS and interference as noise model obtained by replacing the exact
SINR distribution functions in Eq. (4.35) with the interference as noise distribution
(4.5). Simulations are conducted according to an Omnet++ based LTE model, which
simulates wireless channel gains and performs proportional fair scheduling based on
the algorithms introduced in the System Model chapter.
We start by discussing the accuracy of the models with respect to SINR-based PFS
simulations. In Figure 4.4 we show the relative accuracy of the throughput expectation model for the ideal system model (4.12) and the average rate obtained
from simulations. Even though the generated channel gains are correlated both in
time and frequency we notice a good match between simulations and our derived
throughput expectation model. Nevertheless, we also notice a good matching of the
i.i.d. priority approximation model with simulations. However, this approximation
is valid only for homogeneous propagation conditions. The results of Figure 4.4 do
not consider shadow fading and the load among the cells is uniformly distributed.
Simulations with shadow fading are represented in Figure 4.8. There we notice that
for an increasing standard deviation the accuracy of the i.i.d. priority approximation drops. Especially, for realistic propagation scenarios the accuracy of such model
strongly deviates from simulations. Hence, it motivates once more the need of exact
performance modeling for realistic deployments.
The remaining relative error is due to the approximation of the normalization factor
by the expectation of the SINR as well as due to correlated channel gains. The
impact of time correlation is made obvious in Figure 4.4d where we compare the
relative error ECDF curves for the four considered scenarios UMi, UMa, SM and
Ray-tracing. The UMi and SM scenarios simulate time correlated channel gains
resulting from background scatterer mobilities of 3 and 60 kmh whereas the UMa
and Ray-tracing scenarios simulate a background scatterer mobility of 30 kmph.
Observing Figure 4.4d we notice that time correlation negatively affects the accuracy
of the Independent MCS model. The accuracy of the proposed model decreases for
highly correlated channel gains. Nevertheless, the loss in accuracy is marginal.
The accuracy of the other models from related work ignoring the MCS constraint for
multiple RBs, namely Interference as Noise, Gaussian and Simplistic approximation
models is depicted in Figures 4.5,4.6, and 4.7. We can observe that the accuracy
of related work models is significantly lower and it is the worst for the Simplistic
model. Regarding the terminal positions, the lowest accuracy occurs for the cell-edge
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located terminals. For the IaN and Gaussian models this inaccuracy stems from the
assumptions on the basic SINR distribution, rate distribution and the expectations
(E[Zj,n ] and µRj,n ). Whereas, the inaccuracy of the Simplistic model stems from
neglecting the maximum order statistics effect due to the scgheduling gain of PFS.
If we compare the ECDF curves of the relative error in Figure 4.2 it is obvious
that the Independent MCS model introduced here provides the highest accuracy in
comparison to related work.
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Figure 4.4 Spatial distribution of relative error  for the Independent MCS Model vs. SINRbased PFS simulations in the UMi, UMa and SM scenarios.
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Figure 4.6 Spatial distribution of relative error  for the Gaussian Approximation Model vs.
SINR-based PFS simulations in the UMi, UMa and SM scenarios.
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Rate Model Validation for the Practical System Model

The analytical models introduced for the practical system model assume a channelstate based PFS algorithm. Then, based on such models we approximate then the
throughput expectation performance of rate-based PFS. Hence, in the following we
validate the throughput expectation models for a channel-state based PFS. Afterwards, we evaluate the accuracy of our approximation by comparing the throughput
expectation against rate-based PFS simulations. In the end, we compare our approximation with related work and identify its limitations.
The validation for the practical system model is presented in Figures 4.9 and 4.10. It
can be noticed that the model introduced here provides the highest accuracy in comparison with related work. Additionally, we notice that an accurate description of the
SINR distribution pays off to a higher accuracy. The unique MCS and IaN model,
although it includes a relatively high level of detail it provides a considerably worse
performance than the IaN model alone which ignores the MCS constraint between
RBs. We notice that inaccuracies arising from the approximation of the underlying
SINR distribution are magnified when considering the MCS modeling constraint.
The resulting joint SINR distribution (minimum order statistics of the SINR or the
effective SINR) based on IaN approximation deviates considerably stronger than the
actual joint distribution.
The numerical evaluation for the practical system model operating on a rate-based
PFS is presented in Figure 4.11. Here we notice that the accuracy of the expression
(4.42) is also relatively low and is irrelevant of the position of the mobile stations.
The error distribution across the cell is relatively homogeneous and small. The
error distribution accuracy of the Interference as Noise, Gaussian and Simplistic approximations is presented in Figures 4.12, 4.13 and 4.14. Whereas in Figure 4.16
we present the corresponding error ECDF curves of the Uniform MCS model and
the related work approximations. Related work approximations for the UMi, UMa
and SM scenarios still have the worst prediction for the cell-edge located terminals
including also the i.i.d. priority approximation and unique MCS and IaN approximation. However, the accuracy for the Ray-tracing scenario is almost as good as the
IaN model. Nevertheless, for all the scenarios considered here the accuracy of our
approximation is still the best. A second aspect that we notice from related-work
approximations is also an improvement of the accuracy in comparison to the ideal
system model. The reason behind relies mainly on two aspects: Firstly, related work
models overestimate the interference. This results to a lower predicted data rates in
low SINR regime than the simulations. Secondly, the proportional fair scheduler in
the practical system model selects the MCS scheme based on the worst realization
of the co-scheduled resource blocks. This leads to a lower throughput of the proportional fair scheduler in comparison to the PFS used in the ideal system model.
Both these aspects combined together result to an improvement in accuracy of the
related work models. Nevertheless, the improvement is marginal and the unique
MCS model introduced here provides still the best performance in comparison to
state-of-the-art models.
We extend the accuracy analysis of the practical system model for a higher number
of interfering base stations. In this way we obtain rate realizations of the resource
blocks with a lower correlation factor in the frequency domain (as a larger number
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Figure 4.9 Error ECDF in the simulation area for different reference scenarios.

of interferers leads to decorrelation of the channel states in frequency as more and
more independent interfering signals are added up). In Figure 4.17 we show the
corresponding results. Besides the central base stations also the ones located in the
outer ring of Figure 3.10a are active. I.e., it refers to a situation where 8 interfering
base stations are present in the scenario.

In general we notice an improvement in accuracy of the uniform MCS model for the
practical system model but also for the interference as noise approximation. While
the first effect can be explained from the decrease of the frequency correlation, the
latter effect results from the convergence of the SINR distribution to an exponential
one for an increasing number of interferers. Nevertheless, the SINR distribution is
not identical to an exponential one (as the number of interferers is limited) leading
to a lower accuracy of the state-of-the-art models in general although the number of
interferers is increased. Finally, the accuracy of the Gaussian as well as of the simplistic approximation is unchanged by a higher number of interfering base stations.
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Figure 4.10 Error distribution for the UMa scenario. Similar results were observed also for the
other scenarios. The color codes represent the relative error between the simulations and the
corresponding expectation model.

4.5

Discussion

In this section we discuss the remaining prediction errors resulting from our models as
well as the limitations of our models. We performed simulations with i.i.d. Rayleigh
fading instead of the employed channel models in order to identify the impact of
time correlation on the prediction accuracy. This is made obvious in Figure 4.4d
where we compare the relative error ECDF curves for the three considered scenarios
UMi, UMa and SM and i.i.d. channel gains. Such scenarios simulate time correlated
channel gains resulting from mobilities of 3, 30 and 60 kmh whereas the latter
scenario simulates uncorrelated channel gains. Observing Figure 4.4d we notice that
for less correlated channel gains (higher mobility) the accuracy of the Independent
MCS model increases. Nevertheless, the accuracy loss for low mobility scenarios is
actually marginal.
Concerning the correlation in frequency and the impact on the practical expectation
model we display the accuracy of our model for the three synthetic scenarios UMa,
UMi and SM that have different delay spreads. The comparison is presented in
Figure 4.11d. We notice that the correlation in frequency plays an important role
on the accuracy of the uniform MCS model used to describe the performance of
practical system models. The reason is that frequency correlation influences the
decision of the modulation and coding schemes. We apply minimum order statistics
in Formula (4.42) under the assumption of independence between resource blocks,
which is not the case in practice.
The proportional fair scheduler studied here is slightly different from the classical
proportional fair scheduler, which involves the use of a forgetting factor β. Never-
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Figure 4.11 Spatial distribution of relative error  for the Practical Rate Expectation Model
vs. SINR-based PFS simulations in the UMi, UMa and SM scenarios.

theless, the analysis would get much more difficult if one would consider both the
forgetting factor and the impact of interference. For example, the impact of the
forgetting factor β for a small window size W is studied in [19]. However, the work
is constrained to noise-limited systems and uses the Gaussian approximation, which
is not accurate for interference-limited systems. In our research, we limit our analysis to a relatively large window size W . The reason is that the forgetting factor β
gets less important with an increasing window size [116, Eq.(10-12)]. Liu et al. [116]
prove that for relatively large window size W the performance of PF scheduling with
forgetting factor converges to the performance of a system using linear averaging.
Another aspect is that in (3.22), which defines the channel-state based PFS algorithm for the ideal OFDMA system, the SINR is averaged over. In a PF scheduler,
it is the rate that is averaged over not the SINR. However, the analysis of PF
scheduling based directly on the probability density function of the rate results challenging. In fact, in literature two main approaches are used to describe the long-term
performance of PF scheduling. The first one approximates the instantaneous rate
distribution to a Gaussian distribution function [40, 116, 117, 53, 19]. Whereas, the
second approach analyses the performance of a channel-state-based (i.e. SNR) PF
scheduling (performing the averaging over the SNR) [130, 33]. In our chapter we
use the latter approach by including in the analysis also the impact of the interference. The obtained model we use then to describe the performance of a rate-based
PF scheduler. This approximation has also an implication on how we validate the
models. Firstly, we validate the model for the assumptions taken in this chapter (i.e.

80

4. Throughput Analysis of Proportional Fair Scheduling

180

50

450

160
40

140

350

1200

40

1000

300

50

80

20

60

30

250
200

30
20
400

100

10

20

10

50

100
x [m]

150

200

0

0

0

100

200

300

400

500

10

200

50
0

600

20

150

40

40

800
y [m]

30

100

y [m]

y [m]

120

0

50

400

0

0

0

200

400

x [m]

(a) UMi.

(b) UMa.

600 800
x [m]

1000 1200

0

(c) SM.

Figure 4.12 Spatial distribution of relative error  for the Interference as Noise Approximation
model vs. rate-based PFS simulations in the UMi, UMa and SM scenarios.
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Figure 4.13 Spatial distribution of relative error  for the Gaussian Approximation model vs.
rate-based PFS simulations in the UMi, UMa and SM scenarios.
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Figure 4.14 Spatial distribution of relative error  for the Simplistic Approximation model vs.
rate-based PFS simulations in the UMi, UMa and SM scenarios.
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SINR-based PFS). Then, we evaluate the analytical models for the scheduler that
we aim to describe, i.e. the rate-based PFS explained in the Practical LTE-based
System Model Section. Based on the accuracy evaluations presented in this chapter we notice that even for rate-based PF scheduling the channel-state based model
that we use is still a better approximation that the state of-the-art. Especially for
interference limited scenarios the accuracy of our model is considerably better than
approximations used so far.

4.6

Conclusions

The mathematical models introduced in this chapter are able to describe the scheduled SINR distribution with a higher accuracy than state-of-the-art and estimating the obtainable rates in OFDMA systems employing PFS. The models are in
closed-form and are valid for systems operating on independent as well as common
MCS constraints. Comparing these results to four reference schemes shows that
common simplifying assumptions on the rate distribution are partially applicable
to interference-limited scenarios. They often lead to overestimation of the impact
of interference leading to a lower prediction of rate of mobile stations operating
in low SINR regime. We believe that this discrepancy has an important impact
on long-term system decisions such as inter-cell interference coordination, handover
decisions, admission control or load-balancing.
Concerning ultra dense deployments of base stations likely to happen in the 5-th
generation of mobile communications we have made the following analytical observations. We notice that for an increasing number of interfering sources the SINR
distribution converges to an exponential distribution. Hence, the following conclusions are also applicable to noise limited systems as well. Firstly, all the mobile
stations have an equal chance of being scheduled. Secondly, the gradient of the
SINR gain diminishes for an increasing number of mobile stations per cell. Thirdly,
throughput expectation per mobile station depends only on its relative position to
the own serving cell. This is contrary to what the models for ideal and practical
systems suggest.

5
Inter-Cell Interference Coordination
This chapter addresses the design of semi-static inter-cell interference coordination
(ICIC) schemes for LTE networks. In this approach, base stations coordinate the
power allocation per resource block over hundreds or even thousands of time slots.
Due to the random realizations of the wireless channel, the performance of the
system over such long time-spans becomes a random variable itself. This turns the
semi-static ICIC into a stochastic optimization problem whose goal is maximization
of performance expectation. Such kind of optimization problems are known to be
highly non-linear making it difficult to employ analytical optimization techniques.
Hence, we design in this chapter heuristic techniques to solve the semi-static intercell interference coordination problem. Among others the usage of genetic algorithms
results in an efficient approach to tackle the semi-static ICIC problem.

5.1

Introduction

This chapter deals with the design of a semi-static ICIC scheme based on rateexpectation models and is based on the models developed on the previous chapters
as well as our already published work [5, 1]. Goal of the scheme is optimization
of the expected rate of terminals in the coordination cluster. Hence, we use the
rate-expectation models developed in the previous chapter which are able to predict the system performance for mid-term time spans (ranging from 100 ms up to
seconds). Nevertheless, the optimization of power allocations based on such models
makes the process of optimizing the power profiles at the coordination unit much
more complex. The relation of the optimization variable (power allocation) and
the objective function (rate expectation) have a non-linear relation. Hence, we are
constrained in using heuristic methods to solve the optimization problem. In the
following we address two different heuristic methods to deal with power mask optimization in semi-static ICIC. The first one linearizes the optimization problem to
an integer-linear-programming (ILP) problem and uses branch and bounding tech-
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niques to solve the problem. Whereas, the second method uses a genetic algorithm,
which results to an efficient approach to counteract the complexity of the problem.
The ability of a genetic algorithm to find a near-optimal solution is influenced by
the representation of the individuals, implementation of genetic operators and their
parametrization. The values of the parameters determine whether the GA is able
to find a near-optimal solution and whether the search will be performed efficiently
within a small number of computations or not. Finding the right parametrization is
a time-consuming process and takes a considerable effort. In literature, the parameter setting methods for evolutionary algorithms are categorized into two groups:
a) parameter control and b) parameter tuning [55]. In parameter control the parameters are adapted during the execution of the algorithm meanwhile in the second
method, the parameters are found beforehand and remain fixed during the algorithm
execution. The method that we use to tune the GA parameters and decide about
the kind of operators is according to the latter approach.
A common parameter tuning approach is simple design. The performance of the
GA is investigated by changing one factor at a time rather than to vary them simultaneously. Although it is a low effort method, it cannot capture the interaction
between factors. Alternatively, full factorial is used to design which performs an
exhaustive search of all factors and all combinations at all levels. This is a complete
test of the GA and can capture the effects but on the other hand it is computationally expensive especially when the number of parameters is large. A trade-off
between these extremes that is widely used in computer science and engineering is
experimental design where two main schemes are used: a) fractional designs and b)
2K factorial design [87]. Through fractional design it is possible to identify which
combination of parameters significantly affects the response of the genetic algorithm.
This is performed in a relatively small set of experiments where the parameters are
allowed to take only two extreme values. Although fractional design has a smaller
computational effort than full factorial design and can capture the interaction between individuals, it cannot isolate the effect of individual parameters. Hence, we
use for the tuning of genetic algorithm parameters 2K factorial design, which has
been already used in [49] and [131] for tuning genetic algorithms parametrization.
The remainder of this chapter is organized as follows. In Section 5.2 we introduce related work on inter-cell interference coordination. Section 5.3 introduces the problem
statement and Section 5.5 introduces the design of genetic algorithm for inter-cell
interference coordination. The chapter proceeds with the tuning of genetic algorithm
parameters in Sections 5.6 and 5.7. Afterwards, it evaluates in Section 5.8 the ability
of the GA implementation in finding near-optimal solutions. Finally, limitations of
the proposed method are presented in Section and conclusions are drawn in Section
5.10.

5.2

Related Work

Neighboring cells in LTE transmit in the same frequency band which inevitably
causes inter-cell interference. Cell-edge terminals are exposed to this the most. In
order to improve the performance of cell-edge terminals and in general that of the
system inter-cell interference (ICI) mitigation techniques are introduced. Several
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methods of ICI mitigation have been proposed: (a) inter-cell interference coordination (ICIC), (b) interference cancellation, (c) randomisation and (d) beamforming
techniques for multiple antenna systems [30]. The focus here is on (b) inter-cell
interference coordination (ICIC) algorithms for single antenna systems operating in
downlink. We categorize the work on ICIC in terms of time-scale and the topology
that such algorithms are executed. According to the time-scale of operation, coordination schemes can be categorized into static, semi-static and fully synchronized
approaches. Meanwhile, from the topology point of view, ICIC schemes can be centralised, clustered or distributed schemes. In the following, we review the literature
on ICIC and present it according to the above mentioned categories.

5.2.1

Static ICIC methods

Discussions on interference coordination schemes started with static schemes as they
require low deployment complexity and do not require any channel state information
exchange between cells. Static configurations of power and resource allocation per
cell are generated through system planning and remain fixed for a relatively long
period of time, i.e. hours or days. The general idea is to use transmit power profiles
at neighbouring base stations that create spectrum parts where especially cell-edge
terminals can gain from a better signal-to-interference ratio. Example profiles are
known as hard frequency reuse (HFR), fractional frequency (FFR) reuse and softfrequency (SFR) reuse which are graphically illustrated in Fig. 5.2.1.
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Figure 5.1 Static frequency allocation schemes.

Hard frequency reuse implies splitting the frequency spectrum into non-overlapping
segments and reusing them in geographically separated areas, i.e. non-neighbouring
cells. The rate at which frequency segments are used in the network is typically
three or seven. In [100] a hard frequency reuse scheme is performed for clusters of
neighbouring cells. The whole frequency spectrum is divided into several spectrum
segments which are assigned in a non-overlapping manner to cells in the cluster.
The segment allocation is performed iteratively and it is proportional to the traffic
demands that the cells are estimated to operate.
Although using non-overlapping frequency bands in neighbouring cells considerably
improves the signal-to-interference-ratio for cell-edge located mobile stations, it heavily impairs the system capacity [126]. Hence, a mix of frequency reuse one and higher
than one is used in fractional frequency reuse schemes [75, 191, 124]. The idea of
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FFR was originally introduced in [75] which suggests splitting the frequency band
into two main parts. The major part is fully reused in all cells and is dedicated to
centrally located terminals. Whereas, the outer spectrum is reused with a higher
factor of three [75, 191] or with a factor of seven [124] and is dedicated for cell edge
terminals only.
In order to reduce interference power for cell-edge located mobile stations in the
neighbouring cells the transmission power in certain frequency bands of SFR schemes
is reduced [15]. Neighbouring cell-edge terminals can be scheduled in such frequency
bands which have a lower interference power than full frequency reuse power profiles.
Schemes of SFR profile computation have been introduced in [42, 28]. The approach
introduced in [42] iteratively searches for predefined power masks that maximise the
sum-rate utility of the system. Whereas [28] studies by means of simulations the
performance of optimal SFR power profiles against widely used schemes of HFR,
FFR and SFR allocations. Another comparison of SFR and FFR schemes from
the theoretical point of view is also performed in [125]. Both evaluations [28, 125]
suggest that although FFR provides a higher average SINR for cell-edge users it
offers the lowest spectral efficiency in comparison with soft frequency reuse schemes.
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Figure 5.2 Static frequency allocation schemes II.

From the topology point of view the ICIC allocations (power and frequency allocations) can be computed centrally [100, 124, 191] or in a distributed fashion [42, 67].
Nevertheless, the choice whether the computation of the static ICIC algorithm is
central or distributed is not as crucial as in dynamic schemes, as the computation
is rarely performed and the communication of results is infrequent resulting to low
communication overhead. Static schemes are preferred from network operators due
to the low deployment complexity and the lack of communication overhead between
base stations. However, static ICIC power and frequency allocation patterns are stiff
and cannot adapt to the instantaneous SINR realizations, traffic load and mobile
station distribution resulting in low spectral efficiency. Therefore, fully synchronized
ICIC schemes have been introduced.

5.2.2

Fully synchronized ICIC schemes

Fully synchronized ICIC schemes are executed very frequently in periods of thirty
milliseconds or less. This short time span allows such schemes to adapt to instantaneous SINR realizations and to changing traffic requests. They are mostly combined with the scheduling algorithm running in each base station resulting to a joint
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scheduling and power allocation optimization problem. Depending on the topology
fully synchronised schemes can be categorised into centralised, clustered and fully
distributed approaches which, are presented in the following.

5.2.3

Centralized Schemes

Centralized schemes need a main controller that performs joint optimisation of resource and power allocation across multiple cells. As such, the main controller needs
to collect information from each base station, optimise the allocations and send the
results to the corresponding base stations. In [165] a joint optimisation of long-term
adaptive resource partitioning and cell association strategy is introduced. The coordination is composed from an offline and an online algorithm. The offline algorithm
is responsible for the association of users to cell and is formulated as a maximumweight bipartite matching problem. The online algorithm gradually changes user
associations following the steepest utility-increasing direction. The algorithm runs
centrally and information is exchanged from cells to central coordinator. The exchanged information is the multiuser gain computed from the average rate during
previous coordination period and the number of users per cell. Depending on the
mobile station distribution the improvement of this scheme in relation to FR1 ranges
from 20-100% with the highest gain reached in asymmetrical distributions.
A subband power allocation scheme for tightly coordinated cellular systems is presented in [99]. SFR transmission power profiles are tightly coordinated between cells
from a central controller which performs also scheduling of mobile stations leading to
a 400% gain of cell-edge throughput. The central controller needs to collect all CQI
reports from each mobile station in the coordinated cells, jointly optimize resource
and power allocation and then distribute the results to the corresponding cells. A
scheme based only on subband resource allocation is introduced in [38]. A graph
colouring algorithm for chanel assignment is used. Each node in the graph corresponds to a base station to which channels are assigned. The edge connecting two
nodes represents the potential co-channel interference between them. Representing
the interference in graphs transforms the channel assignment to a node colouring
problem, where two interfering nodes should not have the same colour. Although,
the colouring is performed heuristically it improves the SINR of cell-edge mobile
stations by 7 dB.
The centralised topology allows to have a birds eye view of the whole network and
depending on the optimisation goal impressive improvements of up to 400% for
the throughput in [99] and 100% in [165] and 7 dB for the SINR [38] of cell-edge
mobile stations can be provided. However, this gain comes with the cost of a high
computational and communication overhead. The optimisation algorithm at the
main controller needs to be executed every time-slot and the search space of the
optimisation increases with the number of cells and the corresponding mobile stations
making centralised approaches difficult to scale. In addition, centralised approaches
in practice would have also a low tracking speed as the interconnection links between
base stations have long delays making it difficult to adapt to fast fading conditions.
In order to overcome such aspects, decentralised ICIC schemes operating without
the need of a main controller are introduced.
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Figure 5.3 Centralized ICIC Schemes

5.2.4

Decentralized Schemes

Decentralized ICIC schemes accomplish the same ICIC tasks without the necessity
of an extra main controller. Base stations exchange distilled coordination information with each other representing the interference coordination in their cells. Then,
each node takes a local decision based on the instantaneous channel state of its
mobile stations and the shared coordination information. Fully synchronised and
decentralized schemes are introduced in [57, 168, 51, 186, 34, 196, 193].
The approach of [57] is a resource assignment algorithm based on game theory where
each base station selects a pool of favourite resources with low interference. Their
action is selfish and based on local knowledge only. Base stations are not aware
of the decisions taken in the neighbouring ones leading the game to converge to a
local optimum. In order to increase the chance of reaching a better equilibrium a
cooperating game theoretic approach is introduced in [196]. During the time duration
of a time-slot, base stations are allowed to negotiate scheduling and transmit power
configuration with the neighbouring cells until an equilibrium is reached. For each
iteration, information is exchanged between base stations. Although the scheduling
and power allocations can converge to near global optimum, a relatively high number
of iterations (approx. 100) is needed. This behaviour causes a high communication
overhead between cells, and needs low-latency and high-throughput communication
links between cells which is difficult to be obtained in practical deployments. In
general, the goal of the game of most of the learning algorithms used in gametheoretic approaches is at achieving a Nash equilibrium. However, multiple Nash
equilibria can be reached which can be often counter-intuitive and undesirable.
Decentralized approaches based on fuzzy logic are used in [51, 34]. The implementation of [51] is a Fuzzy Q-Learning approach which, is a cooperative learning with
base stations sharing their learned experience. The work of [34] is a distributed and
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autonomous resource and power allocation for femto cells. Different than [51], the
assignments in each cell are performed individually without explicit coordination between femto-base stations, saving in this way overhead communication. In general,
fuzzy logic based algorithms are flexible and easy to compute but they need manual
local tuning of thresholds which is also an extra optimization problem itself.
The lack of a main controlling unit in decentralised schemes makes it attractive
to use similar algorithms used in local area networks. A decentralised resource
allocation algorithm making use of random back-off mechanism is introduced in
[186]. Every base station tries independently to transmit on resource blocks and in
case high interference is caused in certain resource blocks, the conflicting parties try
to transmit in the same resource after a random interval. Although it is a fairly
simple scheme to implement it can not recover from base stations transmitting in
the same resource block dedicated for cell-edge users. This leads to an inefficient
usage of resources.
The gain difference between cooperating and non-cooperating distributed approaches
can be observed in [168]. The schemes introduced in [168] generate FFR power
allocation patterns by means of cooperative and non-cooperative approaches. The
cooperative approach pursues a greedy local maximisation of the system utility and
takes its decision based on periodical information which is shared between cells. The
shared information tells the gradient of the throughput evolution per mobile station
and is used from the power mask algorithm. The non-cooperative algorithm runs
independently for every cell and takes selfish actions in deciding the FFR power
pattern. The power levels are adjusted every 30 milliseconds with the purpose of
improving the system utility. Then, for each TTI the proportional fair scheduler
runs by matching resources to mobile terminals. The throughput gain of cell-edge
mobile stations ranges from 8-25% for the non-cooperating scheme and up to 30-55%
for the cooperating scheme with the drawback that information between cells needs
to be frequently exchanged.
In [103] an FFR power allocation scheme is introduced which dynamically classifies
mobile stations as cell-edge or cell-centered using shared information between cells.
Although it provides a 30% in comparison to frequency reuse one methods it has
a relatively low gain of 4% for similar static FFR schemes used in related work.
Besides having a low gain in comparison to related work it also causes a relatively
high communication overhead between cells which needs to be exchanged every timeslot.
As it can be observed, decentralised schemes are executed in a fully synchronous
fashion. This allows them to adapt to changing fading and traffic load conditions.
On the other side this flexibility comes with the price of a high controlling overhead
between cells. Although there are local ICIC schemes which, do not cooperate
with other entities [168], they suffer from an inferior performance. In addition to
this, the short coordination period leaves little room for computing near-optimal
allocations. As a consequence, the application of ICIC on short time scales in the
range of milliseconds is unpractical to be used in real deployments. In order to
provide a trade-off between quality and feasibility the coordination time is extended
and cooperation is performed in clusters of cells.
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Figure 5.4 Decentralized ICIC Schemes

5.2.5

Clustered Schemes

Clustered ICIC algorithms are responsible for the coordination of a smaller group of
base stations in the network deployment. The topology is similar the UMTS network
where a logical node is responsible for the coordination of a set of neighbouring
base stations. The complexity of the algorithm is reduced in compared to central
deployments as the ICIC has to operate on a smaller set of base stations in the
network.
Clustered and fully synchronised ICIC algorithm have been introduced in [151, 121,
162, 138]. In [151, 152] the ICIC is formulated as an integer programming (IP) optimization problem for OFDM subchannel allocations. However, branch and bound
methods used for solving IP-based problems have an exponential time complexity
and it does not guarantee that the results will be obtained in less than the timeduration of a time slot. Therefore, sub-optimal iterative techniques with a reduced
complexity are proposed resulting to gains of 25 % improvement for unsatisfied users
[151] and approximately 200% of throughput for cell-edge users [152].
The approach included in [121] reduces the cluster size down to three base stations,
where the serving base station and two most interfering base stations exchange information with the coordination unit. It coordinates the power allocation with the
objective of maximizing the total weighted sum rate utility of the cluster. The
optimisation problem is solved sub-optimally by means of an iterative algorithm
and provides gains of up to 40 % in cell-throughput compared to frequency reuse
three scheme. Similarly the approach in [162] provides a power allocation algorithm
maximising a fairness oriented utility employed to balance between efficiency and
fairness. The gain for the cell-edge terminals throughput when compared with an
uncooperative scheme is up to 50 %. An incorporation of dynamic clustering with
channel-aware multi-cell scheduling is introduced in [138]. It is a graph partitioning-
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based framework composed of three main phases: graph construction, graph partitioning and channel assignment. Based on an interference graph, it partitions the
users of the entire network into dynamic clusters with minimum intra-cluster interference. Clusters with the highest achievable weighted sum rate are iteratively
assigned to sub-channels. Compared with a FR1 this scheme provides a gain of 40
%.

CE	
  
CE	
  

CE:	
  Central	
  En+ty	
  
Figure 5.5 Clustered ICIC Schemes

5.2.6

Semi-Static Schemes

Compared to fully synchronized schemes, semi-static approaches [52, 39, 115] have
relaxed constraints on the information exchange and computational requirements
as the coordination periods are typically in the range of seconds or longer. Such
time intervals still allow tracking of terminal positions and consequently adapting
to new interference situations in the cell and to changing loads among cells. Hence,
semi-static coordination techniques can be considered as more suitable coordination
approach for practical deployments.
In [52] a distributed frequency planning scheme is introduced. The scheme operates
in two time-spans. For the longer one (order of tenths of seconds) the ICIC scheme
does semi-static frequency planning. Whereas, in a time-slot basis it performs proportional fair scheduling, which is constrained on the frequency planning decision of
the ICIC scheme. In [39] the ICIC problem is decomposed into two subproblems:
(a.) proportional fair local scheduling for every time slot and (b.) FFR pattern reconfiguration for longer periods of time (100 ms). Cell-edge resource are partitioned
based on the statistical variables obtained during the previous coordination period.
Each base station monitors marginal utility per band partition and shares this information with the neighbouring base stations through the X2 interface. Based on this
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information base stations can then decide on the resource partitioning. Depending
on the load distribution in the cells the gain compared to reuse one for the 5th
percentile throughput users the gain ranges from 110-150% with the highest gain
obtained in asymmetrical load distributions.
In heterogeneous network deployments low powered base stations (femto and pico
base stations) are used to extend the coverage area of a macro base station. The
backhaul communication between macro base station and lower category ones is
usually performed through the air interface Uu causing inter-cell interference between
the macro-base station and femto and pico cells in its coverage area. In order to
cope with such kind of interference a newer class of interference coordination is
introduced. It is called enhanced inter-cell interference coordination (eICIC) and
uses time frames with reduced transmission power from macro cell called Almost
Blank Subframes (ABS). During ABS subframes the pico-cells can transmit to their
mobile stations with a reduced interference level from the macro cell. ABS subframes
are characterised from the minimum transmission power and the periodicity that
they appear in a radio-frame. Finding a suitable characterisation of ABS frames is
what eICIC schemes are concerned with.
The scheme introduced in [115] is a two time scale algorithm used in heterogeneous
networks for ABS pattern configuration. It represents the heterogeneous network as
a bipartite graph where each edge represents a wireless communication link. The
algorithm runs in two time scales. For every time-slot scheduling is performed based
on instantaneous channel quality reports and for longer time spans (100 ms) the ABS
problem is split into a stochastic optimisation problem based on statistics during
the previous coordination period. The ABS pattern optimisation runs centrally in a
central coordinator meanwhile scheduling runs locally at each base station and pico
station. For the ABS optimisation the long term statistics from each base and pico
station need to be sent to the central coordinating unit.

5.2.7

Interference coordination in 5G

The development of next generation mobile radio networks is emerging into an interesting research topic recently. As the wireless link efficiency is approaching the
Shannon bound, future improvements on the network capacity can be achieved by
infrastructure technologies such as network densification [192, 166, 101, 25, 178, 82],
advanced antenna techniques [185, 18, 93], cloud access radio networks [194, 156,
141, 153], interference cancellation [122, 66, ] and vertical sectorization [98]. A survey of the current advances in relation to 5G evolution is presented in [20]. Although,
the architecture is in principle new compared to current LTE current networks, the
capacity limitation problem due to interference is still present.
Depending on the source of interference we can distinguish two main interference
coordination problems: intra- and inter-network interference. The former is interference caused from other co-existing networks in the same frequency band or from
other interference sources. The latter is interference caused from nodes of the same
system transmitting in the same frequency. 5G networks are expected to support
multiple radio access technologies with a common coverage region. When different
technologies operate on the same frequency band inter-system interference arises. Interference coordination between different radio access technologies in the unlicensed
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ISM band have been already addressed in [83, 142, 181]. Due to different technologies a common coordination point is required to globally organize the interference
problem between different technologies. However, for a relatively large number of
cells, as it is expected in 5G, the administration of different technologies becomes a
bottleneck. Distributed solutions to interference coordination in multi-tier networks
is still an open problem [81]. Interference can be caused also for malicious purposes
such as denial of service. The vulnerability of the radio access networks due to
jamming attacks is addressed in [190], [123]. Self interference cancellation to enable
simultaneous transmission and reception is also being considered in the context of
5G [80]. Although the inter-system interference is a challenging research topic the
focus of this thesis is on intra system interference. Hence, we consider the following
aspects.
Network densification is achieved by bringing access points closer to mobile users so
that network capacity can be increased and latency can be reduced. In this context,
the interference coordination problem becomes more prominent than current sparse
LTE deployments. Interference coordination in dense deployments is addressed in
several works [192, 25, 178, 82, ]. A semi-static inter-cell coordination based on a
game theoretic approach is proposed in [192]. The approach is based on CAP theory
for distributed computing where network shared data can have at most two of three
desirable properties: consistency (C), high availability (A) or tolerance to network
partitions (P). The framework introduced [166] proposes two algorithms to apply
either proactive time-domain or reactive carrier-domain co-tier interference coordination with different optimization goals. The main idea is to have a proper resource
division (time or frequency) by dynamically estimating the potential of the partitioning. A network capacity analysis by means of stochastic geometry is presented in
[101]. The work is concerned mainly on SINR thresholds for reliable communication
in ultra-dense networks. The approach presented in [82] groups transmission nodes
in a heterogeneous network into different layers according to the maximal transmission power. It presents a multi-layer cooperative framework taking into account
also energy aspects in the network. Although network densification can increase the
spectral efficiency per unit area, full benefits can be obtained only if it is supported
by backhaul densification, and advanced receivers capable of interference cancellation [25]. The trade-off between centralized and decentralised resource allocation is
analysed in [178]. The work comes with the conclusion that decentralised schemes
are sufficient if interference cancellation is present. Otherwise, coordinated resource
allocation starts becoming important.
Interference alignment can be performed in several dimensions: time, frequency,
space or at signal level [66]. The work [66] presents an iterative algorithm to achieve
interference alignment in relay networks and focuses on interference alignment in
spatial dimensions. Whereas, [122] considers advanced receiver techniques and joint
scheduling in the context of 5G. From the category of advanced antenna techniques
we can mention also massive MIMO approaches. Base stations in the upcoming
generation are expected to be equipped with a much larger number of antennas in
comparison mobile users in the cell. In such regime, the channel vectors become
highly directional. This makes it possible to concentrate transmission energy only
in certain directions while creating transmission opportunities for cells lying in the
other directions [18]. A major disadvantage of massive MIMO is that for large
numbers of antennas, more orthogonal pilots for channel estimation are required.
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This sets up an upper bound to the spectral efficiency. This problem is addressed
in [93] by introducing feedback compression and channel prediction techniques for
massive MIMO deployments.
Vertical sectorization is used to improve the networks capacity. It is realized by
splitting the beam covering a sector in a vertical domain resulting in to two beams
representing an inner and outer sector. In case of frequency reuse one, the same
frequency band can be assigned to both sectors resulting in an improved resource
share for the users. However, the mobile users located in the overlapping region
between two beams suffer from inter beam interference. This problem is addressed
in [98] by finding offset values in the elevation tilt between the inner and outer sector
beam in order to minimize the overlapping region between sectors while maintaining
the desired quality of service and coverage. Although advanced antenna techniques
are able to improve system capacity, the focus in this thesis is on single antenna
systems.
Cloud based radio access network is also one prominent design feature of 5G. Instead of mounting serving transmit antennas on a single base station per cell, they
are grouped into multiple remote radio heads which are deployed over a deployment
area, also known as antenna domain [194]. Such radio heads are then connected to
a powerful computing node where all the baseband processing is performed [156].
This design provides a considerable reduction on operational and capital costs for
the operator as multiple base stations are integrated in one single node. Interference
is present from neighbouring antenna domains and as such it needs to be coordinated. In this context, a cloud based fully synchronised interference coordination
approach is presented in [141] which is based on scheduling and subcarrier muting. Whereas, greedy schemes for user association algorithm and remote radio head
clustering algorithm at the aggregation node are presented in [153].
The evolution to the next generation of mobile radio networks does not only aim
to increase the network capacity but also to considerably reduce latency and to
improve reliability. Such goals are set for mission critical real-time communications
with extreme requirements on latency and reliability. Although this is a challenging
goal to achieve [148] the evaluations performed in [31] and [91] suggest that lowlatency and ultra-reliable systems are in principle possible with a proper physical
layer design exploiting diversity gain. However, this is possible as long as intercell interference is coordinated by keeping it at a low level [31]. Different antenna
diversity techniques to sustain a reliable communication over a 2x2 and 4x2 antenna
system is discussed in [145]. Finally, a framework containing both retransmission
scheme and timing analysis so that to satisfy traffic deadlines is presented in [92].
Current models used in semi-static ICIC schemes are not sufficient as they are mainly
built for the expected rate or channel state quality [140, 95, 158, ]. Operating
with expectation-based models is good on average but not necessarily suitable for
the worst case. Hence, new performance prediction models are required for ultra
reliable systems are desirable. The scenarios that we investigate throughout this
thesis concentrate mainly on proportional fair scheduling algorithm, which is used
for scheduling of non-real-time traffic. It does not have any deadline constraints
and cannot be used in hard real-time systems. Hence, new performance models
for real-time schedulers, such as rate monotonic scheduling and earliest deadline
first, are required. Additionally, the power and frequency allocations need to be
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such that the reliability constraints in factory automation systems are met. For
this, one needs to extend the SINR distribution models from a full buffer model
to periodic traffic and focus on the upper percentiles of the SINR distribution to
find thresholds where the system can operate at the desired reliability level. Such
thresholds can then be used as constraints in the problem definition, i.e. the power
and frequency allocations of the ICIC algorithm must guarantee that the SINR is not
smaller than the given thresholds. Such approaches can be taken into consideration
while designing interference coordination algorithms in the context of ultra-reliable
communication in 5G systems.

5.2.8

Discussion

As it can be noticed there is a multitude of options on implementing ICIC schemes
in LTE. Nevertheless, each combination of them is associated either with performance drawbacks or their implementation is difficult to be implemented practically.
For example, static schemes are relatively easy to implement as they have a low
communication overhead and complexity, but on the other side their performance
is inferior to dynamic schemes (fully-synchronized and semi-static). On the other
side, fully-synchronized schemes are able to adapt to instantaneous channel and
load conditions but their implementation is rather difficult as the communication
overhead of such schemes and the complexity are rather prohibitive for a practical implementation. A trade-off between both these extremes are semi-static ICIC
schemes. Their performance is better than static ones as the ICIC decisions are
able to adapt to changing load conditions, nevertheless their long coordination period does not allow for adaptation to instantaneous channel condition. Semi-static
schemes have a communication overhead, but their rhythm is much slower than that
of fully-synchronized schemes. Finally, longer coordination periods allow for more
room to compute the ICIC algorithms. Such characteristics are listed in Table 5.2.8,
making semi-static schemes feasible for deployment and able to adapt to changing
loads.
Performance
Static:
Fully Synchronized:
++
Semi-Static:
+

Communication Overhead
++
–
+

Complexity
++
+

Table 5.1 Characterization of ICIC classes.

From the topological point of view, semi-static schemes observed in the literature
are employed either according to centralized or according to distributed topologies.
While distributed topologies do not need a central coordinating unit, the optimization is mostly local and can be sub-optimal for large groups of cells. On the other
side, centralized schemes have indeed a birds-eye view and able to find a better
operational point than centralized ones but are prone to a single point of failure.
Additionally, the communication of all the cells in the network to a central coordinating unit causes a bottleneck. Therefore, a trade-off between centralized and
distributed topologies is needed. We see the need for a clustered topology for semistatic ICIC schemes, where multiple coordination units control the power allocation
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for groups of cells. The clustered approach is less local than distributed schemes
and does not suffer from a single point of failure. The problem size is smaller than
decentralized ones and has a lower communication overhead between cells and the
coordinating units than distributed approaches.
Distributed
Dynamic

Clustered
Centralized

ICIC

[57, 103, 186, 34, 196, 168]
[138, 151, 121, 152, 162]
[99, 38]

Distributed

[51, 52]

Centralized

[115, 165]

Semi-Static

Distributed

[67]

Static
Centralized

5.3

[100, 75, 191]

Problem Definition

The semi-static ICIC scheme considered here is illustrated in Figure 5.6 and operates
as follows. It decides on the power allocation per resource block and cell Pnk , which
remain fixed for a relatively long coordination period TIC  1 TTI. Furthermore, we
consider an extra logical node in the network which we refer to as Central Entity.
It coordinates the power allocation for a cluster of base stations I and is aware of
the average channel state of the terminals with respect to the base stations in the
SH
PL
cluster, i.e. hi,j,n · hi,j,n .
The goal of the ICIC algorithm running at the Central Entity node is mainly in
place to improve the cell-edge performance. Therefore, any optimization problem
that improves this performance can be considered. In the following, we study a
problem formulation where the ICIC algorithm decides on the power allocations by
solving the following max-min stochastic optimization problem:

(5.1)

max ρ
s.t.

N
X
n=1
N
X

Rj,n (Pn,1 , . . . , Pn,I ) > ρ ∀i, ∀j ∈ J (i),
Pn,i ≤ Pmax

∀i.

n=1

Above, Pn,i denotes the power allocation per resource block n and base station
i and Pmax is the maximal allowed transmission power per cell. The goal of the
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Figure 5.6 Schematic overview of the proposed semi-static ICIC [1].

optimization problem is to maximize the expected rates of the terminals in cell-edge
under the constraint that the power allocation per cell does not exceed Pmax .
For the computation of the expected rates Rj,n we use the rate expectation model
(4.12) which takes into account the impact of proportional fair scheduler and the
impact of varying interference power in the communication capacity of the wireless
links. Nevertheless, from the closed-form solution (4.32) we notice that the optimization variable Pn,i has a nonlinear relation to the rate expectation Rj,n used in
the objective function. The non-linear relation between the optimization variables
(power allocation) and the rate expectation (4.32) in closed-form make it difficult the
application of analytical optimization techniques. In order to tackle this problem, we
use heuristic strategies to solve semi-static interference coordination problems. Note
in particular that due to the nature of the semi-static approach and the duration of
the coordination period TIC , there is significantly more time available for determining
good solutions than fully synchronized ICIC running in a time-slot basis.
In the following, we study two different heuristic approaches. The first one is a
straight-forward reformulation of Problem (5.1) as integer linear programming (ILP)
problem which allows the application of standard solvers like CPLEX [2]. As a
second approach we propose the application of genetic algorithms (GA). While ILP
solver software systematically enumerates all the search space of the optimization
problems, genetic algorithms use stochastic search methods to find near-optimal
solutions. The search process is strongly influenced by the parametrization of the
genetic algorithm. Hence, we consider in the design of the genetic algorithm also
the tuning of the corresponding parameters. We use 2K factorial design in order to
identify the most influencing parameters and then fine tune the most relevant ones.
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ILP Reformulation

In order to convert Problem (5.1) into an ILP, we first discretize the optimization
variables Pni to a limited set of L transmission power values Pni ∈ {0, p, . . . , (L−1)·p}
where p is the minimal power step resolution that the base station can control. Given
b j,n,l1 ,l2 ,l3 , the problem
the discrete set of power settings and the associated rates R
becomes a combinatorial one. The reformulation of Problem (5.1) to an ILP for a
cluster of three base stations is given as follows:

(5.2)

max ρ
s.t.

N X
L X
L X
L
X

b j,n,l1 ,l2 ,l3 · xn,l1 ,l2 ,l3 > ρ ∀j,
R

n=1 l1 =0 l2 =0 l3 =0
L
L X
N X
L X
X

p(li ) · xn,l1 ,l2 ,l3 ≤ Pmax

∀i,

n=1 l1 =0 l2 =0 l3 =0
L
L X
L X
X

xn,l1 ,l2 ,l3 = 1 ∀n,

l1 =0 l2 =0 l3 =0

xn,l1 ,l2 ,l3 ∈ {0, 1},

b j,n,l1 ,l2 ,l3 are precomputed input
where xn,l1 ,l2 ,l3 is the decision variable and rates R
values to the optimization problem. The steps of the power levels are denoted with
b j,n,l1 ,l2 ,l3
li and the corresponding transmission power with p(li ). Expected rates R
for each power combination of l1 , l2 , l3 are precomputed according to the Formula
4.12. The ILP version is now optimized based on the binary variable xn,l1 ,l2 ,l3 which
represents the power allocation per resource block n for each of the base stations
in a coordination cluster. The redefined ILP problem is solved by an optimization
software (e.g. CPLEX) which guarantees to find the optimum of the given problem.

Solutions of the ILP problem are optimal for the given discretized power levels p ∈
{0, p, . . . , (L−1)·p} but not necessarily for the optimization Problem 5.1. Regardless
of the power level discretization the problem remains still NP-hard. Additionally,
the time taken to solve a problem varies drastically from time spans of minutes
up to hours for one optimization instance. This makes the corresponding power
masks to become outdated and impractical to be applied in real-world deployments.
Nevertheless, we use the solution to the ILP problem as a benchmarking scheme to
test the ability of a genetic algorithm implementation in finding a near optimum
solution to the given ICIC problem.
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Genetic Algorithm Design

The design of a genetic algorithm for inter-cell interference coordination starts by
reformulating the problem (5.2) to a max-min optimization problem as:
(5.3)

max

s.t.

min
∀j,∀i

N
X

N
X

Rj,n (P1,n , . . . , PI,n ),

n=1

pi,n ≤ Pmax

∀i

n=1

The objective of the genetic algorithm is Equation (5.3). The goal of the
Poptimization
is to find power allocations that maximize the minimal expected rate N
n=1 Rj,n over
all mobile stations in the coordination cluster. The next stage of the GA design is
encoding the individuals of a population into suitable data structures as well as the
implementation of each of GA operators.

Power	
  

Population Organization: Encoding of the problem solution into individuals of
genetic algorithm is problem specific and affects the design of the whole implementation. The representation that fits best for our implementation is value encoding.
It represents candidate solutions according to an array with fixed dimensions N xI
where N is the number of resource blocks in the system and I is the number of cells
involved in the co-ordination cluster. The entries of the array Pn,i , also known in
GA lingo as genes, represent the transmission power per resource block and cell.
The values that the power allocation can take are according to a discrete alphabet
A = {0, p, . . . , (L − 1) · p}. Then, the search space of the genetic algorithm consists
of N · LI possible solutions. In total, the population is composed of G individuals
which are iteratively modified from GA operators. The larger is the population size,
the better is the exploration capability of the GA for the search space. However, a
higher population size means also a higher computation load for the GA.
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Figure 5.7 Encoding of an individual as an array where each entry represents the transmission
power per resource block and cell.

Initialization: In order to provide diversity and help the GA in finding a nearoptimal solution with a relatively small number of generations, we initialize the
population in three equal-sized groups and for each group we apply one of the following initialization techniques:
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• Random initialization: genes of the individuals are assigned random values
from the alphabet A. The advantage is that it provides diversity in the initial
population and suggests different optimization paths that the GA can take.
• Pre-Defined Allocations: initialize individuals according to common power profiles in static schemes such as: frequency reuse one, three, fractional frequency
reuse as well as soft frequency reuse. This method assures that even if the GA
gets stuck in a local optimum, the power allocations will be at least as good
as the static schemes. Additionally, such scheme short the GA optimization
path in case the power allocations are similar or use parts of the pre-defined
population.
Fitness Evaluation: Before evaluating the fitness it needs to be assured that
the individuals fulfill the problem constraints. I.e. that the power allocation per
cell must not exceed the maximal value allowed Pmax . For this, we implement a
routine that checks this condition and corrects the individuals so that the constraint
is satisfied.
The check routine computes the sum of each row of the individual
PN
∀i : n=1 pn,i and compares it with Pmax . If the constraint for cell i is violated, then
the correction subroutine randomly picks one of the power allocation pn,i and reduces
it by value p until the condition is met. If this condition is still not satisfied by totally
zeroing the power of the randomly chosen resource block, then the subroutine picks
another one and so forth until the condition is met. After all the individuals pass the
constraint test on maximal power allocation per cell, the algorithm proceeds with
the evaluation of genomes.
The goal of the optimization is maximization of the minimal rate, hence a higher
fitness value corresponds to a better power allocation quality. Let g be an individual
at an arbitrary generation and Pi,n (g) the corresponding power level at base station
i and resource block n, then the corresponding fitness value of the individual is:
(5.4)

y = min
∀j

N
X

Rj,n (P1,n (g), . . . , PI,n (g)),

n=1

which is the minimal expected rate among all the mobile terminals in the coordination cluster. To compute the fitness we use the rate-expectation model (4.12),
which assumes independent relation between resource blocks. Although not as accurate as models (4.35), (4.32) and (4.42) it has the lowest complexity among them.
The fitness evaluation is the most time consuming operation in a genetic algorithm,
therefore the application of light-weight evaluation methods is of enormous help in
reducing the run-time of the implementation.
The assumption on resource block independence additionally simplifies the computational load because several computations can be reused throughout the GA optimization. In the course of the optimization process, it often occurs that the same power
combination Pn,1 , . . . , Pn,I appears in several generations as part of the individuals.
A re-calculation of the rate integral (4.42) would be a waste of computational resources. Hence, the GA pre-computes the rate expectations Rj,n (pn,1 , . . . , pn,I ) for
each mobile station and power allocation combination Pn,1 , . . . , Pn,I . In total there
are J · LI rate integral computations that are computed before of the GA optimization. The corresponding results are saved in an array which is then read from the
fitness evaluation operator.
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Selection: Selection operator improves the general quality of the population by
giving a higher chance to individuals with better fitness to be copied to the next
generation. The selection technique that we use is tournament selection, due to its
efficiency and simple implementation. In tournament selection all individuals have
a chance of being selected thus preserving diversity in the population. Additionally,
tournament selection has an efficient time complexity especially for a parallel implementation and it does not need to sort the individuals as in the case of roulette wheel.
These features make the choice tournament selection suitable for implementation in
distributed and parallel architectures. Tournament selection chooses a random group
of individuals from the population and copies the fittest individual from this group
into an intermediate population. The size of the group is called tournament size,
which we set to two (binary tournament). Higher values of tournament size lead to a
loss of diversity in the population and increase the chance that the GA optimization
gets stuck in local optima. The procedure is repeated NT times, which is also the
size of the intermediate population.
Crossover: Crossover operator creates new individuals by recombining selected
parents from the previous step. For each member of the intermediate population it
decides according to the crossover probability pC whether the parents will crossover
or not. If no crossover is decided than the parents are left unchanged. Otherwise,
crossover is performed according to one of the following techniques:
• Single Point Crossover: as shown in Figure 5.8 selects one crossover point on
both parents, which marks the swapping position that the genomes exchange
their genomes. The position of the point is random and can take values between
1 and N .

Crossover

Figure 5.8 The randomly selected random point defines the swapping position between parents.

• Uniform Crossover: as shown in Figure 5.9 decides for each entry in the parent
arrays if they will be swapped or not. The decision is random and has a
probability of 0.5. Compared to single point crossover, this method allows for
a more extensive search of the solution space.
The decision which scheme to choose is decided in the evaluation part of this chapter,
where we estimate the impact of the above schemes on the efficiency of the GA.
Mutation: A graphical representation of the mutation operator is given in Figure
5.10. For each element of the individual array it is randomly decided according to a
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Crossover

Figure 5.9 Multiple random points define the swapping positions between parents.

mutation probability PM whether the element will be mutated or not. In case it is
decided for a mutation, then the element of the individual array is changed randomly
according to one of the alphabet entries A.

Mutation

Figure 5.10 Entries of the individual are selected randomly for mutation with probability PM .
The selected entry is assigned a random entry from the individual alphabet.

The selection of the mutation probability PM affects both the diversity of the GA
as well as the ability to inherit genomes to the proceeding population. A pM value
of one transforms the GA to a pure random search algorithm as it does not allow
inheritance of genes. On the other side, a PM value of zero causes the diversity
in the population to decrease as the number of generations grow. Like the other
parameters, the mutation probability needs to be tuned as well.
Replacement: After the mutation operator, the temporary population is ready
to replace the original one which will serve as the base for the next generation. In
order to create the new generation of individuals, the individuals of the intermediate
population are compared with the current one. If the intermediate individual has a
greater fitness, then it replaces the corresponding individual. In this way, it is part
of the new population and serves as a base for the next iteration. Otherwise, the
older individual with a higher fitness further remains part of the next generation.

5.6

Factorial Design of Genetic Algorithm

For the tuning of the genetic algorithm parameters we run a series of tests with the
purpose of gathering information about factors that influence the ability of the GA
to find a near-optimal solution. The input parameters of the optimization process
are changed on purpose so that to identify the factors that influence the most the
variation of the GAs response. Factors that influence the optimization process are:
i) crossover ii) mutation and iii) replacement rates, iv) population size, v) number
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of generations, vi) crossover method and vii) the realizations of random number
generators. The process is the genetic algorithm evolution and the response is the
set of power masks for each cell in the coordination cluster. As illustrated in Figure
5.11, some of the process variables x1 , . . . , xK are controllable whereas other ones
z1 , . . . , zK such as random number realizations used from the GA operators are
uncontrollable. The output of the process are the optimized power masks which have
one observable quality measured from their fitness value y. By means of experimental
design we aim to:
1. Determine which parameters mostly influence the GAs response y, i.e. the
fitness of the output.
2. Set the parameters xk so that the fitness of the resulting power masks y have
a near-optimal fitness (optimum determined from the solution of an ILP problem).
3. Determine where to set the GA parameters xk so that the variability in y is
small.
4. Determine where to set the influential GA parameters xk so that the optimization process is robust and insensitive to external sources of variability.
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Figure 5.11 Factorial design applied to optimisation of genetic algorithm parameters.

By means of 2K R factorial design we estimate the influence that K different parameters have on the ability of the genetic algorithm to find a near optimal solution.
Each parameter is allowed to take only two levels. Due to the stochastic nature of
the genetic algorithm the effect of the parameter change cannot be estimated with
a single run. Therefore, the experiments are replicated R times with the same set
of parametrization. The levels can be of quantitative or of qualitative nature. A
quantitative level represents the values that a parameter can take, i.e. mutation
and crossover rate. Whereas of qualitative kind of level represents represents which
crossover method to use: uniform crossover or single point crossover. For quantitative factors factorial design although cannot explore a wide range of factor space,
it can determine promising directions in improving the factors. It also helps us to
identify whether the difference in performance of two levels of a factor or their combination is significant enough to consider a further examination. The levels which
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Run
(t)

x1

Factor
...
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Response
yi,r

Mean
yt

xK

1
..
.

S1,1

...

SK,1

f1
..
.

y1,1

...

y1,R
..
.

y1

K
K+1
..
.

SK,1
Sk1 ,k2 ,1

...
...

SK,K
Sk1 ,k2 ,K

fK
f1 f2
..
.

yK,1
yK+1,1

...
...

yK,R
yK+1,R
..
.

yK
y K+1

T = 2K

Sk1 ,...,kK ,1

...

Sk1 ,...,kK ,T

f1 f2 ...fK

yT,1

...

yT,R

yT

Table 5.2 Example of representation a 2K R factorial design experiment results.

the parameters can take are referred to as “low” and “high” and are labeled by the
signs “-” and “+” respectively.
The plan of experiments and the corresponding results for a 2K R factorial design
are shown in Table 5.2. In the first column we write the experiment ID t which
represents the configuration of factors x1 , . . . , xK . In the second column we map the
level of variable xk to the sign s(xk ) like following:
(
+1 if factor xk at “high” level
s(xt,k ) =
−1 if factor xk at “low” level
If factor xk is set at the upper level then, the corresponding sign s(xt,k ) in the
second column is set to positive, else if the factor is at the lower level it is set to
negative. The performance of the GA is evaluated for all possible level combinations,
hence the maximum number of experiment configurations is T = 2K . For the same
configuration t, we replicate the GA execution R times with different seeds of random
number generators so that to obtain statistical confidence. In total we perform 2K R
computations for a given configuration of parameters.
For each level combination of factors xt,1 , . . . , xt,K , the genetic algorithm computes
the power allocations Pn,i for every resource block n = 1, . . . , N and cell i = 1, . . . , I
in the coordination cluster. The power configuration has a fitness ρGA which is also
the expected rate for the worst terminal in the coordination cluster. The ability of
the GA to find a near optimal solution is evaluated by the ratio of the GA fitness
ρGA
t,r with the optimum value obtained from the solution of the ILP problem (5.2)
given as:
ρGA
t,r
(5.5)
yt,r = ILP .
ρt
The values that the function can take range between zero and one, where one shows
that the GA has found the optimal solution. For each parameter configuration t we
replicate the GA optimization R times and collect the results yt,1 , . . . , yt,R for further
processing.
Consequently, the results of the factorial design can be fitted to a linear regression
model given as:
(5.6)
K
K
K
X
X
X
X
y = β0 +
βk xk +. . .+
βk1 ,...,ki xk1 ·. . .·xki . . .
βk1 ,...,kK−1 xk1 ·xK−1 +
k=1

i=2 ki >...>k1

kK−1 >kK−2
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where  is the error component of the regression model, the regression coefficient β0
is the mean value of the response y from all 2K R experiments, βk are the effects of
the individual factors on the response and lastly, coefficients βk1 ,...,kK are the effects
of interactions between factors. The computation formulas for each of the effects are
given in [87] as:
2K R
1 XX
yt,r ,
β0 = K
2 R t=1 r=1
and the effects βk are the effects of the individual factors on the response and the
coefficients βk1 ,... are the corresponding interactions given as:
2K

1 X
s(xt,k )y t ,
βk = K
2 R t=1
2K

βk1 ,...

1 X
= K
s(xt,k )y t ,
2 R t=1

where s(xt,k ) is the sign in the experimental design matrix (see second column of
Table 5.2).
By means of the regression model (5.6) we can also model the response of the GA
as:
(5.7)
K
K
K
X
X
X
X
ŷt = β0 +
βk st,k +
βk1 ,...,ki st,k1 ·. . .·st,ki . . .
βk1 ,...,kK−1 st,k1 ·st,kK .
k=1

i=2 ki >...>k1

kK−1 >kK−2

where st,k are the signs in the second column of Table 5.2.
The total variation of the response y also known as total sum of squares (SST) is
given by:
2k R
X
X
SST =
2k Rβt2 +
2t,r .
t=1

t,r

It is composed of the sum of two main parts: a) the total variation explained by the
factors and their interactions and b) the variation of the experimental error. The
variations explained from factors x1 , . . . , xK are given from the expression 2k R2k Rβt2
where t = 1, . . . , K. Meanwhile, the contribution of interactions in the total variation
is obtained for t > K. The second term of the total variation (5.7) is the unexplained
variation attributed to experimental errors. Hence, we measure the importance of
a factor and the corresponding interactions from the proportion of the response
variation ηt that it causes on the GAs output as:
ηt =

SSt
· 100.
SST

The difference between the estimated response ŷt from model (5.7) and the true
response yt,r from the corresponding experiment is the experimental error given as:
(5.8)

t,r = yt,r − ŷt .
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The variation of errors also known as the sum of error squares (SSE) is given as:
K

SSE =

2
R
X
X

t,r

t=1 r=1

Based on SST and SSE we can estimate the goodness of fit R2 of the regression
model as:
SSE
R2 = 1 −
.
SST
It is a metric telling how well the regression model fits the data and can take values
from zero to one as well. The nearer is the R2 to one the more can the regression
model can explain the variation of the response.

5.7

Parameter Optimization

The goal of this evaluation is to find a GA parametrisation which is able to deliver
solutions that are near-optimal and robust to the randomness of evolutionary search.
We search for a parameter configuration of population size (P), crossover rate (C),
mutation rate (M), number of generations (G), reproduction rate (R) and also to
decide on the crossover method (U). It is not clear yet which one of the schemes:
uniform or single point crossover suits better our implementation. In total, there are
K = 6 factors where each one is allowed to take only two values. The experiments are
replicated R = 30 times with different seeds of random number generators. Hence,
we use 26 30 factorial design to identify the most significant parameters and then
fine tune them through full factorial design. The methodology used to find the most
influential factors of the GA are as following:
Factor estimation: For the initial screening of the factors we set the factor levels
relatively far apart from each other and execute the factorial design. Then,
we search for representative factors and interactions. Important factors can be
identified by checking the change that they explain on the response variation,
based on Formula (5.6). Additionally, by investigating the sign and magnitude
of the effects we get also insights on which directions such factors need to
be adjusted so that the ability of the GA to find near optimal solutions is
increased.
Refine model: we refine the model by removing insignificant factors and check
about its adequacy. We fix the insignificant factors and analyse whether the
new regression model can still explain most of the GA response variation.
Set new levels: After identifying the most influential parameters, we set less discrepant lower and upper bounds until the main effects fade out. The direction
of movement, i.e. whether to interact with the upper or lower value of the
factor is suggested from the sign of effects. For a negative sign, we decrease
the upper level of the factor. It indicates that an increase of the upper bound
has a negative effect on the GAs ability to find a near optimal solution. Else,
for a positive sign, we increase the lower level of the corresponding factor.

5.8. Numerical Evaluations
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After reconfiguring the most influencing parameters and fixing the unimportant ones, we proceed with the execution of the factorial design for the rest of
the parameters. We proceed by fixing insignificant parameters until the linear regression model cannot explain accurately enough (R2 less than 80%) the
changes in variance. For the remaining factors we perform then, an exhaustive
search of all remaining factors at all levels and at all combinations. Then, the
configuration delivering the highest fitness is selected as final parameter for
the GA.

5.8

Numerical Evaluations

The configuration of upper and lower bounds of the GA factors are represented in
Table 5.3. The first configuration serves mainly for screening purposes in order to
get a first view of the parameters impact and their interaction on the optimisation
process. Hence, we set the lower and upper bounds relatively far apart. The corresponding results are presented in Table 5.4. There we notice that the factors P , G,
C and M have the highest impact on the GA response. The most significant interactions are between population size, mutation rate and crossover rate where P : M
and C : M explain respectively 7% and 11.5% of the response variation. The results
also indicate that crossover method (U) and replacement rate (R) have a relatively
small impact on the GAs response. Based on the effect values we notice that an
increase in population size, number of generations and crossover rate has a positive
impact on the solution quality. This motivates us to increase the corresponding lower
bounds of such parameters and further investigate their impact. On the other side,
varying the mutation from 0 to 1 has a negative impact on the response quality.
Setting the mutation rate at one destroys the transfer of fit individuals from one
generation to the other. Hence, the GAs performance is equal to that of a random
search. Therefore, in the next configuration we consider a parametrisation with a
smaller upper bound.
From the second configuration we notice that the significance of the number of
generations fades out. Hence, we fix the number of generations to the lower bound
1000 as a higher change has a relatively light effect on the response. Additionally, a
larger number of generations increases the computational load of the GA. We notice
that also for this configuration the impact of crossover method and reproduction
rate is insignificant when compared to population size, crossover and mutation rate
factors. Therefore, we fix crossover method to uniform as the switch from single
to uniform crossover has a positive effect. We also fix the reproduction rate to 0.5
as the change in response variation is low and a higher value would also increase
the GAs computational load. Another insight that we get from Configuration 2 is
that increasing the mutation rate alone has a positive impact. However, it interacts
with the population size and crossover rate. From Table 5.3 we notice that an
increase of the mutation rate and population size together has a negative effect on
the GA response. Similarly, a joint increase in crossover and mutation rate has also
a negative impact on the GAs response.
For the third configuration, we reduce the number of factors to three by fixing the
number of generations, reproduction rate and crossover method according to Table
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Factor
Population Size
No. Generations
Reproduction Rate
Crossover Rate
Mutation Rate
Crossover Method

Symbol
P
G
R
C
M
U

Conf. 1
+

Conf. 2
+

Conf. 3
+

10
1000
100
1000 800 1000
10
10000 1000
10000
1000
0.5
1
0.5
1
0.5
0
1
0.1
1 0.8
1
0
1
0.01
0.1 0.01
0.1
Single Uniform Single Uniform Uniform

Table 5.3 Factorial designs composed of two level configurations of the parameters. The first
two configurations serve to identify the most influencing parameters in the genetic algorithm.

5.3. Although from Config. 2 we notice that for the given factor ranges there is
an interaction of population size and crossover rate. The interaction is considerably
smaller than their effect alone on the GA response. The lower and upper bound for
the mutation rate are kept the same, while the borders of the population size and
crossover rate are set nearer to each other. The results show that the significance of
the population and crossover rate diminish. I.e. the change of the population and
crossover rate alone from the lower to upper bound does not affect the response.
Nevertheless, the change of crossover rate in combination with the mutation rate
has an importance of 5%, but when compared with the significance of the mutation
it is considerably smaller. Hence, we fix in this stage the population size to 800 and
crossover rate to 0.8.
Mutation rate has still the highest impact on the response variation, therefore we
perform a further evaluation in fine-tuning the mutation rate. For this we perform
one-factor factorial design where we vary the mutation rate from 0 to 0.1 with steps
of 0.3 and search for the mutation rate that gives the highest mean value. The
results are shown in Table 5.5. The highest effect is obtained with the mutation rate
at 0.03, which is also the last parameter that we set for our genetic algorithm.

5.8.1

Efficiency of the Genetic Algorithm

In the following we evaluate the ability of the genetic algorithm in finding qualitative
power allocations according to the parametrization given of Table 5.8. Additionally,
we are also concerned with the execution run-time of both ILP-solving software
(CPLEX) and genetic algorithms in commodity hardware.
The presence of the linearized ILP Problem (5.2) facilitates the analysis of the genetic algorithm efficiency in finding near-optimal solutions. The ILP solution found
through CPLEX serves as an upper bound for the GA optimization. Let yGA be the
fitness of the best power allocation that the GA finds and let yOPT be the fitness
max of the ILP solution. Then, the quality of the solutions of the genetic algorithm
η s for scenario s is given as:
(5.9)

ηs =

s
yGA
.
s
yOPT

We refer to this parameter as the efficiency of the genetic algorithm and is bounded
between zero and one with value one indicating an optimal solution has been found.
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Config. 1
%
Effect

Config. 2
%
Effect

Config. 3
%
Effect

P
22.43
4.225e-02 10.52 3.327e-02
0.00 0.0001160
G
9.67
2.77e-02
2.53 1.630e-02
R
0.13
3.246e-03
0.22 3.327e-02
C
11.11 2.2.973e-02
8.05 2.911e-02
0.25 -0.0015854
M
8.08 -2.536e-02 47.68 7.082e-02 85.70 -0.0292718
U
1.09
9.297e-03
1.68 1.331e-02
P:C
3.70 -1.717e-02
1.13 -1.091e-02
0.00 0.0001401
P:M
7.00
-2.36e-02
5.84 -2.479e-02
0.09 -0.0009702
C:M
11.51 -3.026e-02
9.69 -3.192e-02
4.81 -0.0069369
M:U
1.06 -9.166e-02
4.23 -3.192e-02
P:C:M
4.01
1.01
0.91 7.3033-03
0.01 0.0003746
Residuals
6.06
5.42
9.12
Table 5.4 Results for the 26 30 factorial design of Configurations 1 and 2. Factors higher than
5% are marked as important and annotated in bold. Factors (except R) yielding a change less
than 1% are not shown here.

Mutation
Effect
Mean
CI

0

0.03

0.06

0.09

0.10

-0.053
0.024
0.011
-0.019
-0.27
0.89
0.965
0.961
0.930
0.922
(0.859 0.935) (0.946 1.0) (0.943 0.979) (0.907 0.952) (0.900 0.945)

Table 5.5 Results of one factorial design for an adequate mutation rate. 99% confidence
interval

In order to gather statistical confidence the evaluation is performed for 30 different
scenarios, which compose different search spaces for the optimization processes of
both GA and CPLEX. Additionally, for each scenario the GA optimization is replicated 30 times with different seeds of random number generators. By means of the
latter replication we gather statistical confidence on the robustness of the GA with
respect to the randomness of the search process. We perform the evaluations for
each of the pre-defined scenarios: a) Urban Micro-cell (UMi), b) Urban Macro-cell
(UMa), c) Suburban Macro-cell (SM), d) Ray-traced. Basically, the scenarios differ
from each other from the inter-site distance, the maximal allowed transmission power
per cell Pmax and the number of mobile stations in the simulation area (30, 60 and
Parameter
Population Size
Number of Generations
Reproduction Rate
Crossover Rate
Mutation Rate
Crossover Method
Table 5.6 Best performing configuration.

Symbol

Setting

P
G
R
C
M
U

800
1000
0.5
0.8
0.03
Uniform
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90 MS). The interference coupling for mobile stations in the cell edge is stronger for
the UMi scenario as it has the nearest positioning of base stations and it diminishes
for the UMa and Ray-traced (cell-radius of 500 m), and Suburban Macro-cell (1200
m). The corresponding results are plotted in the form of box-plots in Figure 5.12.
The red line inside a box indicates the median of the runtime, whereas the box upper
and lower corners indicate the first and third quartiles of the observed distribution.
Whereas, the upper and lower whiskers indicate the maximum and minimum observed runtime not considering outliers, which are plotted individually. As outliers
are considered data points that lie more than one and a half times the length of the
box from either end of the box. Such points are plotted with the + symbol.
In general, the results show a good performance of the genetic algorithm. In fact
the lowest median lies at 98% and the worst outlier lies at 94% out of 3600 total
GA runs. Such data indicate ability of the genetic algorithm in finding near-optimal
solutions which are almost as good the solutions from the ILP solver. We also notice
that the parametrization is in general robust to the scenario under consideration as
well as the number of mobile stations in the coordination cluster region. In fact, the
search space of the GA, i.e. power combinations per resource block and cell remain
the same also for different number of mobile stations and inter-site distance between
cells. Such observations suggest that the quality of the GA for parametrization of
Table 5.8 is relatively qualitative and robust at the same time.
For the numerical evaluation of the pre-computation, CPLEX and genetic algorithm
in commodity hardware we use the following methods and material. We use a PC
with an AMD Phenom(tm) II X4 945 processor composed of 4 cores operating at 3
GHz clock frequency and 3 GB of RAM. The operating system is Ubuntu 14.04 with
gcc version 4.8.2. Whereas the genetic algorithm is implemented by means GALib
library [184]. The optimization process of the genetic algorithm is implemented
in sequential code, whereas the rate pre-computation is implemented in parallel.
In the following we evaluate how the pre-computation scales with an increasing
number of cores as well as compare its run-time with the optimization algorithms:
a) CPLEX and b) GA. Pre-computation time decreases with an increasing number
of computing cores. The implementation of GA is in sequential code and no parallel
aspects are considered yet. Hence the computation remains unaffected from an
increasing number of cores. Additionally, the computation time is much more stable
than CPLEX. Its computation time ranges from as low as 22 seconds to as high as
hours.

5.8.2

Power Allocations

Output of the optimization process from both the ILP solver and the genetic algorithm are power allocations Pn,i per resource block and cell. For each configuration
of mobile stations the optimization algorithms compute power allocations that maximize the rate expectation of mobile stations with the worst expected rate. Hence,
cell-edge mobile stations influence the most the result of the optimization process.
The question that arises is whether there are any similarities between power allocations which can lead in using a fixed power allocation that fits most of the typical
configurations so that we do not need to compute the interference coordination algorithm for changing topologies of mobile stations. To answer this question we
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Figure 5.12 GA ability in finding a near-optimal solution
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Figure 5.13 Runtime of rate pre-computation, genetic algorithm and ILP solver (CPLEX).

compute by means of the genetic algorithm power profiles for several mobile stations positions in the coordination area and investigate the outcome of the genetic
algorithm. The corresponding topologies and the corresponding power profiles are
shown in Figure 5.14.
In Figure 5.14.a we show the configuration of mobile stations located in the central
region of each cell. For such kind of configuration the best power allocation that
the genetic algorithm suggests is a soft-frequency reuse power profile. The first cell
transmits throughout all the frequency spectrum with a relatively uniform power
profile but with the lowest transmission power. Whereas the other two cells transmit
only for the half of the spectrum according a frequency reuse two pattern. In general,
we notice that no more than two base stations transmit in the same resource block.
The second configuration considers another extreme positioning of mobile stations
where mobile stations from each cell are located near the cell edge. The corresponding positioning and power allocation is shown in 5.14.c and 5.14.d. For the second
cell we notice a stairway profile whereas for the other two cells there is no recognizable pattern based on which we can draw any insights. Nevertheless, due to the
symmetry of the scenario the power profiles for the first and second cell are relatively
similar.
The third configuration considers a topology where mobile stations from the first
cell are allocated near the cell edge, whereas the other two cells have mobile stations
located near the cell center. The base station that has mobile stations located near
the cell edge transmits in a smaller bandwidth but with a stronger transmission
power per resource block than the other cells. Whereas, the other two cells transmit
with a low transmission power per resource block but along a much wider spectrum
than the first cell.
The transmission power is at maximum and the other two cells whose mobile stations are allocated in the cell center transmit at minimal levels so that not to disturb
the transmission in the first cell. The transmission profile of the first cell for the
resource blocks 18-25 is according to an increasing stairway. Also in this configuration, not more than two base stations are allowed to transmit per resource block.

5.9. Discussion

113

The transmission power for the other two cells where the mobile stations are located
in the cell center transmit with a lower transmission power than the first cell and
the transmission profiles are relatively similar to each other.
The last configuration considers one group of mobile stations located near the cell
center whereas mobile stations in the other two cells are located near the cell edge
as shown in Figure 5.14.g. For such configurations we notice frequency reuse two
power profile for the cells with cell-edge located terminals. Whereas the cell with
the centrally located terminals transmits over the whole spectrum.
We can notice that no standard power masks were found like: frequency reuse one,
three or fractional frequency reuse patterns. Instead, optimized power masks differ
from scenario to scenario and are dependent on the position of the mobile stations
in the coordination cluster. In general we notice that the algorithm trades frequency
spectrum for transmission power. From the four observed models that we considered
there is no universal power combination that can be used for each of the coordination
scenarios. Hence the power allocation problem (optimization problem) needs to be
executed for each topology of mobile stations (considerable change in the topology
of mobile stations). Nevertheless, we notice that no more than two base stations
transmit at the same resource block. This helps obviously to keep the interference
level per resource block at a low level.

5.9

Discussion

In the following we discuss about the limitations of the semi-static scheme that we
introduce in this chapter. As we notice, the algorithm works well for groups of three
base stations.The orientation of sectorized antennas is inwardly of the coordination
cluster. Such configuration creates clusters of cooperating base stations, which are
interference isolated from the other ones in the network deployment. An illustration
of such system design is given in Figure 5.15 where we represent our ICIC philosophy in a network level. For each cluster there is a coordination unit which then
regulates the transmission power for each cell in the coordination cluster as well as
each resource block. This design provides a good trade-off between cluster size and
cooperation in system level. As such, network planning has to include such antenna
orientation from the planning phase.
In practice though, ICIC algorithms are seen as an extra feature of such systems and
are employed after the radio aspects of the system have been decided, e.g. position
of base stations, transmission power per cell, antenna down-tilt, etc. This creates
irregular patterns of base stations which cannot be isolated anymore into groups
of three base stations which we suggest. Creating cooperating clusters becomes
a challenging task as the decisions on power allocation in a cluster influence the
performance of neighboring clusters as well. On the other side, if we increase the
number of cooperating base stations increases also the computational complexity
of the ICIC algorithm. Because more base stations have to be included in the
cooperation the GA has to evaluate also more candidate solutions per generation.
Most probably, we would need also a larger number of generations as the search
space increases proportionally also with the cluster size and the number of mobile
stations located in a cluster. Therefore, we identify the need for future works on
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Figure 5.14 Samples of power allocations generated from our GA-based ICIC scheme.
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Figure 5.15 Antenna orientation for the proposed semi-static ICIC.

extra clustering algorithms that can automatically create coordinating clusters for
practical deployments and with arbitrary antenna orientations.
This problem can be addressed by means of distributed approaches. Base stations
need to share with each other pathloss values so that to negotiate with each other
whether they want to be part of a cluster or not. The decision then needs to be
based on the amount of interference coupling between cells. For example, strongly
coupled cells should be included in a coordination cluster in order to improve the
performance at cluster level. Future works might address this aspect as well as the
tradeoff between strongly interrelated aspects such as cluster size, computational
burden and performance benefit.
Finally, the performance model that we use here is a simplification of the unique
MCS model rate expectation model used to describe the performance of practical
PF scheduling deployments. Instead, we use the independent MCS model where the
decisions on each RB are taken independently of each other. The reason for such
decision relies on the computational complexity of the unique MCS model, which
has a considerably higher exponential complexity (w.r.t. the number of RBs) than
the model that we use for ICIC. Although less inaccurate, the usage of such a model
is beneficial as it is lighter to compute. Hence, allowing a quicker execution run-time
for the ICIC algorithm.

5.10

Conclusions

Semi-static inter-cell coordination allows coordination of transmission power between
cells for relatively long periods spanning from 100s of milliseconds up to seconds.
Whereas in a time-slot basis, the local scheduler at the base station adapts to the
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random variation of channel gains resulting to a random evolution of the system
performance during semi-static coordination periods. Optimization over a randomly
varying variable requires stochastic optimization methods that can improve the longterm system performance rather than the instantaneous one. The semi-static ICIC
that we introduce is formulated as an optimization problem whose objective is maximization of the minimal expected throughput over all terminals in the coordination
cluster. Unfortunately, the relation of the optimization variable (power allocation)
with the throughput expectation (optimization objective) results in a non-linear relationship making it difficult to employ analytical methods to solve the optimization
problem. Hence, heuristic methods are used to coordinate the power allocations
for semi-static ICIC. The first optimization approach that we propose linearizes the
optimization problem to an ILP, whereas the second one uses a genetic algorithm to
optimize the transmission power per resource block and cell.
The reformulation of the power allocations problem as an ILP problem allows the
usage of problem solving software, which is able to find qualitative power allocations for the given search space. Nevertheless, the computational complexity of
the resulting optimization problem increases drastically and the computational time
spans from hundreds of seconds up to minutes, which is not suitable for practical
implementations. On the other side, genetic algorithms have a linear computational
time, lower complexity and the quality of power allocations is almost as good as
that of ILP solvers which guarantee to find the optimum for the given search space
(i.e. discretized power steps). Additionally, the linear-time complexity and the independence between individuals of a generation make genetic algorithm suitable for
implementation in parallel architectures for a quicker execution time. Hence, we
proceed in the next chapter by porting the genetic algorithm implementation in
a parallel computation platform in order to reduce the computational time of the
algorithm.
The output of the optimization process differ for different topologies of mobile stations. Optimized power allocations have a different pattern than traditional static
power profiles like frequency reuse one, three and fractional frequency reuse. Additionally, the patterns considerably change for different topologies of mobile stations,
indicating that the coordination algorithm needs to run periodically and adapt to
mobile scenarios. Nevertheless, it is still left open the questions: how often should
run the coordination algorithm? What execution platforms match well for a short
execution run-time? What is the impact of mobility in the system performance?

6
Interference Coordination in Mobile
Scenarios
In this chapter we deal with the practical aspects of semi-static ICIC. So far we
showed that semi-static ICIC can be formulated as a stochastic optimization problem and it can be solved by means of heuristic optimization methods. We observe
that the linearized version of the semi-static ICIC problems can be solved nearoptimally by means of a genetic algorithm. Nevertheless, an open issue still remains
though and is related to the question how fast the adaptation should be performed
and what implications does it have on system performance. This depends mainly on
two issues: a) on the runtime of the genetic algorithm to solve the ICIC optimization problem and b) on the mobility of mobile stations. In this chapter we address
both these aspects. Firstly, we consider the design of semi-static inter-cell interference coordination schemes for LTE networks in parallel computing architectures.
We introduce an efficient genetic algorithm implementation in graphic processing
units and evaluate its run-time. Secondly, we investigate the impact that different
ICIC have in typical mobile scenarios and evaluate also the impact that different
coordination periods have on such scenarios. Finally, we also evaluate how does
the performance of stochastic semi-static ICIC compare the performance of schemes
using simplistic models and shorter coordination periods. The work presented in
this chapter is an extended version on the author’s previous work coauthored and
presented in [1].

6.1

Introduction

The relatively long coordination time of semi-static ICIC and the random evolution
of performance during the coordination intervals need to be formulated as a stochastic optimization problem where the expected system performance is to be maximized.
Optimization on expected systems performance turns out to be a highly non-linear
optimization problem depending on the fading statistics of the signal-of-interest as
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well as all interfering signals. In addition, these statistics translate into a throughput
behavior which is further influenced by the modulation and coding schemes as well
as by the dynamic resource scheduling at the individual base stations. So two fundamental problems are to be solved: (i) Modelling the expected system performance
and (ii) Optimizing the power allocations accordingly. We have already addressed
both these issues: In Chapter 4 we addressed stochastic performance models for
interference limited LTE systems. In Chapter 5 we then fundamentally address the
issue of solving the optimization problem. Up to this point we show that - in principle - the resulting stochastic optimization problems can be solved near-optimal by
the application of genetic algorithms (GA).
There still remains the question how frequent the semi-static ICIC approach should
be executed. This depends mainly on two issues: How fast do the channel states
change (in comparison to the underlying statistical model used for the computations). That is essentially a question of mobility. On the other hand, the question
arises how fast the power allocations can be generated. Basically this is a trade-off
because mobility-wise one would expect that the more frequent the power allocations are updated, the better the system should perform. However, there must be
a limit to the computation times which sets a hard limit on the periodicity. The
contribution of this paper is to address this trade-off. We deal with it by: (i) Firstly,
evaluating how sensitive the system performance is when operating semi-static ICIC
at different update periods (ii) Secondly, we introduce a highly efficient implementation of our proposed genetic algorithm for semi-static ICIC based on general purpose
graphic processing units, taking advantage of their high degree of parallelism. Besides the programming aspects of our implementation we show in particular that the
reuse of solutions from previous allocation phases results in a drastic speed-up of the
execution run-time of the coordination scheme. This has a direct impact on the system, where with decreasing update times for the semi-static ICIC, an improvement
in performance is noticed.
We evaluate the system performance sensitivity of our semi-static ICIC scheme
(based on a rate expectation model) in comparison to three typical ICIC schemes
from related work: a) static power allocations, b) semi-static schemes using a simplistic performance models or derivatives thereof and c) fully synchronized scheduling and power allocation. Simplistic models are commonly used in related work c.f.
[62, 105, 197] due to their simplicity and constitute the main comparison scheme from
the category of semi-static ICIC. Thirdly, we evaluate the performance of semi-static
ICIC schemes in relation to instantaneous ICIC schemes adapting both scheduling
and power allocations in a time-slot basis. The short-time spans of the coordination
allow a quicker reaction to instantaneous channel gains and can lead to a better
performance than semi-static ICIC scheme. Hence, we evaluate the performance
trade-off of semi-static ICIC in comparison to a joint scheduling and power allocation scheme. Surprisingly, we notice that even small delays (orders of ms) in fully
synchronized schemes result to considerable performance loss and a performance
behavior comparable with semi-static ICIC schemes.
We organize the presentation of this chapter as following. Section 6.2 deals with related work on genetic algorithm implementations on GPUs and Section 6.3 presents
our implementation on GPUs. A comparison scheme for fully synchronized scheduling and interference coordination scheme is introduced in Section 6.4 and perfor-
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mance limitations are discussed in Section 6.6. Finally, conclusions are drawn in
Section 6.7.

6.2

Parallel Architectures of Genetic Algorithms

Most genetic algorithms implemented in parallel platforms use the divide-and-conquer
paradigm. A relatively heavy computational task is divided into smaller and lighter
computational units, which are computed in parallel from multiple processors. This
paradigm is applied on different aspects of parallel genetic algorithms such as on
the population and on the evaluation of individuals. The former aspect divides the
population in smaller sizes and lets them evolve independently in different computational units. Alternatively, the genetic algorithm sequentially evolves one single
population and evaluates individuals in parallel.
The decision on which parallelization strategy to use is often based on the computing platform available and on the corresponding costs. A detailed survey on parallel
genetic algorithm architectures is given in [37]. A survey on the parallel models
used to exploit genetic algorithms in shared-memory high-performance machines is
presented in [37]. However, the focus here is on less expensive parallel hardware
platforms, i.e. graphic processing units. A more special survey for parallel implementations in GPU is presented in [183] and a collection of works can be found in
the following forum [77].
In general, we observe three main architectures of parallel GAs in GPU: a) masterslave configuration with a single population, b) fine-grained GA in multiple GPUs
and c) standalone implementation. The selection of each architecture is a trade-off
between execution runtime, cost and ease of implementation. In the following we
discuss more in detail the associated trade-offs of each architecture:
The fine-grained architecture is used in hardware architectures with multiple GPUs
and consists in a spatially distributed population. Subpopulations evolve independently in each GPU and synchronize with each other after a certain number of
generations. According to the standalone architecture the GA runs entirely in a
GPU.
Master-Slave: In a master-slave configuration the master entity is the CPU where
the main population also relies and the slave unit is the GPU which evaluates
the individuals for each generation. There is one single population and its
evolution is performed only in the CPU. However, the evaluation of individuals
is performed in the GPU for each generation. One of the first implementations
of genetic algorithm in graphic processing units is presented in [78, 43, 36] and
graphically illustrated in Figure 6.1. The implementation follows the masterslave model. For every generation, the CPU transfers the individuals to the
GPU in order to compute their fitness. Then, the corresponding results are
read back from the CPU. Such architectures use the PCI-Express bus twice for
each generation. The CPU uploads the individuals to the GPUs main memory
through the system bus. Then, the GPU evaluates each of the individuals and
the results are transferred again from the system bus from the GPU to CPU
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memory. Access of the system bus is associated with considerable delays which
add up with an increasing number of generations. This is a major bottleneck for
the master-slave architecture as it increases the GA runtime. Additionally, the
modifications of the individuals at the CPU is performed sequentially without
taking advantage of the GPUs high degree on parallelism. Therefore, it is more
preferable to let the whole GA optimization process to be administered from
the GPU so that to avoid unnecessary overhead.
Master: CPU
One Population:
 Crossover
 Mutation
 Selection

Individuals

Fitness

Slave: GPU
Calculate Fitness:
Individual 1

Calculate Fitness:
Individual 2

...

Calculate Fitness:
Individual P

Figure 6.1 Master-Slave configuration of genetic algorithm. The population is modified in the
CPU, whereas each individual is sent to the GPU for evaluation.

Multiple GPUs: Implementations of genetic algorithms in multiple GPUs are
found in [174, 89]. The population in split into multiple subpopulations which
independently evolve in several GPUs also known as islands. GPUs synchronize periodically with each other and exchange a fraction of the best genomes
so that the local populations do not get stuck in local optima. The principle
is represented in Figure 6.2. Such configuration allows for a larger population
size than a single GPU implementation favoring more the exploration of the
search space rather than the convergence. The small size of the individuals
of a small subpopulation leads to a faster convergence than single population
architectures. Nevertheless, the quality of the solutions might be poorer [37].
Such schemes are also associated with a relatively higher hardware cost due to
the need of multiple GPUs. Additionally, for each synchronization, the host
bus (PCI-Express) needs to be used, which can induce latencies to the genetic
algorithm runtime. It needs to be noted that the multiple population schemes
affect also the behavior of the genetic algorithm. In single population architectures the selection operator considers all the individuals for crossover. Whereas
for island-based architectures crossover is performed only for individuals of a
subpopulation.
Standalone: A more advantageous way to implement genetic algorithms in GPU is
to let the whole genetic algorithm optimization to be performed inside a single
GPU. For each generation the individuals are evaluated in parallel. Avoiding
communications through the system bus has the advantage that it saves the
latency between host and device leading to higher speedups. Additionally a
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GPU: 2

Best Individual

Population 2:
 Crossover
 Mutation
 Selection
 Evaluatoin

Best Individual

GPU: N

GPU: 1

Population N:
 Crossover
 Mutation
 Selection
 Evaluation

Population 1:
 Crossover
 Mutation
 Selection
 Evaluation
Best Individual

Figure 6.2 Multiple-GPU configuration of genetic algorithm. Each GPU evolves a smaller
subset of population independently of the other ones and from time-to-time exchanges best
individuals with neighboring GPUs.

single GPU has certainly a lower cost than multiple ones. Such implementations can be found in [154, 149]. The work of [154] forms groups of threads
to handle a single chromosome. This model is suitable for genetic algorithms
with a computationally complex fitness function. Parallelism in evaluation is
sacrificed for a smaller number of population and the evaluation of each individual is performed sequentially. Whereas, the work of [149] uses an island
based scheme running on a single GPU device. Streaming multiprocessors
are considered as islands and threads swap individuals between islands during
synchronization periods. This configurations allows the evaluation of a high
number of population in parallel. However, the threads perform mostly lightweight computations and as such it is preferred for genetic algorithms with a
low complex fitness-function.

GPU
Initialize
Evaluation
Mutation

Selection
Crossover

Figure 6.3 Standalone implementation of GA in a single GPU. Manipulation of individuals and
also their evaluation is performed entirely inside the GPU.

The major characteristics of each of the categories are presented in Table 6.1 where
we notice that the single GPU model offers the best trade-off between cost, perfor-
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Performance
Master-Slave:
+
Multiple GPUs:
++
Standalone:
+

Runtime
-+

Cost
+
-+

Table 6.1 Characterization of parallel GA implementations in GPU.

mance and runtime. Therefore, we decide for a GA implementation in GPU following
the standalone architecture with a single population. The population resides in the
GPU where it is evaluated and evolved from the genetic algorithm. Despite all the
similarities with related works [154, 149], the main difference that stands out in our
approach is on the thread and memory organization for the evaluation and the genetic evolution of the individuals. Two evaluation methods are presented here. The
first implementation pre-computes the user rates Rj,n (p(l1 ,l2 ,l3 ),n ) for every permutation of the set (l1 , l2 , l3 ) and saves these values for later use during fitness evaluation.
Meanwhile, the second evaluation approach computes during the GA optimization
part, the fitness of individuals and caches the computations for later use. Both of
these methods have an implication on the runtime of the implementation.

6.3

Implementation of Genetic Algorithm in CUDA

Our implementation of genetic algorithm on GPGPU exploits parallelism over several layers. We use multiple threads to evaluate a single chromosome in parallel and
multiple blocks for the manipulation of different individuals in parallel. For the design of kernels, threads and memory organization we followed three main paradigms:
a) maximizing number of threads that can be executed in parallel, b) avoiding bottlenecks by minimizing CPU and GPU main memory access and c) avoiding concurrent
write access to shared memory so that not to suffer from race conditions. At the
beginning, the CPU transfers the pathloss values of each mobile terminal with its
neighboring base stations. The GA evolution is performed entirely in the GPU and
iterates until a maximal number of generations is met. Afterwards, every thread
writes its optimized power allocation back to the device main memory where it is
read by the host through the system bus.
Figure 6.4 shows the mapping of GA to the CUDA software model. Individuals are
encoded as two dimensional arrays. Entries of the array are integer values from the
set {0, 1, . . . , L − 1} referring to the transmission power level pn,k = ln,k · p. Each
column of the array, represents the power allocation per RB from the base stations
in the coordination cluster pn,1 , . . . , pn,K and the rows represent the transmission
power profile for each base station.

6.3.1

Memory Layout

GPU memory is composed into two levels: a) main memory and b) on-chip memory.
Main memory has the largest capacity (order of GB) and serves as a communication
point to the CPU. Unfortunately, it has a high latency, therefore it is not advantageous to access it frequently. Alternatively, on-chip memory can be used for frequent
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Figure 6.4 GA Implementation in CUDA.

operations. It is smaller in size but has a much faster access time. Depending on
the GPU architecture, on-chip memory is composed of 16, 48 or 64 KB size and
its memory transfer is managed by the user. On-chip memory is shared between
threads of a block, allowing them to cooperate and to reduce traffic with the main
memory.
As shown in Figure 6.5, every individual is controlled by a single CUDA thread block.
Each thread block represents one individual and each thread represents one gene
(power allocation from all cooperating base stations for a specific resource block).
The whole population is organized into a grid of thread blocks. The main population
is stored both in global memory (for archiving purposes) as well as on-chip memory
(for manipulation). We take advantage of shared memory by storing the intermediate
population on shared (on-chip) memory during the process of selection, crossover and
mutation. This reduces the access to the global memory and enhances the overall
performance of computations. This configuration has a much lower access latency
than directly accessing the GPUs main memory. After the operators finish their job
the modified individuals are returned back to the GPUs main memory. Memory
organization of the population is in the form of a one-dimensional array, which is
logically distributed to multiple rows and columns. Each logical row represents the
base stations while each column represents the resource block dimension.
Besides saving memory space, the organization of memory in a flat layout favors
also coalesced memory access. Memory is coalesced in blocks of 32 consecutive integers. For a 5 MHz system bandwidth, there are 25 power allocation entries per
cell and the rest (26-32) is padded. This organization allows for fast memory access
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Logical
Organization:

Global
Memory:

by retrieving data for all threads in one transaction as well as easy referencing in
the memory grid. Instead of random memory access, consecutive bytes are read in
blocks and in one transaction from the main memory. This is advantageous for the
GPU implementation as it provides a higher access bandwidth. The same memory
organization is also used for the storage of pathloss values coming from the CPU and
the computation results such as SINR and rate expectation. Therefore, the whole
population as well as the intermediate results remain in the GPU throughout all
the optimization process. This configuration avoids frequent communication with
the system bus, which has a relatively high latency. The genetic algorithm starts
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Figure 6.5 Memory organization of an individual in the GPUs main memory.

with the CPU transferring the pathloss values and other parameters to the main
memory of GPU through the system bus. For each generation, thread blocks on
each streaming multiprocessor transfer the population from main (device) memory
to the corresponding on-chip memory of the multiprocessors. For each generation
the genetic manipulation kernel manipulates the on-chip stored individuals and creates an intermediate population. After the operations of selection, crossover and
mutation are executed the Replacement kernel replaces individuals of the previous
generation (stored in the GPU main memory) with those of intermediate population.
This process is repeated for each generation and finishes until a terminating number
of generations is reached.

6.3.2

Kernel Implementation

The functionality of each of the GA operators is implemented in CUDA kernels that
run on the GPU device. Many threads execute one kernel in parallel on different sets
of data. Launching a kernel introduces an overhead which can severely impact the
performance of CUDA applications. Especially, if a kernel is called multiple times.
In order to reduce the overhead the kernels are implemented as coarse-grained as
possible. This is advantageous as it increases the amount of work to be performed
per each kernel call and reduces the overhead due to less frequent kernel invoking.
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For example, the genetic manipulation operators such as selection, crossover and
mutation are all implemented into a single kernel so that to increase the ratio of
computational runtime vs kernel invoking overhead.
Tournament selection, crossover and mutation follows a similar architecture like
[149]. These operators are tightly connected with each other and are implemented
in a single kernel. This allows for an efficient usage of shared (on-chip) memory.
Individuals are manipulated from a thread block and thread blocks are grouped into
pairs which use shared memory. Each thread block is responsible for the creation
of a new individual, which will serve as the basis for the next generation. Initially,
thread blocks are assigned to one individual from the current population. Further
details on the implementation of each of the main CUDA kernels is given in the
following:
Initialization: We implement two kinds of initialization methods which we refer to
as Blind Initialization and Recycled Initialization. Their kernel implementation
is given in the following:
• Blind Initialization: the amount of thread blocks is split into four equal
parts. Each one is initialized according to pre-defined power allocations
such as: fractional frequency reuse, frequency reuse one, frequency reuse
three and random power allocations. This initialization can be performed
during the first GA run, which is performed during system start-up. By
means of this strategy we assure that the quality of the power allocations
from the GA will be at least as good as standard techniques from static
ICIC schemes, even if the GA gets stuck in a local optimum. Additionally, with the introduction of random allocations we also create a diverse
population, which decreases the chances that the GA optimization gets
stuck in a local optimum. Hence, we give the optimization process the
chance to combine such patterns with each other and find fitter power
allocations than the given schemes.
• Recycled Initialization: seeds half of the population with the half of the
best individuals generated during the previous GA run. The other part of
the population is initialized with random allocations to assure diversity.
The principle of our ICIC approach is to execute the GA periodically
and update the power allocations to the current topology of MS. While,
blind initialization is suitable for the first GA run, recycled initialization
is performed for the subsequent coordination periods. For relatively low
mobility scenarios it is to be expected that the MS positions are close
to each other for the time span of a coordination period. Hence, it is
to be expected that power allocations in subsequent GA runs are similar
to each other. In this way we can reduce the number of generations for
the GA to find a near optimal solution of the linearized ILP problem.
Consequently, this can result to less computational load for the GPU and
shorter run-time of the ICIC algorithm in general.
Genetic Manipulation: The operations of selection, crossover and mutation are
relatively light weight in computation terms and are also tightly related with
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Figure 6.6 Best genomes from previous GA runs are reused to seed the population.

each other. Hence, in order to create coarse grained kernels these operators
are implemented all in one kernel and are executed one after each other.
Each individual is assigned to a block of threads and all the population is
assigned to a grid of blocks. Each block is initially assigned to an individual in
the memory. Thread blocks are grouped into pairs, where the first thread of
each block randomly selects a second individual as a candidate for crossover.
Tournament selection is performed by letting the controlling thread of each
block to randomly select a candidate parent and compare the fitness of these
individuals. The fitter individual is marked in shared memory. Afterwards,
controlling threads of each block draw a random number and compare it with
the crossover probability. In case that the random number is smaller than
the crossover rate, crossover is performed and this decision is marked in the
shared memory of the pair of blocks. In case of crossover, all the threads of
the block get involved for performing crossover between the selected parents.
Uniform crossover is performed by letting each thread decide with a probability
of 0.5 whether to exchange power entries with the other partner. In case that
no crossover is decided, than the parents are directly used for the next GA
operation: i.e., mutation. During mutation, each thread throws a random
number and compares it with the mutation rate. If the random number is
smaller than the mutation rate, then it performs mutation for the resource
block that it has under control. Else, the entries for the corresponding resource
block remain unchanged. Mutation consists in randomly changing the power
allocation for the resource block that the thread has under control to one of
the alphabet entries A = {0, p, . . . , (L − 1) · p}. This procedure is performed
for each cell sequentially.
Validation: Crossover and mutation can generate power arrays violating the maximum allowed power per cell Pmax . Therefore, for every generation, the validation kernel verifies whether feasible power arrays are generated or not. Power
levels of each base station, (i.e. rows of power arrays) are summed up over all
RBs. Array rows are summed up and whether the sum exceeds the maximal
transmission power Pmax . In case of violation, the same thread randomly picks
entries of the row and reduces it until the power constraint is met.
Evaluation: The fitness of each individual is estimated by computing the expected
total rate per mobile terminal.
The latter is computed by summing over all
b j = PN R
b j,n (p · l1 , p · l2 , p · l3 ). Then, the fitness is
the resource blocks: R
n=1
defined by minimum over all mobile terminals in the cooperative cluster, i.e.
b j , where m is the index of the individual in the GA population.
ρm = min∀j∈J R
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The corresponding fitness value is stored together with the individual in the
global memory. We use two methods on evaluating the individuals:
Pre-computation: is implemented as a separate kernel and runs before the optimization process starts. It is fully independent of the optimization process
of the genetic algorithm and is executed once for each GA run. First, every
thread computes the SINR expectation for each terminal E[Zj,n,l1 ,l2 ,l3 ]. Then,
b j,n (p · l1 , p · l2 , p · l3 ) for each
it numerically computes the rate expectation R
combination of {l1 , l2 , l3 }. The result is then saved in device global memory
and is read later during fitness calculation in the the Evaluation kernel.
Caching: is primarily used to improve performance, avoid wasteful computation
and reduce memory requirements. Different than pre-calculation, caching computes rate expectation calculations during the optimization process and caches
the results in the global memory in case it is required in the next generations.
Other advantages of the caching method are that the genetic algorithm does
not have to wait for the initialization time so that the pre-calculation finishes.
Due to the periodic execution of the genetic algorithm power allocations for
subsequent periods can be expected to be similar to each other. Hence, the
optimization process might consider a much smaller set of power combinations
than what the pre-computation procedure computes. We can avoid computing
rate integrations completely if we never need them.
After the integral of the rate expectation formula is computed for a given set
of power allocations, the result Rj,n (p · l1 , p · l3 , p · l3 ) is stored in a lookup table
that is indexed by the levels l1 , l2 , l3 of the power allocations and the mobile
station j. Every time that a power allocation l1 , l2 , l3 shows up for evaluation,
the lookup table is consulted to determine whether the rate expectations ∀j :
Rj,n (p · l1 , p · l3 , p · l3 ) for that combination of power allocations is already
available. If this is the case, the cached result is simply returned. Otherwise,
the rate expectation for each mobile station is evaluated and the corresponding
entries are added to the lookup table for later reuse.
Although in principle, caching appears to have only positive aspects than the
pre-calculation methods, when implemented in the GPU it brings with it a set
of drawbacks. Implementation aspects are made obvious by investigating the
corresponding caching kernels:
• Check Kernel: identifies which integral evaluations for the given rate combinations need to be computed and which ones are already cached. Then,
in the second kernel, all the needed integral computations are performed.
We first check and then compute the rate expectations in order to keep
the threads busy, so that the overhead of starting them can be justified.
• Rate Calculation: The second kernel starts the rate expectation evaluations based on the work list. If the list is not empty, the kernel solves
the integrals written in the work list. The expression under the integral
sign is evaluated in intervals from multiple threads, weighted, summed
and the result is saved in the same place of device global memory of precalculation. Although the number of integrals evaluated is smaller than
the pre-calculation method, caching causes a relatively higher overhead
than pre-calculation. It causes overhead in starting the integral evaluation
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kernel, which is controlled from the CPU. It also has a higher overhead in
the integral computation, as synchronization between threads is needed
to compute the final result. All these overheads add-up for each generation, which for a relatively large number of generations can increase the
GAs run-time in comparison to the pre-computation method.

Replacement: The Replacement kernel substitutes members of the intermediate
population (generated from the genetic operators) with the original population, which will be used as basis for the evolution of the next generation. The
replacement is performed by comparing random members of the temporary
array with the old population and replacing the fittest ones to the final population.

6.3.3

Thread Organization

The minimal unit of threads that is executed in parallel in GPU is called a warp. For
GPUs working on Fermi architecture the warp size equals to 32 threads, which the
streaming multiprocessor executes simultaneously. From the programming model
perspective, the number of threads that can be executed in parallel in CUDA is
influenced from the dimensions of thread blocks. Once a thread block is distributed
to a streaming multiprocessor for execution the thread blocks are divided into warp
groups of 32 threads. For an optimal efficiency it is important to divide the work
(i.e. dimension thread blocks) into multiples of 32, as the hardware will not coalesce
threads from different warps. We take this information into account while organizing
the threads for each of the GA kernels. The thread organization details for each of
the kernels are given as following:
Initialization: The initialization kernel starts a grid with as many thread blocks
as the population size. Each block has only one dimension with the same size
as a warp. By means of such configuration we can provide a good thread
occupancy also for a variable population size. As shown in Figure 6.7, each
block is responsible for the initialization of an entire individual. Whereas, a
single thread in a block is responsible for the initialization of power allocation
per resource block and for all cells in the cluster.
Genetic Manipulation: The organization of threads for the genetic manipulation of individuals is shown in Figure 6.7. Thread blocks are organized into
pairs, where each block pair is responsible for the generation of two intermediate individuals. The responsibility of each thread in a block is like in the
initialization kernel. Each thread is responsible for the power allocation per
resource block and for every cell. There are as many thread blocks as the
intermediate population size. With intermediate population we refer to candidate individuals that are generated from the genetic operators of selection,
crossover and mutation but are not yet replaced in the final population. The
size of the intermediate population is equal to the product of population size
and replacement rate. The selection of individuals is performed from the first
thread of each block pair. Whereas, all the threads in a block are active for
crossover and mutation. Using this organization we can achieve a high level

6.3. Implementation of Genetic Algorithm in CUDA

129

Genetic Algorithm

of parallelism as no thread block synchronization is needed between pairs of
blocks. This makes it possible to process multiple pairs of individuals simultaneously.
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Figure 6.7 Thread organization for the genetic algorithm.

b j,n (p·l1 , p·l2 , p . . . lI ) for every comPre-Computation: computes the user rates R
bination of power levels l1 , l2 , l3 before the GA starts the optimization process.
For each mobile station we need to compute the rate expectation for LI power
combinations in a cluster of I cells. For example, for a system parametrization with J = 60 mobile terminals, I = 3 cells and L = 15 possible power
allocations there are in total 202500 rate integrations to be performed. Due
to the large number of calculations, it suffices to assign one thread for each
integral calculation. As shown in Figure 6.8 each thread is responsible for the
b j,n (p · l1 , p · l2 , p · l3 ). The intenumerical evaluation of the rate expectation R
gration method used is 7-point Gaussian quadrature with polynomial degree
of 15. Although this method is computationally heavier than trapezoidal or
Romberg quadrature it provides a better accuracy. Threads are organized into
one dimensional blocks with twice the size of a warp: i.e., 64 threads. Furthermore, blocks are organized into two dimensional grids with one dimension
equal to the total number of mobile stations in the cluster: J and the other
dimension set to twice of warp size. In this way we obtain a high level of thread
occupancy even for a variable number of mobile stations J.
Caching: The highest number of integrals to be computed in a generation is limited to the number of mobile stations, population size and number of resource
blocks: J · P · N . The approach used for the pre-computation by assigning one
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Figure 6.8 Thread organization for the pre-calculation and caching kernels.

thread for one integral computation is not suitable as the number of threads
loaded with computation is much smaller than the total number of threads
available in the GPU. Hence, a thread organization like the pre-computation
method would result in a bottleneck. The pre-computation assignment would
not take full advantage of the GPUs computation potential. Hence, we reorganize the threads by assigning multiple threads for the numerical evaluation
of a single integral. Numerical integration methods can be implemented also
in parallel due to inherent parallelism, meaning that the area under the integrand curve can be divided into smaller portions. As shown in Figure 6.8,
each portion is computed independently and the integration result is the total
sum over these portions. GPUs suit well to such tasks, therefore we use this
configuration to increase thread occupancy of the GA during the optimization
process.
Validation: the number of threads and their organization is the same as for the
initialization kernel. There is a grid of thread blocks, where each thread has
the size of a warp and the number of blocks is equal to the population size.
The first thread of each block checks whether the total allocated power per cell
meets the constraint and in case not it also does the corresponding corrections.

6.4

Joint Scheduling and Power Allocations

In the following we are interested on the performance gap between the semi-static
ICIC scheme considered so far in relation to an instantaneous joint scheduling
and power allocation scheme. Unlike the semi-static ICIC which adapts only the
power allocations for relatively long coordination periods, the scheme introduced
here jointly adapts the scheduling and power allocations for a set of base stations
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and in a time-slot basis. The fully synchronized approaches provided in the literature have a strong practical orientation and give less information on the performance
gain between these two classes of schemes. Therefore, in order to asses the performance of a fully synchronous ICIC scheme with a comparable optimization goal
as the semi-static scheme used here, we define in the following a dynamic interference coordination algorithm with a comparable optimization goal as the semi-static
algorithm.
We consider a cluster of I cooperating base stations. The scheduling and power
allocation decisions are taken frequently at every TTI from a centralized node which
is aware of the instantaneous channel realizations of the mobile terminals with their
surrounding base stations. When the system is at time instant t the Central Entity
solves the joint scheduling and inter-cell interference coordination problem introduced in (6.19). Optimization goal is maximization of the minimal average rate over
all the mobile terminals in the coordinating cluster and is represented from the variable ρ. Scheduling decisions and power level assignments are modeled respectively
from the binary variables xi,n,l and yj,n . The power variable xi,n,l takes the value one
in case it transmits at resource block n with power level l and zero otherwise:
(6.1)

1, If base station i transmits at resource block n with power level l
xi,n,l (t) =
0, otherwise.
Multiple power allocations per resource block are not allowed, which is reflected
in the optimization problem from the constraint (6.22). Also, the maximal allowed
transmission power per cell is limited to Pmax , that is why the constraint (6.23) is
introduced. The transmission power per resource block is also limited to an upper
level pmax = (L − 1) · p which is implicitly included by the limited number of power
levels L.
The scheduling decisions are modeled from the variable yj,n . It is one in case it is
decided that terminal j will receive data from resource block n, otherwise it is zero:

(6.2)

yj,n (t) =

1, If mobile terminal j is scheduled at resource block n
0, otherwise.

A resource block n is not allowed to be shared among multiple terminals of a cell i.
In order to model this behaviour, the cell association list: ai,j and constraint (6.22)
are introduced. Entries in the association matrix ai,j are one in case terminal j is
allocated to cell i and zero otherwise:

1, If mobile terminal j is served from base station i
(6.3)
ai,j (t) =
0, otherwise.
Terminals are associated to cells which have the best long-term channel-gain (pathloss
and shadowing) and this is independent of the optimisation process. The inverse
function telling the serving base station s for a given a mobile terminal j is given
by: s = I −1 (j). Based on the above definitions, the instantaneous SINR realisation
Zj,n (t) is given as:
P

L
Xs,j,n (t) · h̄s,j ·
l=1 xs,n,l (t)p(l)
P

.
(6.4)
Zj,n (t) = P
L
X
(t)
·
h̄
·
x
(t)p(l)
+
N
i,j,n
i,j
i,n,l
o
i∈I/s,j,n
l=1
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The instantaneous rate that the mobile terminal obtains is dependent on the SINR
realisation and the corresponding scheduling decision yj,n (t). Then, the average rate
during the last W time slots is given as:
1
r̃j (t) =
W

(6.5)

t
X

N X
L
X

xs,n,l (m) · yj,n (m) · C (Zj,n (m))

m=t−W +1 n=1 l=1

The optimization method needs as input data the average rates r̃j (t − 1) for each
terminal up to instant t and the possible rate realisation C(Zj,n (t)) for every power
combination of powers per mobile station and resource block. In total there are
|I|L · n · |J | pre-calculations.
The main logic of the optimization problem is Constraint (6.20). It describes the
average rate per terminal during the last W time slots and is depending on the
product xi,n,l · yj,n . This construction causes a nonlinear relation between the objective function and the optimization variables xi,n,l and yj,n . Unfortunately, there
are no efficient algorithms able to solve the non-linear problem with search space
corresponding to practical scenarios. An exhaustive search by enumerating all the
possible combinations of the variables is not practical. Therefore, we split in the
following the joint scheduling and power allocation problem into two subproblems.

(6.6)
maximize:

ρ

(6.7)
subject to:
(6.8)

1
r̃j (t − 1) +
W
X
ai,j yj,n ≤ 1

!
XXX

xi,n,l yj,n C (Zj,n (t))

≥ρ

∀j ∈ J

i∈I n∈N l∈L

∀i ∈ I ∀n ∈ N

j∈J
|I|
X
X

(6.9)

xi,n,l = 1

∀n ∈ N

i=1 l∈L

XX

(6.10)

xi,n,l p(l) ≤ Pmax

i∈I

n∈N l∈L

(6.11)
variables:
(6.12)
(6.13)

6.4.1

ρ≥0
xi,n,l ∈ {0, 1}
yj,n ∈ {0, 1}

∀n ∈ N ∀l ∈ L
∀j ∈ J ∀n ∈ N

Subproblem Splitting

The nonlinearity of the problem makes it difficult to efficiently solve the joint resource
and power allocation problem. Therefore, the problem is split into a scheduling
subproblem and into a power allocation subproblem. While the scheduling algorithm
is a greedy algorithm, the power mask algorithm is formulated as a max-min ILP
problem.
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Scheduling

Evey TTI the resource blocks are matched to mobile terminals according to a
channel-state proportional fair scheduling metric. The priority metric is not based
on the instantaneous SINR realisations, as the power levels for the current TTI are
yet to be decided from the second subproblem. Instead, the scheduler uses only
channel gains Xi,j,n for the definition of a proportional fair priority metric. For it,
it needs to first compute the channel-to-interference-noise ratio given as:

(6.14)

Yj,n = PI

i=1

Xs,j,n
Xi∈I/s,j,n + N0

.

As well as the priority for each mobile terminal in the corresponding cells is calculated
as:

(6.15)

Ŷj,n =

Yj,n (t)
Ȳj,n (t)

where
(6.16)

Ȳj,n (t) =

1
W

t
X

Yj,n (i).

i=t−W +1

Based on this, the mobile terminal that has the highest priority (i.e. normalised
channel-to-interference-noise-ratio) gets scheduled on the corresponding resource
block:

1, Ŷj,n (t) ≥ max∀g∈J \{j} {Ŷg,n (t)}
(6.17)
yj,n (t) =
0, otherwise.
Then, for the scheduling state t we feed the scheduling assignments yj,n to the power
allocation subproblem, which is introduced in the following paragraphs.
6.4.1.2

Power Allocation

Power allocation is formulated as an ILP problem with a max-min objective function.
Goal is maximization of the minimal average rate of the terminals in the coordinating cluster. As input to the optimization problem are the scheduling decisions yj,n
(decided from the first subproblem), the average rates per MS rj (t) as well as all
the possible instantaneous rates rj,n,l for each power combination. Output of the
optimization process
P is the power allocation for each resource block and cell calculated as: Pi,n = l∈L xn,l · pi (l). Due to fixed scheduling, the optimization process
can influence only the rates of the scheduled MS. Therefore, the ILP problem can
be reduced only to the scheduled MS J ∗ in the scheduling sub-problem.
Differently than the problem formulation (6.19), we add in the power allocation
subproblem Constraint (6.21), the variable σ in the objective function and the corresponding scaling factor α. Although the scheduling decisions yj,n are decided in the
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first sub-problem, a direct usage of the original optimization problem (6.19) would
result in an inefficient approach. The reason for such behavior is that the original
problem formulation would consider only the set of resource blocks which are scheduled to the MS with the minimal average rate. Hence, the ILP solver software would
find power allocations only for the resource blocks of this set. The other ones are
left unused from the optimization software and are set to arbitrary values or even
muted (0 W). This leads obviously to an inefficient usage of the radio resources and
in general to a low average rate for all terminals in the network.
For a more efficient usage of the radio resources, we add a second term σ in the
objective function. Its value is computed according Constraint (6.21) and is based
on the average over all scheduled MS and the weighting coefficients πj . In this way,
we increase the interest region of the optimization problem by considering all the
available frequency spectrum. However, to make sure that the main interest of the
optimization remains the same (max-min average rate) we multiply the term σ with
scaling factor α. The value of the scaling factor α must assure that the variable µ is
the largest term in the objective function. Hence, before every optimization instance
the scaling coefficient is calculated as follows:
µmin
(6.18)
α=
σmax
where µmin is the worse average minimal rate reached so far and the element σmax is
the largest value that σ can take for the current optimization instance. This would
be the case if all the RBs would be transmitted with the highest modulation and
coding scheme.
In order to foster mobile stations with relatively low average rate we compute the
value σ as a weighted sum. The weights are πj are updated every TTI and are set
according to the number of MS that have a higher rate than MS j. In this way we
trade system throughput for a better long term minimal user rate.
(6.19)
maximize:

ρ+α·σ

(6.20)
subject to:

(6.21)

(6.22)

1
W

!
r̃j (t − 1) +

X πj
W
j∈J ∗
|I|
X
X

XXX

xi,n,l yj,n C (Zj,n (t))

≥ρ

∀j ∈ J ∗

i∈I n∈N l∈L

!
rj +

XX

xn,l yj,n rj,n,l

=σ

n∈N j∈J

xi,n,l = 1

∀n ∈ N

i=1 l∈L

(6.23)

XX

xi,n,l p(l) ≤ Pmax

i∈I

n∈N l∈L

(6.24)
variables:
(6.25)
(6.26)

ρ≥0
xi,n,l ∈ {0, 1}
µ≥0

∀n ∈ N ∀l ∈ L

6.5. Evaluations

6.5

135

Evaluations

In this section we evaluate the performance of the interference coordination scheme
in two main groups. Initially, we investigate the run times of the GA implementation
for the GPU and evaluate its ability to deliver near-optimal solutions. In the second
part of the evaluation we consider the dependency of the system performance with
respect to different update periods in Ray-traced scenarios where mobility is present.
The evaluation is further extended by analyzing the performance of the proposed
semi-static ICIC approach to different comparison schemes widely used in literature.

6.5.1

Runtime Evaluation: Pre-calculation vs. Caching

The first evaluation of the GA run-time considers a varying number of generations
and population size, which take values from 1 up to 1000. The power allocations
pn,i per resource block range from 0 to 3 W with steps of 0.2 leading to L = 15
power steps. Parameters that are the GA parameters such as crossover, mutation
and reproduction rates, which are set according to Table 5.8. The evaluations are
performed for both the Pre-calculation and Caching methods. The former method
pre-computes the rate expectations Rj,n for each mobile stations and power allocation before the GA optimization process. Whereas, Caching computes the rate
expectation Rj,n for each individual during the optimization process and stores the
results for later usage.
We perform the run-time evaluation of the genetic algorithm implementation in GPU
on a Bullx R421-E3 server equipped with 64 GB of RAM and two Intel Sandy Bridge
EP processors. Each processor has 8 cores and runs at 2.0 GHz clock frequency.
The GPU is an NVIDIA Tesla K20Xm model with 5 GB GDDR5 memory and 2496
CUDA cores. The system runs on a Scientific Linux release 6.6 (Carbon) Kernel
and CUDA version 6.50. Figure 6.9a shows the run-time computation for the Precomputation method. We notice that the GA takes an initialization time of 382
ms to compute the rate expectations and it increases linearly with the number of
generations. The GA kernels are called sequentially during one generation. Hence,
the computational time adds up for an increasing number of generations. Also for
an increasing number of population size the runtime of the GA increases but with a
non-linear trend. We notice two hops at population sizes of 600 and 1000, where the
GAs computational time has a steeper gradient. The number of threads increases
with the population size, but the quantity of threads that GPU can compute in
parallel remains the same. Hence, groups of threads instead of operating in parallel
are executed sequentially causing the jumps in computational time for population
sizes 600 and 1000.
Caching method computes the rate expectations during the optimization process
and stores the computed rate expectation values in the main memory of GPU. In
case such values are required in the succeeding generations, the Evaluation kernel
simply reads these values out of the memory instead of re-computing them again.
The corresponding run-time for the Caching method is presented in Figure 6.9b.
Differently than the Pre-computation method, the initial run-time for one individual
and one generation is considerably shorter. Also, the relationship of the number of
generations and run-time is non-linear. The highest slow-down (i.e. steepest gradient
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in the plot) is for the first 200 generations and population size then it flattens for
the rest of the plot. This is mainly related due to the decrease of the number of
the new power allocations, which need to be newly calculated rather than read out
of the cache. For the rest of the plot the Evaluation kernel reads most of the rate
expectation values Rj,n (pn,1 , pn,3 , pn,3 ) out of the cache rather than to calculate them
newly.
The benefit of the caching method is more obvious in Figure 6.10 where we plot the
runtime of the GA for a fixed number of population size (1000 individuals) but for
three different numbers of mobile stations: 30, 60 and 90 MS. In order to obtain
statistical confidence, we replicate the measurements 10 times for each data point
and plot the corresponding mean and the 95% confidence intervals (which are too
small to notice). Based on Figure 6.10a we notice that up to 600 generations, the
Caching method has a shorter run-time than the Pre-calculation method. For the
rest of generations the performance of the Pre-calculation method takes over the
Caching one. This is mainly related to the low loading of the GPU in comparison
to the delay overhead that it takes to start the CUDA kernel that controls whether
there are new calculations to be calculated or not. Whereas, for the pre-calculation
method, the optimization of the population is performed internally in the GPU and
the CPU does not need to control the communication every generation. Nevertheless,
the benefit of using the caching method can be noticed for a higher number of
mobile stations. In Figures 6.10b and 6.10c we plot the run-time of the GA for
a deployment with respectively 60 and 90 MS. In fact, the more we increase the
number of mobile stations the more advantageous it gets to use the caching method.
The computational loading of the GPU is obviously higher than the control overhead
between the CPU and GPU leading to a shorter run-time of the Caching method
than the Pre-calculation one.

6.5.2

Recycled Initialization

A further very efficient way to reduce the execution time of GA is by minimizing
the number of generations needed to reach a near-optimal solution. This is done
by taking advantage of the spatial correlation of pathloss and shadowing. It is to
be expected that the topology of terminals does not drastically change between
subsequent and relatively short (order of seconds) coordination periods. Hence,
power allocations for subsequent runs resemble with each other. We initialize 50%
of the GA population with the fittest individuals from the previous GA run. We refer
to this procedure as recycled initialization. With this method we aim at speeding up
the GAs convergence time1 . Consequently, the optimization process can be stopped
at an earlier point in time.
In order to evaluate the benefit of recycled initialization to speedup the optimization
process we test the GA implementation in GPU for the following three main aspects:
a) MS velocity, b) deployment scenario and c) coordination interval. We evaluate
the ability of the GA to reach 94% of the ILP optimum for four coordination periods:
200, 500, 1000 and 2000 ms. We extend the analysis for three mobility models: 3,
30 and 60 kmh and for two mobility models: random way-point mobility model and
1
With convergence time we refer to the number of generations needed to find a near-optimal
solution of the linearized power allocation problem.
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(b) Caching method for the evaluation of individuals.

Figure 6.9 Run-time of the genetic algorithm implementation in GPU vs. generations and
population size.
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Figure 6.10 Comparison of genetic algorithm run-time for the Caching and Pre-calculation
procedures for different number of mobile stations.
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map based random walk. We use the former model for the synthetic scenarios: UMa,
UMi and SM and the latter one for the Ray-traced scenario based on propagation
maps. We test the GA for 10 different random positioning seeds and each position
seed is evaluated for 30 consequent GA runs. The evaluations are performed for
both blind and recycled initialization.
In Figure 6.11 we show the evaluations for the synthetic simulation scenarios: UMi,
UMa and SM and blind initialization of the GA. For the blind initialization case we
initialize the GA with typical power allocations widely used in static ICIC schemes
such as frequency reuse patterns. We notice that the number of generations required
from the GA to find a near-optimal solution is disproportional to the inter-site distance. The largest number of generations required for the GA is for the UMi scenario
which has a cell-radius of 100 m. Whereas, the smallest number of generations required for a near optimal solution is for the SM scenario which has an inter-site
distance of 1200 m. In general, we notice that the GA converges quicker to a nearoptimal solution for less interference coupled scenarios and it takes a larger number
of generations for strongly interference coupled scenarios. Power allocations for
the SM scenario are relatively flatter and more similar to frequency reuse patterns.
Hence, the blind initialization procedure that uses frequency reuse and flat power
allocations makes it easier for the GA to quickly converge to a near-optimum.
The impact of recycled initialization for the synthetic scenarios is presented in Figure
6.12b. We notice that recycling speeds up the GA convergence up to a six times
for the UMi scenario and coordination period of 200 ms. Nevertheless, the gain
decreases for large coordination intervals and low mobility. Whereas, for the SM
scenario, recycling improves in general the convergence speed but is not affected
from the interval duration. Power allocations are influenced from the position of the
cell-edge mobile stations which, for the SM scenario are in general much further to
the serving and interfering base stations than the UMi and UMa scenarios. Due to
the logarithmic behavior of the pathloss in relation to the distance, large changes of
distance in the cell-edge region lead to relatively small differences in the pathloss of
cell-edge mobile stations with respect to the serving and neighboring cells. Hence,
although MS travel larger distances for the same coordination periods as UMi and
UMa scenarios, the change of pathloss is relatively small leading to similar power
allocations between consequent GA runs.
The convergence speed for the blind initialization and the influence of genome recycling is more noticeable in Figure 6.12. There we show the number of generations
that it takes for the GA to converge for the Ray-traced scenario. We keep the positions of the base stations fixed and vary the velocity of MS and the ICIC coordination
period. From Figure 6.12a we notice that the average number of generations to reach
a near-optimal solution is approximately 150 generations and is similar to the UMi
scenario. This is mainly due to the strong interference coupling between cells, such
as also in the UMa scenario, which has the nearest positioning of BS. The benefit
of recycled initialization as well as its dependency with mobility and coordination
period is made obvious in Figure 6.12b. There, we notice a drastic speed-up for high
frequency adaptation (200 ms) and low mobility (3 km/h). Another trend to be
noticed is also between the length of the period of optimization and the convergence
to the optimum. The longer the coordination periods are the slower it takes for the
GA to converge. In general the impact of recycled initialization is more obvious
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Figure 6.11 Impact of genome reuse in the synthetic UMa, UMi and SM scenarios with (30,
60, 90 MS) and cell-radii 100, 250, 650 m.

for the Ray-traced scenario and this depends mainly on the mobility model. The
trajectory of the MS is along the lines of the map presented in Figure 3.11. The impact of genome reuse in the Ray-traced scenario is more obvious than the synthetic
scenarios due to the stronger spatial correlation in the simulation area.
In conclusions, we notice that the GA converges quicker for deployments with larger
cell radius. Secondly, recycled initialization reduces the computation time of the GA
and it has mostly an impact on dense cell scenarios and scenarios with strong spatial
correlation. For such scenarios, the GAs convergence speed is disproportional to the
mobility and coordination periods. In general, we observe that the best GA runtime for the most computationally intensive scenario (90 MS and 150 generations)
is capable of computing near-optimal power allocations in less than 250 ms. This
is achieved by implementing the whole GA algorithm in GPU, using the Caching
method for the evaluation of individuals and simply recycling previous GA solutions.

6.5.3

Evaluation of power masks

In the following we evaluate the dependency of the system performance to the power
allocations generated from the genetic algorithm. We simulate the downlink communication for different scenarios: UMi, UMa, SM scenarios and the Ray-traced one
based on propagation maps. Each scenario simulates a different velocity of mobile
stations, number of mobile stations and positioning of base stations. The mobilities considered are 3, 30 and 60 kmh and the number of mobile stations ranges to
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Figure 6.12 Impact of genome reuse for the Ray-traced scenario (60 MS).

30, 60 and 90 MS. Whereas, the cell radii for the UMi, UMa, Ray-traced and SM
scenarios are set respectively to 100, 250, ≈ 250m and 650 m. Initially, the MS
are randomly distributed along the simulation area and then move according to the
random waypoint mobility model for the UMi, UMa, and SM or according to the
map-based random walk for the Ray-traced scenario. In total we simulate 10 seconds of down-link communication for each of the 30 random positioning of mobile
stations. A detailed parametrization of each of the scenarios is shown in Table 3.2.
6.5.3.1

Methodology

We evaluate the system performance for three typical inter-cell interference coordination time-spans:
Static: Power allocations remain fixed throughout the whole simulation. The first
static approach re-uses the whole spectrum in the neighboring cells. Transmission power per resource block remains fixed and uniformly distributed throughout the whole spectrum and causes strong inter-cell interference throughout all
the available spectrum. We refer to this scheme as frequency reuse one FR1.
The second static scheme uses orthogonal frequency bands in the neighboring
cells. The frequency band is split into three equal disjoint sets and each base
station operates on one of these frequency blocks. Hence, neighboring base
stations do not interfere at all with each other. We refer to this scheme as
frequency reuse three FR3.
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Semi-Static: The power allocations generated from our GA implementation in
GPU and using the rate expectation model (4.12) are tested for several update periods: TC = {200, 500, 1000, 2000} ms update periods. We refer to this
scheme as GA Exp. The second semi-static scheme uses also the same genetic
algorithm implementation, but it employs the simplistic performance model
(4.11). Such simplified model (or derivatives thereof) are commonly used in
literature, c.f. [62, 105, 197] and we refer to as GA Simple.
Fully Synchronized: In a time-slot (ms) basis a central coordinating node jointly
performs scheduling and power allocation to the mobile stations in the network.
The joint scheduling and power allocation scheme is formulated into two subproblems: a) the first one does channel-based proportional fair scheduling and
b) the second scheme performs power allocations. It is formulated as an ILP
problem and has a similar optimization goal as the semi-static scheme proposed
here: i.e. max-min of rate expectation. Both subproblems are computed every time-slot and one after each other. The detailed explanation of the fully
synchronized schemes is already introduced in Section 6.4.
We basically consider the rate per terminal as performance metric. Nevertheless, we
distinguish between throughput and goodput. The former refers to the total rate
volume transmitted to a mobile station irrespective whether the packets are received
corrupted or not. Whereas, the latter metric refers to the data rate resulting only
from uncorrupted packets received at the MS. To capture the rate variability of
the terminals at different positions, we build the empirical cumulative distribution
functions (ECDF) of the data rates. The 5% percentile on the rate ECDF is a
common metric used in standardization to evaluate the cell-edge performance. The
50% percentile refers to the median data rate observed in the cooperation cluster.
Alternatively, the 95% percentile is used to evaluate the cell-center performance.
We are also interested to further highlight the performance of the optimization goal,
namely the rate of terminals with minimal rate for different update periods. Rather
than considering only the MS with the minimal rate (which is also the objective of
the power allocations), the general rate ECDF metric gives information about the
overall system performance and not on the worse terminals in particular. Hence, we
use the minimal rate ECDF metric which is build based on the minimal rates for
every simulated second and among all the MS in the coordination cluster.
6.5.3.2

Results

The corresponding metrics for the UMi scenario are plotted in Figure 6.13. From
the general goodput and throughput ECDF metric, shown in Figures 6.13 and 6.13b
we do not notice any difference. This is an indication that most of the packets were
transmitted uncorrupted although the scheduling decisions and the transmission are
delayed by one ms (TTI). The modulation and coding scheme decision taken from
the scheduler is robust also for delayed transmission. This is mainly attributed to
the correlation in time, which for the UMi scenario is the highest (see Figure 3.5).
It can be also noticed that the FR 3 scheme has the worst performance both for
the cell-edge (5% percentile) and cell center located MS. The reason for the low
FR 3 performance lies not on the quality (i.e. SINR) of the allocated spectrum
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rather than the allocated spectrum bandwidth. In fact, each cell uses only 1/3 of
the spectrum in comparison to the FR 1 scheme. The relatively large bandwidth in
FR 1, makes it also possible that interference isolated MS (located usually in the
cell-center) to obtain the best performance (see 95% percentile and Figure 6.13c).
However, the strong inter-cell interference over the whole spectrum in FR 1 makes
it an unattractive scheme for the cell-edge MS. Hence, more sophisticated ICIC
methods are used.
The GA Simple scheme, delivers better cell-edge performance than both static
schemes, however the corresponding cell-center performance is worst than all the
power allocation schemes considered here. The reason for this behavior is that the
simplistic model overestimates the impact of interference. The simplistic model predicts a lower capacity for interference limited locations, than what simulations suggest. The overestimation of cell-edge performance is compensated from GA Simple
by allocating more resource blocks for cell-edge terminals or by muting the transmission of resources from neighboring cells. This leaves in general less spectrum
available per cell than GA Exp and FR schemes. Such behavior can be confirmed
in Figure 6.13e where we plot power allocations from GA Simple and GA Exp for
the same scenario. The spectrum assigned for Cell 1 from the GA Simple transmits
without interference from neighboring cells. In contrast, the power allocations from
the GA Exp allow for soft frequency reuse patterns. Cell 1 transmits with a lower
power but over a larger spectrum. This leaves obviously more spectrum available
per cell leading to a much better cell-center performance than GA Simple.
Observing Figure 6.13c we also notice that different coordination times TC do not
have any noticeable impact on the system performance. This is mainly due to the
low mobility of mobile stations as the topology of MS does not change considerably
for the given coordination periods. Concluding, for the UMi scenario, the system
performance due to GA Exp ICIC method has a similar cell-edge performance as GA
Simple one. However, it has a considerably better performance for the rest of the
cell than GA Simple and FR 3 schemes. Concluding, performing semi-static ICIC
based on rate expectation models provides the best trade-off between cell-edge and
cell-center performance in interference limited systems.
The evaluation of UMa scenario is presented in Figure 6.14. We notice a performance improvement of cell-edge goodput from both FR 3 and GA Simple. However,
if we compare the ECDF curves of goodput (Figure 6.14a) and throughput (Figure
6.14b) we notice a slight degradation of cell-edge performance for the FR 1 and
GA Exp schemes. This is mainly related to erroneous packet reception resulting
from a decrease of time correlation. Correlation in time domain decreases not only
due to a higher Doppler shift but also from a stronger interference power. The
decisions taken from the local scheduler are based on delayed feedback and the assumption that the channel quality for the upcoming time interval will be similar
to the scheduling instant. Hence for highly fluctuating channels the MCS decisions
from the proportional fair scheduler are not anymore up-to-date and robust enough
to guarantee a successful transmission for the succeeding time-slot. Time decorrelation of channel gains occurs not only due to a higher Doppler shift but also from
the impact of a strong interfering source. Both signal of interest and interfering
component in the denominator part of the SINR expression fade randomly in time.
Hence, the channel quality (SINR) fluctuates also more rapidly than noise limited
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Figure 6.13 System performance for the UMi scenario with 30 MS, 100 m cell-radius, 3 kmh
mobility and 12.6 W total transmission power.
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systems.The impact of time decorrelation due to interference is mostly noted for the
FR1 scheme (interferes throughout the whole spectrum) and GA Exp schemes (generates soft-frequency reuse patterns). In contrary, the system performance for the
FR 3 and GA Simple remains relatively unaffected as the system operates mostly in
a noise limited regime and have a higher correlation in time. Nevertheless, also for
the UMa scenario we notice that the GA Exp performs similar to GA Simple for the
cell-edge, and the performance for the cell-centered MS is considerably better. This
observation emphasizes for slowly faded channel conditions (see Figure 6.14b).
The evaluation of SM scenario is presented in Figure 6.15. The Doppler shift for
this scenario is the largest (caused from mobility of 60 kmh) leading to a less time
correlated channel gains than the UMi and UMa scenarios. Hence, the larger performance degradation for the FR 1 and GA Exp methods. Whereas, the GA Simple
and FR 3 methods are robust to the lower time correlation. Nevertheless, also for
this scenario GA Exp has a comparable cell-edge performance with the GA Simple
method and provides also a better cell-center performance than GA Simple. In fact,
for highly correlated channel gains the performance of GA Simple can reach same
levels as the GA Exp impact for cell-edge and a considerably cell-center performance
(see Fig 6.15c).
The performance of Ray-traced scenario is shown in Figure 6.16. In general, we
notice a considerable better performance of GA Exp in comparison to the GA Simple
and the static schemes: FR 1 and FR 3. This is mainly due to the asymmetric
propagation conditions of the Ray-traced scenario in comparison to the synthetic
ones (UMi, UMa and SM). UMa is most related scenario to the Ray-traced one
(based on ISD, nr of MS and fading statistics). The main difference though stands
with the propagation conditions (pathloss + shadowing). From Figure 3.10 we notice
that the Ray-traced scenario has an asymmetric pathloss to the neighbouring base
stations over the simulation area. For such scenarios, which are also common in
practical deployments, we observe that the usage of a precise performance model for
semi-static ICIC is even more important than using the simplistic model.
If we compare the performance of GA Exp with the fully synchronized scheduling
and power allocation scheme ILP Instant we notice that the goodput performance
of GA Exp (see Figure 6.16a) is approximately similar to the instantaneous one.
Although the mobility of MS (30 kmh) and the corresponding Doppler shift is relatively low, by comparing Figures 6.16a and 6.16b we notice a considerable performance degradation of ILP Instant. The reason for this degradation relies mostly
on the fact that the power allocation algorithm of the ILP Instant method decides
for high order MCS schemes. Such schemes require a higher SINR margin for a
successful transmission with respect to lower order ones. For the same distortion of
SINR in the upcoming time-slot, high order MCS schemes have also a higher error
probability resulting to a higher packet drop rate than proportional fair scheduling.
Also, in terms of throughput, or even for highly correlated channel gains (see Figure
6.16b) the performance of the GA Exp scheme is considerably better than the static
and semi-static comparison schemes and has a comparable performance to the joint
scheduling and power allocation scheme.
Observing Figure 6.16e we notice that cell-edge performance of the GA Exp scheme
increases for shorter update intervals and its performance is comparable to that of
ILP Inst. The performance gain for shorter coordination periods is more obvious
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Figure 6.14 System performance for the UMa scenario with 60 MS, 250 m cell-radius, 30 kmh
mobility and 20 W total transmission power.
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Figure 6.15 System performance for the SM scenario with 90 MS, 650 m cell-radius, 60 kmh
mobility and 40 W total transmission power.
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Figure 6.16 System performance for the Ray-traced scenario with 60 MS, ≈ 650 m cell-radius,
30 kmh mobility and 20 W total transmission power.
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for the minimal ECDF curves presented in Figures 6.16c and 6.16d. There, we can
notice that the performance of cell-edge throughput is notably improved compared
with the other comparison schemes and that shorter update periods contribute to
a performance improvement of cell-edge MS. Correlation of cell-edge performance
is more sensible to interference due to main aspects: a) the signal from the serving
base station is considerably weaker than cell center MS and b) interference power
from neighboring cell is considerably stronger. However, for the rest of the MS, GA
Exp shows a considerably better performance than GA Simple. However, from for
Figure 6.16d we notice that for a propagation scenario with highly correlated channel
gains and short update periods (0.2 - 0.5 s), GA Exp considerably outperforms GA
Simple cell edge performance. This observation credits once more our efforts in
implementing a highly efficient GA implementation in GPU, which execute in less
than 250 ms.
In conclusion, symmetric scenarios UMi, UMa and SM suggest that in terms of celledge performance GA Simple and GA Exp schemes provide comparable performance.
In contrast to this observation the FR 1 and FR 3 power profiles provide a much lower
cell-edge performance. However, there is still a striking difference in the efficiency of
the generated power profiles for the cell-centered positioned MS. We clearly notice
that GA Exp in comparison to the GA Simple method has a much better tradeoff of cell center and cell edge performance. The observations for the symmetric
load scenarios become more pronounced for asymmetric propagation environments
and for highly correlated channel environments. Additionally, we also notice that
significant gains can be harnessed in semi-static ICIC schemes with high mobility
when applying short (smaller than 1 s) coordination periods. This reaffirms once
more our efforts on implementing a computationally efficient GA implementation in
GPU.

6.6

Discussion

In the following we describe the performance limitations of the proposed semi-static
ICIC. In general, we notice that the execution run-time of the algorithm increases
with the number of mobile stations in the coordination cluster. Therefore, the
question raises how can such a system scale with an increasing load and what countermeasures can we take for a scalable algorithm? One idea is to group together nearby
mobile stations and find representative pathloss values of the nodes that approximate
the link qualities of multiple mobile stations into a cluster representative. Then,
the ICIC algorithm can run based on the group representatives, which is generally
smaller than the original number of mobile stations per cell.
A second limitation is noticed in scenarios with uncorrelated (low correlated channel
states). For the UMa, SM and Ray-traced scenarios we notice a performance for the
cell edge mobile stations in the cell edge (5-th % percentile). This is mainly due to
lack of considering transmission errors in the performance expectation models. We
consider here only the expected throughput for PF scheduling based systems and
assume that the correlation is relatively high for subsequent time-slots to assure a
successful transmission. Such assumption holds when the feedback does not quickly
outdate for subsequent time slots. For low mobility scenarios with a relatively low
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Doppler shift (UMi) this assumption is valid. The problem arises though for highly
dynamic scenarios where the time correlation is relatively low. Hence, one possible
direction for future work is to address also transmission errors in their ICIC schemes
and the corresponding performance expectation models. For this, one has to consider
and model also the time-correlation of wireless channel. This is a challenging task
as correlation aspects are in general difficult to address and lead to more complex
analytical solutions.
Another aspect to be discussed is also the impact of background interference coming
from uncoordinated base stations. In Figure 6.14d and 6.14e we show the ICIC
performance when interference is caused from uncoordinated base stations in the
outer ring shown in Figure 3.3a. We present the corresponding throughput and
goodput evaluations in Figures 6.14d and 6.14e. As it can be noticed, uncoordinated
interference leads in general to a performance gain loss of the ICIC scheme. For such
scenarios, the ICIC performance is no better than the frequency reuse one scheme
using static power allocations. Hence, methods need to be developed which scale the
semi-static ICIC scheme from a coordinated cluster to a coordinated network level.
Finally, ICIC schemes introduce a performance gain for strongly interference coupled
scenarios as well as scenarios with asymmetrical load distribution among cells. The
former aspect can be noticed while comparing the performance gains for the UMi
vs. the UMa and SM scenarios. The main difference between these scenarios is the
inter-site distance between cells. As it can be noticed the performance gain of ICIC
schemes degrades proportionally with the inter-site distance between base stations
(i.e. interference coupling between cells). The latter aspect can be noticed for the
Ray-traced simulations, where the load (pathloss and nr. of mobile stations) is
asymmetrically distributed among cells. Although such scenarios have similar intersite distances as the UMa scenario, we notice that the performance gain of cell-edge
terminals is considerably better. The main difference is propagation scenario which
causes a non-uniform load distribution among cells.

6.7

Conclusions

In this chapter we presented the implementation design of a semi-static ICIC algorithm in GPU. Semi-static ICIC is formulated as a stochastic optimization problem
whose goal is improvement of the expected system performance. The problem is
formulated as a max-min optimization problem based on the throughput expectation model for proportional fair scheduling. In a time-slot basis, the local scheduler
adapts to the instantaneous channel gains. Whereas for longer time-spans (x100 ms)
the semi-static ICIC adapts the power allocations. Unfortunately, the formulation of
such optimization problems is non-linear and difficult to solve by means of analytical
methods. Hence, we linearize the optimization problem for a discrete set of power
allocations and re-formulate it as an ILP problem. Although, ILP problem solving
algorithms are deterministic and able to find the optimum of the linearized problem their computation complexity is prohibitive for real-time applications. Hence,
heuristic optimization methods are preferred. Among the plethora of heuristic algorithms we select genetic algorithms as a means of finding a near-optimal solution of
the semi-static power allocation problem. Additionally, genetic algorithms allow for
an efficient implementation in parallel computing architectures.
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GPUs offer massive parallelism at low cost, making them the first choice for the
implementation of the GA algorithm. Representing the individuals as two dimensional arrays and allocating a thread block per individual in the population allows
for a parallel handling of the individuals during the optimization process. The most
time-consuming operation in the GA is the evaluation of individuals. Hence, we
proposed two methods for their evaluation: a) Pre-Calculation and b) Caching of
integral computations. The usage of the latter method results advantageous for an
increasing number of generations and its computational run-time increase with the
number of generations.
Besides the programming aspects we show that the minimal run-time for the GA to
find a near optimal solution depends not only from GAs parameters (i.e. population
size and nr. of generations) but also from external factors like: scenario, mobility of
MS and coordination period. For dense deployments of base stations and scenarios
with strong inter-cell interference the GA needs a larger number of generations to
find a near-optimal solution than sparse-deployments. Nevertheless, the number of
generations for a near-optimal solution can be considerably shortened by seeding
the GA with previous solutions. Recycling of individuals considerably shortens the
computational time of the GA algorithm. In fact, for shorter update periods the
GA needs less number of generations to converge leading to a quicker run-time of
the GA and a better performance of cell-edge located MS.
By means of system level simulations we showed that semi-static ICIC algorithms
using a performance expectation model provide a better trade-off between the cell
edge and cell center performance. On the other side, the usage of simplistic models
for semi-static ICIC overestimates the impact of inter-cell interference. The resulting
allocations tend to frequency reuse profiles. Such allocations although limit intercell interference allocations they considerably limit the frequency spectrum per cell.
Nevertheless, for low correlated channel gains, semi-static ICIC based on simplistic
models have a robust cell-edge performance with the price of a cell center performance degradation. In general, we notice that the usage of performance expectation
model for semi-static ICIC provides the best trade-off between cell center and cell
edge performance. Additionally, it has its best performance gain for asymmetric
propagation conditions and a goodput performance as good as an instantaneous
scheduling and power allocation scheme.
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7
Conclusions and Future Work
This thesis addressed the design of slowly adaptive resource allocation schemes for
mobile radio networks. We introduced a framework for performance modeling, optimization and computation of power allocations in highly dynamic and interference
limited scenarios. We employed the proposed framework for the design of semi-static
inter-cell interference coordination in OFDMA/LTE systems, where we achieved considerable performance improvements compared to conventional approaches. Nevertheless, the mechanisms presented in this thesis are bound not only to interference
coordination, but can be applied also to a variety of other applications that take
long-term decisions under the presence of uncertainty. In this chapter, we give first
a summary of the contributions, discuss about them and present the corresponding
limitations. In the end, we introduce potential directions to follow in future works.

7.1

Summary

Inter-cell interference coordination plays a fundamental role in OFDMA/LTE systems to improve the communication quality of cell-edge positioned mobile stations.
We introduce a slowly adaptive interference coordination scheme to coordinate transmission power profiles between coordinating base stations. Different than fully synchronized schemes that react to fast fading channel conditions in a time-slot basis,
the scheme introduced here adapts to varying channel conditions on a much slower
pace. Power allocations are fixed for the duration of a coordination interval, which
spans over multiple time-slots. By doing so, we mitigate the excessive computational
and controlling overhead resulting from frequent coordination. However, we are faced
with a new challenge concerning the design of slowly adaptive schemes. During the
coordination interval system performance evolves randomly over time, which makes
it difficult to plan or know in advance well-performing power allocations.
Most of existing work copes with long term decision making by means of deterministic optimization. It assumes that the parameters defining the optimization problem
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are exactly known at the moment of decision. Although this assumption notably
simplifies the design of semi-static schemes from both the modeling and optimization aspects it leads to sub-optimal power allocations. The stochastic nature of the
performance needs to be taken into account, otherwise the resulting power allocations do not fully realize the targeted objectives. We argued that there is still room
for improvement for current designs of semi-static ICIC and this is to be achieved
by means of stochastic optimization and precise rate expectation models. On the
down-side, such preciser models lead to a much more involved optimization problem
to be solved once per coordination period and in real-time. To fill the gap between
current designs and their practical relevance we addressed throughout this thesis the
following questions:
Q1 - How to characterize the performance of OFDMA/LTE systems? We
introduced analytical models for the expected throughput of OFDMA/LTE
systems operating on proportional fair scheduling and in interference limited
scenarios. The throughput expectation models introduced here are valid for
systems operating on ideal as well as practical conditions. Evaluations showed
that the proposed schemes closely match with system level simulations. This
is mainly due to accurate modeling of the basic SINR distribution and the
resulting transformation caused from the local scheduler. Comparing to reference schemes we showed that common simplifying assumptions on the rate
distribution overestimate the impact of interference in the resulting throughput
expectation. Especially, for cell-edge located terminals, the error of reference
models is the highest.
We also perform an analytical analysis for ultra dense deployments likely to
happen in the next generation of mobile networks (5G). We evaluated the
SINR distribution and the expected throughput of communication systems
operating on proportional fair scheduling and for an unlimited large number
of interfering sources. We proved that for an increasing number of interfering
sources the SINR distribution converges to that of an exponential distribution.
Hence, the approximation of interference power as constant and additive noise
can be used to analyze such systems.
Q2 - How to solve stochastic optimization problems for semi-static ICIC?
We investigated the impact of precise rate prediction models on the design and
performance of semi-static interference coordination schemes. It turns out that
the usage of accurate performance models makes it difficult to apply analytical methods to solve stochastic optimiaztion problems. Nevertheless, we can
address such problems heuristically by means of genetic algorithms. Such an
approach reveled as an efficient alternative to solve stochastic optimization
problems. We found out that using precise rate prediction models in power
allocation algorithms allows for substantial performance gains in comparison
to simpler models. Especially for urban deployments where cells have a strong
inter-cell interference coupling and asymetrical propagation conditions, the application of semi-static ICIC based on precise rate prediction shows the best
performance improvement in comparison to reference schemes.
Q3 - How to compute ICIC algorithms in real-time? CPU bound implementations of the genetic algorithm take relatively long to compute and lead to
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outdated power allocations and cell-edge performance degradation. Hence, alternative computing platforms are required to execute the GA in real-time.
We introduced a parallel implementation of the GA in GPU which, efficiently
harnesses the computing capabilities of such devices and is able to compute in
relatively short time-spans. Besides programming aspects we also take advantage of spatial correlation of pathloss and shadowing by initializing individuals
with solutions from previous GA runs. This relatively simple method provides
a considerable runtime reduction of the GA at no extra computational effort
or hardware costs.

7.2

Discussion

In the context of semi-static ICIC design and the analysis performed for OFDMA/LTE systems this thesis melts down to three main contributions. Firstly, we
introduce analytical models for the expected throughput of LTE networks operating
with proportional fair scheduling and in interference limited scenarios. Secondly, we
introduce heuristic methods to approach stochastic optimization problems working
on complex and non-linear performance models. Thirdly, we show that semi-static
ICIC based on performance expectation models can be solved near-optimally and
executed in real-time by means of an implementation in general purpose graphic processing unit. We deliver not only a system design but also mathematical expressions
that describe the performance of interference limited systems operating on dynamic
schedulers. We can compute even for highly dynamic mobile systems expectation
values that are not far from system level simulations and in real-time.
The semi-static inter-cell interference coordination introduced here can be used also
as a reference scheme for the design of other radio resource management (RRM)
algorithms in current and future generations of mobile radio networks. Our framework takes advantage of multi-user diversity gain at a cell level and at a system
scale it can react to changing mobile positions. In a time-slot basis it allows the
local scheduler to adapt at instantaneous channel states and at longer time-spans it
matches power and frequency allocations between neighboring cells according to the
changing pathloss and shadowing values. The relatively long coordination periods
between cells allow for a less frequent execution of the RRM algorithms leading to a
lower complexity and less coordination overhead in comparison to fully synchronized
schemes.
The genetic algorithm approach that we use to solve stochastic optimization problems is a high-level and relatively problem independent frame-work that can be easily
reused also for other RRM approaches. Although exact methods can provide optimal
solutions for any instance of the problem, they are computationally expensive and
take a relatively long time to compute. An optimal but outdated solution does not
necessarily bring a performance gain in highly dynamic systems. Genetic algorithms
are advantageous to use for their inherent parallelism and the ability to provide a
balance between the quality of the result and the time spent on computation.
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Limitations and Future Work

The framework introduced here is attractive not only due to the system design that
it proposes but also on the way how it tackles the arising problems. By means of
stochastic optimization it addresses decision making under the presence of uncertainty. The scheme introduced here considers performance evolution over time as
a stochastic process and makes use of accurate expectation models to describe its
average behavior on the long term. Such models can also be used to steer other slow
RRM algorithms in mobile radio networks such as: admission control, handover,
load balancing, etc.
For example, our approach can be used also to influence the design of future mobile
radio networks. Multi-cell scheduling will be an important requirement for the operation of 5G ultra-dense networks [21, 179]. Small cells have to share instantaneous
channel feedback very frequently with the node performing multi-cell scheduling
and the algorithm needs to run every time slot. Hence, we are faced with the same
problems that we address here. Namely, very large backhaul feedback and high complexity. One direction to follow is the functionality split: small cells perform local
scheduling in a time-slot basis and the multi-scheduler coordinates resource allocations (of frequency and power at a longer) at a longer time span. One can compute
performance expectation models and what comes out is precise and can be used for
the optimization multi-scheduler assignments. Such models can be even calculated
in a short time span and can achieve a system performance gain.
Despite of the contributions presented in the above sections this thesis has also its
limitations. The expectation models introduced here address only the throughput
aspect of mobile radio networks. They do not take into account transmission errors due to outdated channel state feedback. For low mobility such as in urban
scenarios this is not a considerable impairment as the feedback outdates slowly and
the scheduler can decide on robust modulation and coding schemes for a successful
transmission. However, the problem arises in highly mobile scenarios with low time
correlated radio channels. The number of erroneously received packets increases
and our throughput models do not accurately represent the system performance
(i.e. goodput) anymore. The usage of such models for steering semi-static ICIC in
scenarios with a high mobility lead consequently to a reduced performance gain of
cell-edge terminals. Hence, one possible direction for future work is to analytically
address the impact of time correlation on the resulting goodput expectation.
A drawback with the schemes considered here is their centralized nature. With
increasing number of cooperating cells increases also the complexity of the coordination algorithm. Fully distributed algorithms would be more appealing to address
inter-cell interference coordination at a mobile radio network, where the number of
cells and mobile users is large. Alternatively, it would also be interesting to introduce a method that automatically groups neighboring base stations into clusters
for inter-cell interference coordination. It is yet unclear how to group base stations
with each other and how many of them to include in the coordination process. This
is mainly a tradeoff related with the computation complexity and the frequency of
the coordination. With an increasing number of cooperating base stations increases
also the search space for the GA to find well-performing power allocations. Hence,
the GA takes longer to find near-optimal power allocations. On the other side, the
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power allocations need not to outdate, hence a tradeoff needs to be found between
cluster size, solution quality and timeliness.
The load increase due to a large number of base stations or mobile stations in
the coordination cluster can be coped also with a GA implementation in multiple
GPUs. The multiple island topology of GA suits very well this paradigm. Each GPU
evolves a small part of the population and from time to time GPUs synchronize
with each other in order to exchange best genomes. Nevertheless, this method
requires a redesign of the current GA implementation and its ability to find a nearoptimal solution heavily depends on the parametrization of the subpopulations and
the synchronization period. An alternative of this problem is to reduce the search
space of the GA by clustering the pathloss of multiple mobile stations and sending
only representative values of such clusters to the GA. Then, the GA computes the
power allocations based on such data. The corresponding algorithm clusters mobile
stations based on their similarity in pathloss with the neighboring base stations and
forwards to the ICIC coordination entity only representative pathloss values of the
cluster and the corresponding size.
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[37] Cantú-Paz, E. A survey of parallel genetic algorithms. Calculateurs paralleles, reseaux et systems repartis 10, 2 (1998), 141–171.
[38] Chang, Y.-J., Tao, Z., Zhang, J., and Kuo, C.-C. A graph-based
approach to multi-cell ofdma downlink resource allocation. In Global Telecommunications Conference, 2008. IEEE GLOBECOM 2008. IEEE (30 2008-dec.
4 2008), pp. 1–6.

162

Bibliography

[39] Cho, Y. H., Seo, S., su Song, J., Lee, S.-H., and Lee, H. Adaptive
fractional time reuse for multi-cell ofdma networks. Communications Letters,
IEEE 17, 9 (September 2013), 1798–1801.
[40] Choi, J., and Bahk, S. Cell-Throughput Analysis of the Proportional
Fair Scheduler in the Single-Cell Environment. Trans. of IEEE Vehicular
Technology 56, 2 (March 2007), 766–778.
[41] Corporation, N.
Nvidia cuda compute unified device architecture, programming guide, Feb. 2015.
http://docs.nvidia.com/cuda/
cuda-c-programming-guide/index.html#introduction.
[42] Corvino, V., Gesbert, D., and Verdone, R. A novel distributed interference mitigation technique using power planning. In Wireless Communications
and Networking Conference, 2009. WCNC 2009. IEEE (2009), IEEE, pp. 1–6.
[43] Cárdenas-Montes, M., Vega-Rodrı́guez, M., Rodrı́guez-Vázquez,
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